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The Pragmatic Programmer: From Journeyman to Master Paperback – October 30, 1999, by Andrew
Hunt (Author), David Thomas (Author), ISBN-13: 078-5342616224 ISBN-10: 020161622X Edition: 1st
Used: $23.50, http://www.amazon.com/The-Pragmatic-Programmer-Journeyman-Master/dp/020161622X
Review: "The cool thing about this book is that it's great for keeping the programming process fresh. The book
helps you to continue to grow and clearly comes from people who have been there."
o

Kent Beck, author of Extreme Programming Explained: Embrace Change "I found this book to be a great mix
of solid advice and wonderful analogies!"

o

Martin Fowler, author of Refactoring and UML Distilled "I would buy a copy, read it twice, then tell all my
colleagues to run out and grab a copy. This is a book I would never loan because I would worry about it being
lost."

o

Kevin Ruland, Management Science, MSG-Logistics "The wisdom and practical experience of the authors is
obvious. The topics presented are relevant and useful...By far its greatest strength for me has been the
outstanding analogies--tracer bullets, broken windows, and the fabulous helicopter-based explanation of the
need for orthogonality, especially in a crisis situation. I have little doubt that this book will eventually become
an excellent source of useful information for journeymen programmers and expert mentors alike."

o

John Lakos, author of Large-Scale C++ Software Design "This is the sort of book I will buy a dozen copies of
when it comes out so I can give it to my clients.”

o

Eric Vought, Software Engineer "Most modern books on software development fail to cover the basics of what
makes a great software developer, instead spending their time on syntax or technology where in reality the
greatest leverage possible for any software team is in having talented developers who really know their craft
well. An excellent book."

o

Pete McBreen, Independent Consultant "Since reading this book, I have implemented many of the practical
suggestions and tips it contains. Across the board, they have saved my company time and money while
helping me get my job done quicker! This should be a desktop reference for everyone who works with code
for a living."

o

Jared Richardson, Senior Software Developer, iRenaissance, Inc. "I would like to see this issued to every
new employee at my company..." --Chris Cleeland, Senior Software Engineer, Object Computing, Inc. "If I'm
putting together a project, it's the authors of this book that I want...And failing that I'd settle for people who've
read their book."

o

Ward Cunningham Straight from the programming trenches, The Pragmatic Programmer cuts through the
increasing specialization and technicalities of modern software development to examine the core process-taking a requirement and producing working, maintainable code that delights its users. It covers topics
ranging from personal responsibility and career development to architectural techniques for keeping your
code flexible and easy to adapt and reuse.

Read this book, and you'll learn how to:
o
o
o
o
o
o
o
o

Fight software rot;
Avoid the trap of duplicating knowledge;
Write flexible, dynamic, and adaptable code;
Avoid programming by coincidence;
Bullet-proof your code with contracts, assertions, and exceptions;
Capture real requirements; Test ruthlessly and effectively;
Delight your users; Build teams of pragmatic programmers; and
Make your developments more precise with automation. Written as a series of self-contained sections
and filled with entertaining anecdotes, thoughtful examples, and interesting analogies, The Pragmatic
Programmer illustrates the best practices and major pitfalls of many different aspects of software
development.

Whether you're a new coder, an experienced programmer, or a manager responsible for software projects, use
these lessons daily, and you'll quickly see improvements in personal productivity, accuracy, and job satisfaction.
You'll learn skills and develop habits and attitudes that form the foundation for long-term success in your career.
You'll become a Pragmatic Programmer.
Analytics: Career Advice
Arrange Career Coaching Appointments with Graduate Professional Development

Let Us Help You With Your Career Goals!
At VCU, our goal is to help you advance your career, whether you want to move into executive ranks in your
current organization, pursue a different functional area in your company, or make a significant career change. The
graduate professional development program is available to all students and alumni from graduate programs in the
business school. Whatever your goal is, we can help you get there!
John Worth, Director of Graduate Professional Development
Area: Graduate Studies
Office Room Number: B3106D
Office Phone: (804) 828-1465
Fax Number: (804) 828-6717
E-mail Address: jworth2@vcu.edu
Alternate Website: https://business.vcu.edu/graduateprofessionaldevelopment
Contact John at jworth2@vcu.edu to arrange your appointment.
From: http://business.vcu.edu/graduate-studies/graduate-professional-development/arrange-career-coachingappointments/
Are you looking to advance your career in your current organization? Are you currently conducting a job
search? Are you looking to leverage your graduate degree and make a career change? If your answer to any of
these questions is yes, the arranging a career coaching appointment will be very beneficial. You can schedule
individual coaching appointments with John Worth, Director of Graduate Professional Development in person or
on the phone. These appointments are free of charge to graduate business students and alumni and can focus
on career related topics such as:



3

Career advancement suggestions
Marketing yourself more effectively in your current organization
Resume reviews






Networking strategies and techniques
Interview preparation
Job search strategy advice
Offer and salary negotiation tips

Best Courses


Overview of best free self-education CS Courses: http://www.bootcamps.in/self-education/



Stanford University’s self-paced Mini Database Classes:
https://lagunita.stanford.edu/courses/DB/2014/SelfPaced/about
About this set of self-paced database courses:
"Introduction to Databases" was one of Stanford's three inaugural massive open online courses in the fall of 2011;
it was offered again in MOOC format in 2013 and 2014. The course is now being offered as a set of smaller selfpaced "mini-courses", which can be assembled in a variety of ways to learn about different aspects of databases.
All of the mini-courses are based around video lectures and/or video demos. Many of them include in-video
quizzes to check understanding, in-depth standalone quizzes, and/or a variety of automatically-checked
interactive programming exercises. Each mini-course also includes a discussion forum and pointers to readings
and resources. Individual mini-courses can be accessed by selecting the title from the dropdown list above. The
mini-courses are described briefly below, along with suggested pathways through them. Taught by Professor
Jennifer Widom, the overall curriculum draws from Stanford's popular Databases
course.
Databases are incredibly prevalent -- they underlie technology used by most people every day if not every hour.
Databases reside behind a huge fraction of websites; they're a crucial component of telecommunications
systems, banking systems, video games, and just about any other software system or electronic device that
maintains some amount of persistent information. In addition to persistence, database systems provide a number
of other properties that make them exceptionally useful and convenient: reliability, efficiency, scalability,
concurrency control, data abstractions, and high-level query languages. Databases are so ubiquitous and
important that computer science graduates frequently cite their database class as the one most useful to them in
their industry or graduate-school careers.
The following are a number of suggested pathways through the mini-courses, depending on the topics and depth
desired. Of course you are welcome to mix and match the mini-courses any way you like!
Practical Relational Databases and SQL
o Basic: INTRODUCTION AND RELATIONAL DATABASES, SQL
o Extended: Add INDEXES AND TRANSACTIONS, CONSTRAINTS AND TRIGGERS, VIEWS AND
AUTHORIZATION
o Comprehensive: Add: ON-LINE ANALYTICAL PROCESSING, RECURSION IN SQL
Practical Relational Databases and SQL with UML Design
Basic: INTRODUCTION AND RELATIONAL DATABASES, UNIFIED MODELING LANGUAGE (UML), SQL
Extended version add: INDEXES AND TRANSACTIONS, CONSTRAINTS AND TRIGGERS, VIEWS AND
AUTHORIZATION
Comprehensive version also add: ON-LINE ANALYTICAL PROCESSING, RECURSION IN SQL
Relational Databases and SQL: Foundations and Practice
Basic: INTRODUCTION AND RELATIONAL DATABASES, RELATIONAL ALGEBRA, SQL, RELATIONAL
DESIGN THEORY, UNIFIED MODELING LANGUAGE (UML)
Extended version add: INDEXES AND TRANSACTIONS, CONSTRAINTS AND TRIGGERS, VIEWS AND
AUTHORIZATION
Comprehensive version also add: ON-LINE ANALYTICAL PROCESSING, RECURSION IN SQL
Semistructured Data
Basic: XML DATA, JSON DATA
With querying add: XPATH AND XQUERY
With querying, comprehensive version add: XSLT
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Full Database Course
Jennifer Widom is the Fletcher Jones Professor and Chair of the Computer Science Department at Stanford
University. She received her Bachelors degree from the Indiana University School of Music in 1982 and her
Computer Science Ph.D. from Cornell University in 1987.
FAQS
1. How long will the mini-courses be available?
All of the mini-courses will be available at least until December 2016. If you have registered for one of the
mini-courses, you will be notified by email of any changes to content availability beforehand.
2. How long will it take to go through the course material?
All of the mini-courses are self-paced and include videos, quizzes, and/or exercises. The mini-courses
vary considerably in length and complexity, and some students work faster than others, so we're not able
to predict an individual time commitment.
3. What background do I need?
The series of courses does not assume prior knowledge of any specific topics, however a solid computer
science foundation -- a reasonable amount of programming, as well as knowledge of basic computer
science theory -- will make the material more accessible.
4. Do I need to buy a textbook?
Detailed lecture notes are provided. Having a textbook in addition to the notes is not necessary, but you
might want to purchase one for reference, to reinforce the core material, and as a source of additional
exercises. Suggested textbooks and readings are listed as part of the materials.
5. Do I get any credit or a certificate?
No, none of the mini-courses offer any credit or certificates, but all of them except the Introduction offer a
Statement of Accomplishment.
6. Do the mini-courses offer a Statement of Accomplishment?
Yes, those mini-courses that include graded quizzes and/or exercises will offer a Statement of
Accomplishment once a student has achieved at least 90% on the graded assignments.
7. Do the mini-course pathways offer their own Statement of Accomplishment?
No, each mini-course (with the exception of the Introduction) offers a Statement of Accomplishment, but
there is no Statement of Accomplishment offered for a particular pathway that is chosen.
8. How much does the series of mini-courses cost?
All of the mini-courses in the series are free and it does not cost anything to create a user account.


DCO042-Python for Informatics (This is the self-paced class version of PR4E-Progr for Everybody that I am
now taking: Programming for Everybody (Python) offered via Coarsera/University of Michigan,
https://www.coursera.org/course/pythonlearn )
This self-paced course teaches basic Python programming skills through data analysis. The book and course
materials are all free and licensed as Creative Commons. There is no complex math in the course, the programs
are generally quite short, and the workload is no more than a few hours per week. By the time you complete the
course, you will understand be able to read, parse, and manipulate data using Python. Hopefully at the end of the
course you will like programming well enough to take another course in programming or web development. You
can register and launch, take the course, and earn your place on the map at any time and at your own pace.
The reusable and remixable OER materials for this course can be downloaded here.
This course is Open Enrollment.
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Harvard University’s CS50: Intro to Computer Science, Self-paced course This is CS50, Harvard University's
introduction to the intellectual enterprises of computer science and the art of programming for majors and nonmajors alike, with or without prior programming experience. An entry-level course taught by David J. Malan, CS50
teaches students how to think algorithmically and solve problems efficiently. Topics include abstraction,
algorithms, data structures, encapsulation, resource management, security, software engineering, and web
development. Languages include C, PHP, and JavaScript plus SQL, CSS, and HTML. Problem sets inspired by

real-world domains of biology, cryptography, finance, forensics, and gaming. As of Fall 2014, the on-campus
version of CS50 was Harvard's largest course. Students who earn a satisfactory score on 9 problem sets (i.e.,
programming assignments) and a final project will receive a certificate from HarvardX. This is a self-paced
course–you may take CS50 on your own schedule.
What you'll learn
o
o
o
o
o
o

A broad and robust understanding of computer science and programming
How to think algorithmically and solve programming problems efficiently
Concepts like abstraction, algorithms, data structures, encapsulation, resource management, security,
software engineering, and web development
Familiarity in a number of languages, including C, PHP, and JavaScript plus SQL, CSS, and HTML
How to engage with a vibrant community of like-minded learners from all levels of experience
How to develop and present a final programming project to your peers

Review:
First of all, I need to say that I had previous knowledge in programming languages, and even though I
hadn't written in pure C for almost 2 years, it might have been easier for me.
I've learned everything I know about CS on the internet and tried most of the different types : \- Written
tutorials, some small around one notion, others on a whole language. \- Walkthroughs and videos (like
The New Boston). \- Interactive and gamified tutorials (Codecademy's Python, Codeschool,
CodeAvengers, and many others). \- iTunes U lectures (Stanford's CS193P - iPhone development) \Online courses such as Coursera's CS215. \- I've never bought books and never had the need to.
And yet, none of this was quite like CS50x. # The lectures The lecture are one of the most important parts
of the course, David J. Malan is a great lecturer. He uses clever real life examples to make complicated
notions easier, in fact, you don't need any programming experience and it's still useful in nonprogramming jobs. Unlike many other programming courses, there is a balance between explanations
and the actual code itself, not just slides without any context. Because Malan writes the code during the
lectures, there are some unexpected events, bugs and typos. And indeed making errors is an important
part of the process, so by showing mistakes we can encounter that makes the lectures interactive and
close to real life programming. Moreover, there is an emphasis on explaining how stuff really works under
the hood while most programming tutorials don't provide this kind of knowledge. There is here little focus
on syntax but more on the logic behind computers. # Problem Sets Without a doubt, psets were the other
important part of the course. They always involved finding a solution to a given problem, making some
task easier using technology, and there often tackled new notions around CS like the structure of a
bitmap or how corrupted data is retrieved.
The use of the CS50 Appliance, a virtual machine made with all the necessary tools built-in, avoids all the
pain related to cross-platform compatibility so we can focus of the code. Like a real life course, you can't
gloss over some requirements. The problem sets are always challenging but doable because we are
always taught how to break it down and given a starting point. In the specifications, we are also
encouraged to write efficient and elegant code. The problem sets are the core of the course but can even
make great challenges for a programmer outside this context. Most of the time is spend using, applying
and actually working with the notions so we end up naturally knowing them. I used to struggle a bit with
pointers and now they look so easy.
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o

# Additional Content Sections: I haven't watched any of them, I guess they are different way of
learning.

o

Shorts: They were an in-depth look at either one of the lecture's notions or a new one. Their short
format made them interesting to watch.

o

Walkthrough: I never used them for the first half of the problem sets, but once we moved to
harder stuff they were very useful as a guide for the code design and never gave up the solution.

o

# Community The lecture and problem sets elements already made it a great course, but the
novelty here and the important part was making it an online course. And the community part,
CS50x Discuss was available on EdX's website, made it the closest you can get to real-life
course. There's this real spirit of help that brings people together to find solutions to the problem

sets or discuss around the course's content. What you will learn (among other) \- C \- PHP \MVC \- Data Types \- Search and sort algorithms \- Asymptotic notation \- Scratch It was
memorable and much more than any other learning experience I've ever had online because it
successfully managed to make it a journey. CS50x isn't just the quintessential Harvard course, it's
now the quintessential online course.


Stanford University’s CS 101: This free self-paced course teaches the essential ideas of Computer Science for
a zero-prior-experience audience. The course uses small coding experiments in the browser to play with the
nature of computers, understanding their strengths and limitations. Sign up for the "To be announced" session to
be notified by email when the class is next run, and sign up for "Self-Study" to start browsing the class materials
right away. Self-Study mode makes all the videos and assignments available to be done at your own pace, but
without a certificate of completion at the end.
Welcome to CS101 in self-paced mode. Here all the videos and documents and exercises are available, but
without the week-by-week scheduling of the regular class. Instead, all of the materials are available immediately
and you can go through the materials at your own pace. https://class.coursera.org/cs101-selfservice/auth
Course at a Glance
3-5 hours/week
Nick Parlante Stanford University, Computer Science: Software Engineering
UPDATE: we're doing a live, updated MOOC of this course at stanford-online July-2014 (not this Coursera
version). See here: http://cs101.class.stanford.edu/
CS101 teaches the essential ideas of Computer Science for a zero-prior-experience audience. Computers can
appear very complicated, but in reality, computers work within just a few, simple patterns. CS101 demystifies and
brings those patterns to life, which is useful for anyone using computers today.
In CS101, students play and experiment with short bits of "computer code" to bring to life to the power and
limitations of computers. Everything works within the browser, so there is no extra software to download or install.
CS101 also provides a general background on computers today: what is a computer, what is hardware, what is
software, what is the internet. No previous experience is required other than the ability to use a web browser.
Here is another video Nick created for this class.
Course Syllabus
CS101 topics are covered with a mixture of video lecture and active lab work, all in the browser:
 The nature of computers and code, what they can and cannot do
 How computer hardware works: chips, cpu, memory, disk
 Necessary jargon: bits, bytes, megabytes, gigabytes
 How software works: what is a program, what is "running"
 How digital images work
 Computer code: loops and logic
 Big ideas: abstraction, logic, bugs
 How structured data works
 How the internet works: ip address, routing, ethernet, wi-fi
 Computer security: viruses, trojans, and passwords, oh my!
 Analog vs. digital
 Digital media, images, sounds, video, compression
FAQ
1. What is Self-Study mode?
Self-Study mode makes all the videos and assignments available to be done at your own pace, but
without a certificate of completion at the end.
2. Will I get a statement of accomplishment after completing the next run of the class?
Yes. Students who successfully complete the class will receive a statement of accomplishment signed by
the instructor.
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3. What is the format of the class?
The class will consist of lecture videos, which are broken into small chunks, usually between eight and
twelve minutes each. Some of these may contain integrated quiz questions. There will also be standalone
quizzes that are not part of video lectures, and programming assignments. There will be approximately
two hours worth of video content per week.
4. What sort of written support is there for the lectures?
Each lecture comes with written document that parallels the video explanation, so there is something you
can review after the lecture that includes all the examples and whatnot. Or put another way, you do not
need to take detailed notes of the lecture -- it's already been done for you.
5. Is any actual work required for this course?
Yes. CS101 has a "lab" component where students play with short bits of computer code, on their way to
understanding the nature of computers.
6. Is a computer background needed for this course?
Not at all. The course assumes zero computer knowledge. Everything you need to do in the labs will first
be explained and demonstrated in the lectures.
7. Do I need any particular software?
Everything should work in a recent browser, so that should be simple. We'll have a list of which browser
versions we've tested before the course starts.
8. What computer language is used for CS101?
CS101 uses a variant of Javascript. However, the code used in CS101 is very stripped down, avoiding all
sorts of boilerplate that would get in the way of learning. As a result, CS101 code does not look like full,
professional Javascript code.
9. Is CS101 a full programming course?
No. CS101 uses code to explore the nature of computers, but does not pursue code in the depth of a full
programming course. Certainly CS101 students will have a real understanding of what code is and how it
works, but not going so far as a full programming course. CS101 is an excellent first step for someone
who then wants to take a full programming course.
Videos:


How Can I Become a Good Programmer: https://www.youtube.com/watch?v=BjKmWk3oE4E
Bill Gates, Chris Bosh video

♀: Women accepted as better coders as long as no gender link
2016-02-13, by Nancy Owano, http://techxplore.com/news/2016-02-women-coders-gender-link.html

Credit: George Hodan/Public Domain
Wow, gender bias has appearances of residing in computer programming—off the charts, so to speak, but
accorded serious attention in a new study. The findings come from scientists at California Polytechnic State
University and North Carolina State University.
"While our big data study does not definitely prove that differences between gendered interactions are caused by
bias among individuals, the trends observed in this paper are troubling. The frequent refrain that open source is a
pure meritocracy must be reexamined," the researchers stated.
They worked with publicly available information on about 4 million GitHub users logged in to the service on April 1
last year. No joke.
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They used a gender-linking technique to identify the gender of just over 35 percent of the users, around 1.4
million, said MIT Technology Review.
So what exactly was this gender-linking technique? The BBC said the numbers they were able to identify were
from user profiles or because their email addresses could be matched with the Google + social network. "The
researchers accepted that this was a privacy risk but said they did not intend to publish the raw data."
Explained further in MIT Technology Review: "An analysis of pull requests, or users' submissions of new code to
the projects of other software developers, revealed that code written by women was accepted 78.6 percent of the
time. For men, the figure was 74.6 percent. But when female coders did indicate their gender, they were far less
likely to have their code accepted, with their approval rate plummeting to 62.5 percent."
BBC summarized the research: "Computer code written by women has a higher approval rating than that written
by men - but only if their gender is not identifiable."
According to the study authors, "gender bias pervades open source." They wrote that "our results show that
women's contributions tend to be accepted more often than men's. However, when a woman's gender is
identifiable, they are rejected more often. Our results suggest that although women on GitHub may be more
competent overall, bias against them exists nonetheless."
The paper defined pull requests as "proposed changes to a software project's code, documentation, or other
resources."
Actually, the paper made a number of observations in addition to the fact that women were more likely to have
pull requests accepted than men were. Among other findings: women's pull requests were less likely to serve an
immediate project need; changes were larger; and acceptance rates were higher across programming languages.
Authors are Josh Terrell, Andrew Kofink, Justin Middleton, Clarissa Rainear, Emerson Murphy-Hill and Chris
Parnin. Affiliations are listed as the Department of Computer Science, Cal Poly, San Luis Obispo, and Department
of Computer Science, North Carolina State University.
The paper is awaiting peer review, said the BBC, and it remains to be seen how other experts will appraise the
results.
More information: Gender Bias in Open Source: Pull Request Acceptance of Women Versus Men
(PDF): peerj.com/preprints/1733.pdf

Agile Software Development
Agile software development, From Wikipedia: http://en.wikipedia.org/wiki/Agile_software_development
Software development process
Core activities








Requirements
Design
Construction
Testing
Debugging
Deployment
Maintenance

Methodologies
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Waterfall
Prototype model
Incremental
Iterative
V-Model
Spiral



 Scrum
 Cleanroom
 RAD
 DSDM
 UP
 XP
Agile software development
 Lean
 Dual Vee Model
 TDD
 BDD
 FDD
 DDD
 MDD
Supporting disciplines
 Configuration management
 Documentation
 Software Quality assurance (SQA)
 Project management
 User experience



Agile software development is a group of software development methodsin which requirements and solutions
evolve through collaboration between self-organizing, cross-functional teams. It promotes adaptive planning,
evolutionary development, early delivery, continuous improvement, and encourages rapid and flexible response to
change.[1]
The Manifesto for Agile Software Development,[2] also known as the Agile Manifesto, first introduced the
term agile in the context of software development in 2001.
Predecessors
Incremental software development methods trace back to 1957.[3] In 1974, E. A. Edmonds wrote a paper that
introduced an adaptive software development process.[4][5] Concurrently and independently, the same methods
were developed and deployed by the New York Telephone Company's Systems Development Center under the
direction of Dan Gielan. In the early 1970s, Tom Gilb started publishing the concepts of evolutionary project
management (EVO), which has evolved intocompetitive engineering.[6] During the mid- to late 1970s, Gielan
lectured extensively throughout the U.S. on this methodology, its practices, and its benefits.

A collection of lightweight software development methods evolved in the mid-1990s in reaction to the
perceivedheavyweight waterfall-oriented methods, which critics called heavily regulated, regimented, and micromanaged; although some proponents of these lightweight methods contended that they were simply returning to
earlier software practices.[3]These lightweight methods included: from 1994, unified process and dynamic systems
development method (DSDM);from 1995, scrum; from 1996, crystal clear and extreme programming (aka "XP");
and from 1997, adaptive software development and feature-driven development. Although these originated before
the publication of the Agile Manifesto in 2001, they are now collectively referred to as agile methods; [7] and often
abbreviated loosely as Agile, with a capital A, although this is progressively becoming deprecated.[8]
The Agile Manifesto
In February 2001, 17 software developers (see below) met at the Snowbird resort in Utah to discuss lightweight
development methods.
They published the Manifesto for Agile Software Development:[2]
We are uncovering better ways of developing software by doing it and helping others do it. Through this work we
have come to value:
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1.
2.
3.
4.

Individuals and interactions over Processes and tools
Working software over Comprehensive documentation
Customer collaboration over Contract negotiation
Responding to change over Following a plan

That is, while there is value in the items on the right, we value the items on the left more.[2]
Kent Beck
Mike Beedle
Arie van Bennekum
Alistair Cockburn
Ward Cunningham
Martin Fowler

James Grenning
Jim Highsmith
Andrew Hunt
Ron Jeffries
Jon Kern
Brian Marick

Robert C. Martin
Steve Mellor
Ken Schwaber
Jeff Sutherland
Dave Thomas

This declaration may be freely copied in any form, but only in its entirety through this notice.
The meanings of the manifesto items on the left are:
1. Individuals and interactions: self-organization and motivation are important, as are interactions like colocation and pair programming.
2. Working software: working software is more useful and welcome than just presenting documents to clients in
meetings.
3. Customer collaboration: requirements cannot be fully collected at the beginning of the software development
cycle, therefore continuous customer or stakeholder involvement is very important.
4. Responding to change: agile methods are focused on quick responses to change and continuous
development.[9]
Some of the authors formed the Agile Alliance, a non-profit organization that promotes software development
according to the manifesto's values and principles. Introducing the manifesto on behalf of the Agile Alliance, Jim
Highsmith said, The Agile movement is not anti-methodology, in fact many of us want to restore credibility to the
word methodology. We want to restore a balance. We embrace modeling, but not in order to file some diagram in
a dusty corporate repository. We embrace documentation, but not hundreds of pages of never-maintained and
rarely-used tomes. We plan, but recognize the limits of planning in a turbulent environment. Those who would
brand proponents of XP or SCRUM or any of the other Agile Methodologies as "hackers" are ignorant of both the
methodologies and the original definition of the term hacker. —Jim Highsmith, History: The Agile Manifesto[10]
Agile principles
The Agile Manifesto is based on 12 principles:[11]
1. Customer satisfaction by rapid delivery of useful software
2. Welcome changing requirements, even late in development
3. Working software is delivered frequently (weeks rather than months)
4. Close, daily cooperation between business people and developers
5. Projects are built around motivated individuals, who should be trusted
6. Face-to-face conversation is the best form of communication (co-location)
7. Working software is the principal measure of progress
8. Sustainable development, able to maintain a constant pace
9. Continuous attention to technical excellence and good design
10. Simplicity—the art of maximizing the amount of work not done—is essential
11. Self-organizing teams
12. Regular adaptation to changing circumstance
Evolutions
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Later, Ken Schwaber with others founded the Scrum Alliance and created the Certified Scrum Master programs
and its derivatives. Schwaber left the Scrum Alliance in the fall of 2009, and founded The Scrum Council and is
found at Scrum.org.
In 2005, a group headed by Alistair Cockburn and Jim Highsmith wrote an addendum of project
management principles, the Declaration of Interdependence,[12] to guide software project management according
to agile software development methods.
In 2009, a movement spearheaded by Robert C Martin wrote an extension of software development principles,
the Software Craftsmanship Manifesto, to guide agile software development according to professional conduct
and mastery.
In 2011 the original Agile Alliance[13] created the Guide to Agile Practices, an evolving open-source compendium
of the working definitions of agile practices, terms, and elements, along with interpretations and experience
guidelines from the world-wide community of agile practitioners.
The PRINCE2 project management methodology, used on many British Government projects, is being enhanced
to manage projects that use Agile techniques.[14]
Overview

Pair programming, an agile development technique used byXP. Note information radiators in the background.
There are many specific agile development methods. Most promote development, teamwork, collaboration, and
process adaptability throughout the life-cycle of the project.
Iterative, incremental and evolutionary
Most agile development methods break the tasks into small increments with minimal planning and do not directly
involve long-term planning. Iterations are short time frames (timeboxes) that typically last from one to four weeks.
Each iteration involves a cross-functional team working in all functions: planning, requirements
analysis,design, coding, unit testing, and acceptance testing. At the end of the iteration a working product is
demonstrated to stakeholders. This minimizes overall risk and allows the project to adapt to changes quickly. An
iteration might not add enough functionality to warrant a market release, but the goal is to have an available
release (with minimal bugs) at the end of each iteration.[15] Multiple iterations might be required to release a
product or new features.
Efficient and face-to-face communication
No matter what development disciplines are required, each agile team should include a customer
representative (product owner in scrum). This person is appointed by stakeholders to act on their behalf [16] and
makes a personal commitment to being available for developers to answer mid-iteration questions. At the end of
each iteration, stakeholders and the customer representative review progress and re-evaluate priorities with a
view to optimizing the return on investment(ROI) and ensuring alignment with customer needs and company
goals.
In agile software development, an information radiator is a (normally large) physical display located prominently in
an office, where passers-by can see it. It presents an up-to-date summary of the status of a software project or
other product.[17][18] The name was coined by Alistair Cockburn, and described in his 2002 book Agile Software
Development.[18] A build light indicator may be used to inform a team about the current status of their project.
Very short feedback loop and adaptation cycle
A common characteristic in agile development is the daily "stand-up", also known as the daily scrum. In a brief
session, team members report to each other what they did the previous day toward their team's sprint goal, what
they intend to do today toward their team's sprint goal, and any roadblocks or impediments they can see to their
team's sprint goal.[19]
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Quality focus
Specific tools and techniques, such as continuous integration, automated unit testing, pair programming, testdriven development, design patterns, domain-driven design, code refactoring and other techniques are often used
to improve quality and enhance project agility.
Philosophy
Compared to traditional software engineering, agile software development mainly targets complex systems and
projects with dynamic, undeterministic and non-linear characteristics, where accurate estimates, stable plans, and
predictions are often hard to get in early stages—and big up-front designs and arrangements would probably
cause a lot of waste, i.e., are not economically sound. These basic arguments and previous industry experiences,
learned from years of successes and failures, have helped shape agile development's favor of adaptive, iterative
and evolutionary development.[20]
Adaptive vs. predictive
Development methods exist on a continuum from adaptive to predictive.[21] Agile methods lie on the adaptive side
of this continuum. One key of adaptive development methods is a "Rolling Wave" approach to schedule planning,
which identifies milestones but leaves flexibility in the path to reach them, and also allows for the milestones
themselves to change.[22]Adaptive methods focus on adapting quickly to changing realities. When the needs of a
project change, an adaptive team changes as well. An adaptive team has difficulty describing exactly what will
happen in the future. The further away a date is, the more vague an adaptive method is about what will happen
on that date. An adaptive team cannot report exactly what tasks they will do next week, but only which features
they plan for next month. When asked about a release six months from now, an adaptive team might be able to
report only the mission statement for the release, or a statement of expected value vs. cost.
Predictive method, in contrast, focus on analysing and planning the future in detail and cater for known risks. In
the extremes, a predictive team can report exactly what features and tasks are planned for the entire length of the
development process. Predictive methods rely on effective early phase analysis and if this goes very wrong, the
project may have difficulty changing direction. Predictive teams often institute a change control board to ensure
they consider only the most valuable changes.
Risk analysis can be used to choose between adaptive (agile or value-driven) and predictive (plan-driven)
methods.[23]Barry Boehm and Richard Turner suggest that each side of the continuum has its own home ground,
as follows:[24]
Home grounds of different development methods
Agile methods

Plan-driven methods

Formal methods

Low criticality

High criticality

Extreme criticality

Senior developers

Junior developers(?)

Senior developers

Requirements change often

Requirements do not change
often

Limited requirements, limited features see Wirth's
law

Small number of developers

Large number of developers

Requirements that can be modeled

Culture that responds to
change

Culture that demands order

Extreme quality

Iterative vs. waterfall
One of the differences between agile and waterfall is the approach to quality and testing. In the waterfall model,
there is always a separate testing phase after a build phase; however, in agile development testing is usually
done concurrently with, or at least in the same iteration as, programming.
Because testing is done in every iteration—which develops a small piece of the software—users can frequently
use those new pieces of software and validate the value.
After the users know the real value of the updated piece of software, they can make better decisions about the
software's future. Having a value retrospective and software re-planning session in each iteration—scrum typically
has iterations of just two weeks—helps the team continuously adapt its plans so as to maximize the value it
delivers.
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This iterative practice also introduces a product mindset rather than the waterfall model's project mindset.
Software can be seen as a living organism, which actively changes due to environmental change. As long as the
software is being used, especially when it has competition, iterations in agile software development drive the
change.
Because of the short iteration style of agile software development, it also has strong connections with the lean
startupconcept.
Code vs. documentation
In a letter to IEEE Computer, Steven Rakitin expressed cynicism about agile development, calling it "yet another
attempt to undermine the discipline of software engineering" and translating "Working software over
comprehensive documentation" as "We want to spend all our time coding. Remember, real programmers don't
write documentation."[25]
This is disputed by proponents of agile software development, who state that developers should write
documentation if that's the best way to achieve the relevant goals, but that there are often better ways to achieve
those goals than writing static documentation.[26] Scott Ambler states that documentation should be "Just Barely
Good Enough" (JBGE),[27] that too much or comprehensive documentation would usually cause waste, and
developers rarely trust detailed documentation because it's usually out of sync with code, [26] while too little
documentation may also cause problems for maintenance, communication, learning and knowledge
sharing. Alistair Cockburn wrote of the Crystal Clear method:
Crystal considers development a series of co-operative games, and intends that the documentation is enough to
help the next win at the next game. The work products for Crystal include use cases, risk list, iteration plan, core
domain models, and design notes to inform on choices...however there are no templates for these documents and
descriptions are necessarily vague, but the objective is clear, just enough documentationfor the next game. I
always tend to characterize this to my team as: what would you want to know if you joined the team tomorrow. [28]
—Alistair Cockburn[attribution verification needed]
Agile methods
Well-known agile software development methods and/or process frameworks include:
 Adaptive software development (ASD)
 Agile modeling
 Agile Unified Process (AUP)
 Crystal Clear Methods
 Disciplined agile delivery
 Dynamic systems development method (DSDM)
 Extreme programming (XP)
 Feature-driven development (FDD)
 Lean software development
 Kanban (development)
 Scrum
 Scrum ban
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Software development life-cycle support[29]
Agile methods are focused on different aspects of the software development life cycle. Some focus on the
practices (e.g. XP, pragmatic programming, agile modeling), while others focus on managing the software
projects (e.g. scrum). Yet, there are approaches providing full coverage over the development life cycle (e.g.
DSDM, RUP), while most of them are suitable from the requirements specification phase on (FDD, for example).
Thus, there is a clear difference between the various agile methods in this regard. [29]
Agile practices
Agile development is supported by a bundle of concrete practices, covering areas like requirements, design,
modelling, coding, testing, project management, process, quality, etc. Some notable agile practices include:






















Acceptance test-driven development (ATDD)
Agile modeling
Backlogs (Product and Sprint)
Behavior-driven development (BDD)
Cross-functional team
Continuous integration (CI)
Domain-driven design (DDD)
Information radiators (scrum board, task board, visual management board, burndown chart)
Iterative and incremental development (IID)
Pair programming
Planning poker
Refactoring
Scrum events (sprint planning, daily scrum, sprint review and retrospective)
Test-driven development (TDD)
Agile testing
Timeboxing
Use case
User story
Story-driven modeling
Retrospective
Velocity tracking

The Agile Alliance has provided a comprehensive online collection with a map guide to the applying agile
practices.[30]
Method tailoring
In the literature, different terms refer to the notion of method adaptation, including 'method tailoring', 'method
fragment adaptation' and 'situational method engineering'. Method tailoring is defined as:
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A process or capability in which human agents determine a system development approach for a specific project
situation through responsive changes in, and dynamic interplays between contexts, intentions, and method
fragments.[31]
Potentially, almost all agile methods are suitable for method tailoring. Even the DSDM method is being used for
this purpose and has been successfully tailored in a CMM context.[32] Situation-appropriateness can be
considered as a distinguishing characteristic between agile methods and traditional software development
methods, with the latter being relatively much more rigid and prescriptive. The practical implication is that agile
methods allow project teams to adapt working practices according to the needs of individual projects. Practices
are concrete activities and products that are part of a method framework. At a more extreme level, the philosophy
behind the method, consisting of a number of principles, could be adapted (Aydin, 2004). [31]
Extreme programming (XP) makes the need for method adaptation explicit. One of the fundamental ideas of XP is
that no one process fits every project, but rather that practices should be tailored to the needs of individual
projects. Partial adoption of XP practices, as suggested by Beck, has been reported on several
occasions.[29] Mehdi Mirakhorli proposes a tailoring practice that provides a sufficient road-map and guidelines for
adapting all the practices. RDP Practice is designed for customizing XP. This practice, first proposed as a long
research paper in the APSO workshop at the ICSE 2008 conference, is currently the only proposed and
applicable method for customizing XP. Although it is specifically a solution for XP, this practice has the capability
of extending to other methodologies. At first glance, this practice seems to be in the category of static method
adaptation but experiences with RDP Practice says that it can be treated like dynamic method adaptation. The
distinction between static method adaptation and dynamic method adaptation is subtle. [33]
Comparison with other methods
RAD
Agile methods have much in common with the Rapid Application Development techniques from the 1980/90s as
espoused by James Martin and others.[citation needed] In addition to technology-focused methods, customer-anddesign-centered methods, such as Visualization-Driven Rapid Prototyping developed by Brian Willison, work to
engage customers and end users to facilitate agile software development.[citation needed]
CMMI
In 2008 the Software Engineering Institute (SEI) published the technical report "CMMI or Agile: Why Not Embrace
Both"[34] to make clear that the Capability Maturity Model Integration and Agile can co-exist. Modern CMMIcompatible development processes are also iterative. The CMMI Version 1.3 includes tips for implementing CMMI
and agile process improvement together.[35]
Large-scale and distributed agile development
Agile development has been widely seen as highly suited to certain types of environments, including small teams
of experts working on greenfield projects,[24][36]:157 and the challenges and limitations encountered in the adoption
of agile methods in a large organization with legacy infrastructure are well-documented and understood.[37]
In response, a range of strategies and patterns has evolved for overcoming challenges with large-scale
development efforts (>20 developers)[38][39] or distributed (non-colocated) development teams,[40][41] amongst other
challenges; and there are now several recognized frameworks that seek to mitigate or avoid these challenges,
including:






Scaled agile framework (SAFe), Dean Leffingwell inter alia
Disciplined agile delivery (DAD), Scott Ambler inter alia
Large-scale scrum (LeSS), Craig Larman and Bas Vodde
Scaled professional scrum, Jeff Sutherland and Ken Schwaber
Enterprise scrum, Mike Beedle

There are many conflicting viewpoints on whether all of these are effective or indeed fit the definition of agile
development, and this remains an active and ongoing area of research.[38][42]
Experience and adoption
Measuring agility
While agility can be seen as a means to an end, a number of approaches have been proposed to quantify
agility. Agility Index Measurements (AIM)[43] score projects against a number of agility factors to achieve a total.
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The similarly namedAgility Measurement Index,[44] scores developments against five dimensions of a software
project (duration, risk, novelty, effort, and interaction). Other techniques are based on measurable goals. [45]
Another study using fuzzy mathematics[46]has suggested that project velocity can be used as a metric of agility.
There are agile self-assessments to determine whether a team is using agile practices (Nokia test, [47] Karlskrona
test,[48] 42 points test[49]).
While such approaches have been proposed to measure agility, the practical application of such metrics is still
debated. There is agile software development ROI data available from the CSIAC ROI Dashboard. [50]
Surveys
One of the early studies reporting gains in quality, productivity, and business satisfaction by using Agile methods
was a survey conducted by Shine Technologies from November 2002 to January 2003. [51] A similar survey, the
State of Agile, is conducted every year starting in 2006 with thousands of participants from around the software
development community. The State of Agile survey tracks trends on the benefits of agile, trends, lessons learned,
preferred practices and agile methodologies. From the 2013 results released in January 2014, the survey
concludes that 73% of respondents say agile software helps them complete software projects faster; 92% say
agile improves their ability to manage changing customer priorities; and 87% say agile improves their
development team's productivity.[52] Yet another survey conducted in 2006 by Scott Ambler, the Practice Leader
for Agile Development with IBM Rational's Methods Group reported similar benefits. [53]Others claim that agile
development methods are still too young to require extensive academic proof of their success.[54]
Common agile pitfalls
Organizations and teams implementing agile development often face difficulties transitioning from more traditional
methods such as waterfall development, such as teams having an agile process forced on them.[55] These are
often termed agile anti-patterns or more commonly agile smells. Below are some common examples:
Lack of overall project design
This can lead to lack of scalability and design flaws—like building a house with no blueprint and hoping it remains
standing.
Adding stories to a sprint in progress
Adding stories to a sprint in progress is detrimental to the flow established by Agile. From Ilan Goldstein's Sprint
issues – when sprints turn into crawls, "'Isn't the ability to change course on the fly what Scrum is all about?' Well
not quite. Scrum certainly provides provision to change product backlog priorities mid-project however this needs
to occur between sprints and not during them."[56]
If an issue arises that requires additions to a sprint, Ilan recommends an abnormal sprint termination. [56] This does
not mean that a user story cannot expand. Teams must deal with new information, which may produce additional
tasks for a user story. If the new information prevents the user story from being production-ready during the sprint,
then it should carry over to the next sprint. However, during the next sprint planning, the user story should be
prioritized over all remaining user stories. The information that requires new tasks may have altered the user story
priority.
Lack of sponsor support
Agile is often implemented as a grassroots efforts in organizations by software development teams trying to
optimize their development processes. By not having sponsor support, teams may face difficulties and resistance
from business partners, other development teams and management. "Carrying on without an effective sponsor
raises the probability of project failure..."[57]
Additionally, the project sponsor is responsible for ensuring the team has appropriate funding and resources. [58]
Insufficient training
A survey performed by Version One found respondents cited insufficient training as the most significant cause for
failed agile projects[59] Teams have fallen into the trap of assuming the reduced processes of agile development
compared to other methodologies such as waterfall mean there are no actual rules for agile development. Agile
development is a set of prescribed methodologies, and training/practice is a requirement.
Product owner role is not properly filled
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The product owner is responsible for representing the business in the development activity. In The Elements of
Scrum the product owner "... is usually the most demanding role on a scrum team." [60]
A common mistake is to have the product owner role filled by someone from the development team. According to
Johanna Rothman this is a mistake, "When the business is unaccountable, the agile ecosystem breaks down." [61]
Having the development team fill this role results in the team making its own decisions on prioritization without
real feedback from the business. Additionally, the team either tries to solve business issues internally or delay as
they reach outside the core group for input. This can cause finger-pointing and divert from the collaborative
process directed.
Teams are not focused
The agile process requires teams who focus on the project to meet project commitments. During a sprint, a
resource who has the capacity is expected to take up tasks potentially outside their area of greatest expertise or
comfort.
If team members have multiple projects, it is difficult to make spare capacity available to help complete the sprint.
"While having information developers working on multiple scrum teams is not ideal, it can be done with some
proper planning and judicious evaluation of which meetings you should attend." [62]
Excessive preparation/planning
Teams may fall into the trap of spending too much time preparing or planning. This is a common trap for teams
less familiar with the agile process where the teams feel obligated to have a complete understanding of all user
stories or a detailed design. Teams should leverage the ability for Sprints to act as a method discovery and
moving forward with the information they do know. As more information is gained it should be applied to the next
Sprint.
Problem-solving in the daily standup
A daily standup should be a focused, timely meeting where all team members disseminate information. If
problem-solving occurs, it often can only involve certain team members and potentially is not the best use of the
entire team's time. If during the daily standup the team starts diving into problem-solving, it should be tabled until
a sub-team can discuss, usually immediately after the daily scrum completes. [63]
Assigning Tasks
One of the intended benefits of agile development is to empower the team to make choices, as they are closest to
the problem. Additionally, they should make choices as close to implementation as possible—compared to a
waterfall approach—to use more timely information in the decision. If team members are assigned tasks by others
or too early in the process, the benefits of localized and timely decision making can be lost. [64]
Another tendency is for assigners to box team members into certain roles (for example, team member A must
always do the database work), which hinders cross-training.[64] Team members themselves can choose to take on
tasks that stretch their abilities and provide cross-training opportunities.
Scrum master as a contributor
Another common pitfall is for a scrum master to act as a contributor. While not prohibited by the Scrum
methodology, the scrum master needs to ensure they have the capacity to act in the role of scrum master first and
not working on tasks for the project. A scrum master's role is to facilitate the Scrum process. "Facilitating meetings
such as a daily scrum, sprint planning, sprint reviews and sprint retrospectives is part of this. A technical
contributor's role is to work with the other team members to figure out how to get the work done and to do it."[65]
Having the scrum master also multitasking may result in too many context switches to be productive. Additionally,
as a scrum master is responsible for ensuring roadblocks are removed so that the team can make forward
progress, the benefit gained by individual tasks moving forward may not outweigh roadblocks that are deferred
due to lack of capacity.[65]
Lacking test automation
Due to the iterative nature of agile development, multiple rounds of testing for a project are often needed. "Having
an automated testing framework, which takes care of both system and integration tests, adds a lot of firepower to
such a team. It not only acts as a safety net against regressions caused by new development, but more
importantly frees up a lot of precious developer and tester time - allowing them to focus on the things they do
best."[66]
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Test automation also supports continued refactoring required by iterative software development. Allowing a
developer to quickly run tests to confirm refactoring has not modified the functionality of the application may
reduce the workload and increase confidence that cleanup efforts have not introduced new defects.
Allowing technical debt to build up
Focusing on delivering new functionality may result in increased technical debt. The team must allow themselves
time for defect remediation and refactoring. Technical debt hinders planning abilities by increasing the amount of
unscheduled work as production defects distract the team from further project progress. [67]
As the system evolves it is important to refactor as entropy of the system naturally increases.[68] Over time the
lack of constant maintenance causes increasing defects and development costs. [67]
Attempting to take on too much in a sprint
This is not applicable to Kanban, which does not have sprints.
A common misconception is that agile development allows continuous change, however a sprint backlog is an
agreement of what work can be completed during the sprint.[69] Additionally having too much work-inprogress(WIP) can result in inefficiencies due "to avoid the penalties of wasted time, effort and resources." [70]
A possible issue is the team being pressured into taking on additional work. "An important point to reiterate here is
that it's the team that selects how much work they can do in the coming sprint. The product owner does not get to
say, 'We have four sprints left so you need to do one-fourth of everything I need.' We can hope the team does
that much (or more), but it's up to the team to determine how much they can do in the sprint."[71]
Fixed time, resources, scope, and quality
Agile development fixes time (sprint duration), quality, and ideally resources in advance (though maintaining fixed
resources may be difficult if developers are often pulled away from tasks to handle production incidents), while the
scope remains variable. The customer or product owner often pushes for a fixed scope for a sprint. However,
teams should be reluctant to commit to locked time, resources and scope (commonly known as the project
management triangle). Efforts to add scope to the fixed time and resources of agile development may result in
decreased quality.[72]
Criticism
Agile methodologies can be very difficult for large organizations such as governments and multinational banks to
faithfully adopt, for reasons ranging for lack of sponsor buy-in to agile, to refusal to heed agile consultants' advice
on co-located teams - and particularly in the case of governments, outdated procurement and project
management policies that assume non-agile methodologies.
Agile methodologies can be inefficient in large organizations and certain types of projects. Agile methods seem
best for developmental and non-sequential projects. Many organizations believe that agile methodologies are too
extreme and adopt a hybrid approach that mixes elements of agile and plan-driven approaches.[73] However,
DSDM is an agile methodology that in fact mixes elements of agile and plan-driven approaches in a disciplined
way, without sacrificing the fundamental principles that make agile work.
The term "agile" has also been criticized as being a management fad that simply describes existing good
practices under new jargon, promotes a "one size fits all" mindset towards development strategies, and wrongly
emphasizes method over results.[74]
Alistair Cockburn organized a celebration of the 10th anniversary of the Agile Manifesto in Snowbird, Utah on
February 12, 2011, gathering some 30+ people who had been involved at the original meeting and since. A list of
about 20 elephants in the room (“undiscussable” agile topics/issues) were collected, including aspects: the
alliances, failures and limitations of agile practices and context (possible causes: commercial interests,
decontextualization, no obvious way to make progress based on failure, limited objective evidence, cognitive
biases and reasoning fallacies), politics and culture.[75] As Philippe Kruchten wrote:
The agile movement is in some ways a bit like a teenager: very self-conscious, checking constantly its
appearance in a mirror, accepting few criticisms, only interested in being with its peers, rejecting en bloc all
wisdom from the past, just because it is from the past, adopting fads and new jargon, at times cocky and arrogant.
But I have no doubts that it will mature further, become more open to the outside world, more reflective, and also
therefore more effective.
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Application outside software development

Agile Brazil 2014 conference
Agile methods have been extensively used for development of software products and some of them use certain
characteristics of software, such as object technologies.[76] However, these techniques can be applied to the
development of non-software products, such as computers, motor vehicles, medical devices, food, clothing, and
music;[77] see Flexible product development.
Agile development paradigms can be used in other areas of life such as raising children. Its success in child
development might be founded on some basic management principles; communication, adaptation and
awareness. Bruce Feiler has claimed that the basic Agile Development paradigms can be applied to household
management and raising children. In his TED Talk, "Agile programming -- for your family", these paradigms
brought significant changes to his household environment, such as the kids doing dishes, taking out the trash,
and decreasing his children's emotional outbreaks, which inadvertently increased their emotional stability. In some
ways, agile development is more than a bunch of software development rules: it can be something more simple
and broad, like a problem solving guide.
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Algorithms (Big-O notation) explained by a self-taught programmer
By Justin Agrahms, From: https://justin.abrah.ms/computer-science/big-o-notation-explained.html
{ If you have any questions, please feel free to me, Justin Abrahms, at email me,
mailto: justin%2Bbig-o-explained@abrah.ms
mailto:justin%2Bhow-to-calculate-big-o@abrah.ms

Big-O notation used to be a really scary concept for me. I thought this is how "real" programmers talked about
their code. It was all the more scary because the academic descriptions (such as Wikipedia) made very little
sense to me. This is frustrating because the underlying concepts aren't actually that hard.
Simply put, Big-O notation is how programmers talk about algorithms. Algorithms are another scary topic which I'll
cover in another post, but for our purposes, let's say that "algorithm" means a function in your program (which isn't
too far off). A function's Big-O notation is determined by how it responds to different inputs. How much slower is it
if we give it a list of 1000 things to work on instead of a list of 1 thing?
Consider this code:
def item_in_list(to_check, the_list):
for item in the_list:
if to_check == item:
return True
return False
So if we call this function like item_in_list(2, [1,2,3]) , it should be pretty quick. We loop over each thing in the list
and if we find the first argument to our function, return True. If we get to the end and we didn't find it, return False.
The "complexity" of this function is O(n) . I'll explain what this means in just a second, but let's break down this
mathematical syntax. O(n) is read "Order of N" because the O function is also known as the Order function. I
think this is because we're doing approximation, which deals in "orders of magnitude".
"Orders of magnitude" is YET ANOTHER mathematical term which basically tells the difference between classes
of numbers. Think the difference between 10 and 100. If you picture 10 of your closest friends and 100 people,
that's a really big difference. Similarly, the difference between 1,000 and 10,000 is pretty big (in fact, its the
difference between a junker car and a lightly used one). It turns out that in approximation, as long as you're within
an order of magnitude, you're pretty close. If you were to guess the number of gumballs in a machine, you'd be
within an order of magnitude if you said 200 gumballs. 10,000 gumballs would be WAY off.

Figure 1: A gumball machine whose number of gumballs is probably within an order of magnitude of 200.
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Back to dissecting O(n) , this says that if we were to graph the time it takes to run this function with different sized
inputs (e.g. an array of 1 item, 2 items, 3 items, etc), we'd see that it approximately corresponds to the number of
items in the array. This is called a linear graph. This means that the line is basically straight if you were to graph it.
Some of you may have caught that if, in the code sample above, our item was always the first item in the list, our
code would be really fast! This is true, but Big-O is all about the approximate worst-case performance of doing
something. The worst case for the code above is that the thing we're searching for isn't in the list at all. (Note: The
math term for this is "upper bound", which means its talking about the mathematic limit of awfulness).
If you wanted to see a graph for these functions, you ignore the O() function and change the variable n for x .
You can then type that into Wolfram Alpha as "plot x" which will show you a diagonal line. The reason you swap
out n for x is that their graphing program wants x as its variable name because it corresponds to the x axis. The
x-axis getting bigger from left to right corresponds to giving bigger and bigger arrays to your function. The y-axis
represents time, so the higher the line, the slower it is.

Figure 2: Runtime characteristics of an O(n) function
So what are some other examples of this?
Consider this function:
def is_none(item):
return item is None
This is a bit of a silly example, but bear with me. This function is called O(1) which is called "constant time". What
this means is no matter how big our input is, it always takes the same amount of time to compute things. If you go
back to Wolfram and plot 1 , you'll see that it always stays the same, no matter how far right we go. If you pass in
a list of 1 million integers, it'll take about the same time as if you were going to pass in a list of 1 integer. Constant
time is considered the best case scenario for a function.
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Figure 3: Runtime characteristics of an O(1) function
Consider this function:
def all_combinations(the_list):
results = []
for item in the_list:
for inner_item in the_list:
results.append((item, inner_item))
return results
This matches every item in the list with every other item in the list. If we gave it an array [1,2,3] , we'd get
back [(1,1) (1,2), (1,3), (2, 1), (2, 2), (2, 3), (3, 1), (3, 2), (3, 3)] . This is part of the field of combinatorics (warning:
scary math terms!), which is the mathematical field which studies combinations of things. This function (or
algorithm, if you want to sound fancy) is considered O(n^2) . This is because for every item in the list (aka n for
the input size), we have to do n more operations. So n * n == n^2 .
Below is a comparison of each of these graphs, for reference. You can see that an O(n^2) function will get slow
very quickly where as something that operates in constant time will be much better. This is particularly useful
when it comes to data structures, which I'll post about soon.

Figure 4: Comparison of O(n2) vs O(n) vs O(1) functions
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This is a pretty high level overview of Big-O notation, but hopefully gets you acquainted with the topic.
There's a coursera course { https://www.coursera.org/course/algo,
Coarsera (Stanford) Algorithms: Design and Analysis, Part 1
(Note: I start this 22 day class on June 30) {This class will help you ace your technical interview!}
which can give you a more in depth view into this topic, but be warned that it will hop into mathematic notation
very quickly. If anything here doesn't make sense, send me an email.
Big-O is easy to calculate, if you know how
From: https://justin.abrah.ms/computer-science/how-to-calculate-big-o.html
Calculating Big-O { If you have any questions, please feel free to email me at
mailto:justin%2Bhow-to-calculate-big-o@abrah.ms }
This is a test abstract.
So now that we know what Big-O is, how do we calculate the Big-O classification of a given function? It's
just as easy as following along with your code and counting along the way.
def count_ones(a_list):
total = 0
for element in a_list:
if element == 1:
total += 1
return total
The above code is a classic example of an O(n) function. This is because we have to loop over every
element that we get in order to complete our calculation. We can trace this by following along the code
and counting. We're doing a few calculations here.
i.
ii.
iii.
iv.

We're setting total to zero.
We loop through a_list.
We check if element is equal to 1.
We increment total by one a few times.

So setting a counter to zero is a constant time operation. If you think about what's happening inside the
computer, we're setting a chunk of memory to some new value. Because we've hard-coded the zero here,
it happens in constant time. There's no way to call this function or alter global state that we could change
the operation. This is an O(1) operation.
Next, we loop through the list. So we have to look at each item in the list. This number of operations
changes depending on the size of the list. If it's a list of 10 things, we do it 10 times. If it's 75, we do 75
operations. In mathematical terms, this means that the time it takes to do something
increases linearlywith its input. We use a variable to represent the size of the input, which everyone in the
industry calls n . So the "loop over the list" function is O(n) where n represents the size of a_list .
Checking whether an element is equal to 1 is an O(1) operation. A way to prove to ourselves that this is
true is to think about it as a function. If we had an is_equal_to_one() function, would it take longer if you
passed in more values (eg is_equal_to_one(4) vs is_equal_to_one([1,2,3,4,5]) ? It wouldn't because of
the fixed number 1 in our comparison. It took me a while of conferring with other people about why this
was true before I was convinced. We decided that binary comparisons are constant time and that's what a
comparison to 1 eventually got to.
Next, we increment total by 1. This is like setting total to zero (but you have to do addition first). Addition
of one, like equality, is also constant time.
So where are we? We have \(O(1) + O(n) * (O(1) + O(1))\). This is because we do 1 up front, constant
time operation, then (potentially) 2 more constant item things for each item in the list. In math terms, that
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reduces to \(O(2n) + O(1)\). In big O, we only care about the biggest "term" here. "Term" is the
mathematical word that means "portion of an algebraic statement".
To figure out the biggest expression if you don't remember the order, you can just cheat and graph them.
From the other article, we know that to graph these things you just replace n with x .

Figure 1: If you don't remember if 2x is bigger than 1, you can always graph them to be sure.
So as I was saying, in calculating Big-O, we're only interested in the biggest term: O(2n) . Because Big-O
only deals in approximation, we drop the 2 entirely, because the difference between 2n and n isn't
fundamentally different. The growth is still linear, it's just a faster growing linear function. You drop the
products of (aka things multiplying) the variables. This is because these change the rate of growth, but
not the type of growth. If you want a visual indication of this, compare the
graph of x^2 vs 2x vs x . x^2 is a different type of growth from the other two (quadratic [which is just a
math-y way of saying "squared"] vs linear), just like 2n is a different type of growth from 1 in the graph
above (linear vs constant). Even if you pick a really high multiplier like 10,000, we can still beat
it with x^2 because eventually the line for x^2 will be higher if we go far enough to the right.
To sum it up, the answer is this function has an O(N) runtime (or a linear runtime). It runs slower the
more things you give it, but that should grow at a predictable rate.
The key aspects to determining the Big-O of a function is really just as simple as counting. Enumerate the
different operations your code does (be careful to understand what happens when you call out into
another function!), then determine how they relate to your inputs. From there, its just simplifying to the
biggest term and dropping the multipliers.
Analytics: Opportunities in Decision Analytics
From: http://business.vcu.edu/graduate-studies/decision-analytics---professional-track/program/job-opportunities/
According to McKinsey, the demand for people with "deep analytic" skills will exceed the available workers by as
much as 60% by 2018. In addition there will be a need for 1.5 million more data-literate managers. Deloitte
estimates a shortage of 180,000 professionals with Big Data analytical skills over the next 5 years. Harvard
Business Review reported that 66% of organizations find it impossible or very difficult to find people with the
analytical skills they need; the remaining 34% find it challenging or somewhat challenging.
The skill gap is creating rewarding job opportunities for people with the aptitude, education and skills to perform
advanced data analytics. According to the Education Advisory Board the national demand for data science related
skills increased by 58.3 percent between January 2010 and December 2012. North Carolina State University,
which has one of the first degree programs in Advanced Analytics, has placed over 90% of their students before
graduation since its first class in 2008. In 2013 95% of the graduates had one or more job offers by graduation;
72% had 2 or more; and 51% had 3 or more. Salaries ranged from $65,000 to $140,000, with an average of
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$104,750 for students with 3 or more years work experience and $83,200 without experience. This was a 7.4%
increase over the previous year.
Obtaining national data on salaries for people with advanced degrees in analytics is thorny since they have
numerous job titles and many jobs requiring considerably less skill and education contain analyst in the title.
Indeed, a salary tracking company, reports an average salary of $98,000 for Predictive Analytics and $74,000 for
Data Scientist in 2013. Jobs-Salary.com list Analytics average salary of $86,854, and Glassdoor shows a median
salary of $117,500 for Data Scientist. KD Nuggets reports an average salary in 2013 of $128,000 for Analytics /
Data Mining / Data Scientist professionals in the US and Canada. This is a 13.1% increase from 2012. Only KD
Nuggets reports sample size, 223. Glassdoor admits to a small sample.
Students with advanced degrees are sought by almost all industries, a broad array of employers and all
geographical regions.
Number of analytics related job posting by Industry January 2012 to December 2012:
Sources: The Educational Advisory Board

Top Employers for analytics related skills based on job posting January 2012 to December 2012:
Sources: The Educational Advisory Board
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Top MSAs for analytics related skills based on job posting January 2012 to December 2012:
Sources: The Educational Advisory Board

API, Application programming interface
From http://en.wikipedia.org/wiki/Application_programming_interface
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An application programming interface (API) is a set of routines, protocols, and tools for building software
applications. An API expresses a software component in terms of its operations, inputs, outputs, and underlying
types. An API defines functionalities that are independent of their respective implementations, which allows
definitions and implementations to vary without compromising each other. A good API makes it easier to develop
a program by providing all the building blocks. A programmer then puts the blocks together.
In addition to accessing databases or computer hardware, such as hard disk drives or video cards, an API can
ease the work of programming GUI components. For example, an API can facilitate integration of new features
into existing applications (a so-called "plug-in API"). An API can also assist otherwise distinct applications with
sharing data, which can help to integrate and enhance the functionalities of the applications.
APIs often come in the form of a library that includes specifications for routines, data structures, object classes,
and variables. In other cases, notably SOAP and REST services, an API is simply a specification of remote
calls exposed to the API consumers.[1]
An API specification can take many forms, including an International Standard, such as POSIX, vendor
documentation, such as the Microsoft Windows API, or the libraries of a programming language, e.g.,
the Standard Template Library in C++ or the Java APIs.

CSS Cascading Style Sheets
From Wikipedia: http://en.wikipedia.org/wiki/Cascading_Style_Sheets
Cascading Style Sheets (CSS)

Filename extension

.css

Internet media type

text/css

Developed by





Håkon Wium Lie
Bert Bos
World Wide Web Consortium

Initial release

December 17, 1996; 18 years ago

Type of format

Style sheet language

Standards





Level 1 (Recommendation)
Level 2 (ditto)
Level 2 Revision 1 (ditto)

Cascading Style Sheets
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Style sheet
CSS Zen Garden





The Zen of CSS Design
CSSTidy
Internet Explorer box model bug
Dynamic CSS

Comparisons



Layout engines
Stylesheet languages

Web design




Tableless
"Holy Grail"
Responsive

Comparisons



Document markup languages
Web browsers
Layout engine support


o
o

o
o


HTML
Non-standard HTML
HTML5 (canvas
media)
XHTML (1.1)


Cascading Style Sheets (CSS) is a style sheet language used for describing the look and formatting of a
document written in a markup language. While most often used to change the style of web pages and user
interfaces written in HTML and XHTML, the language can be applied to any kind of XML document,
including plain XML, SVG and XUL. Along with HTML and JavaScript, CSS is a cornerstone technology used by
most websites to create visually engaging webpages, user interfaces forweb applications, and user interfaces for
many mobile applications.[1]
CSS is designed primarily to enable the separation of document content from document presentation, including
elements such as the layout,colors, and fonts.[2]
This separation can:





improve content accessibility
provide more flexibility and control in the specification of presentation characteristics
enable multiple HTML pages to share formatting by specifying the relevant CSS in a separate .css file
reduce complexity and repetition in the structural content, such as semantically insignificant tables that
were widely used to format pages before consistent CSS rendering was available in all major browsers.

CSS makes it possible to separate presentation instructions from the HTML content in a separate file or style
section of the HTML file. For each matching HTML element, it provides a list of formatting instructions. For
example, a CSS rule might specify that "all heading 1 elements should be bold," leaving pure semantic HTML
markup that asserts "this text is a level 1 heading" without formatting code such as a <bold> tag indicating how
such text should be displayed.
This separation of formatting and content makes it possible to present the same markup page in different styles
for different rendering methods, such as on-screen, in print, by voice (when read out by a speech-based browser
or screen reader) and on Braille-based, tactile devices.

31

CSS can also be used to display the web page differently depending on the screen size or device on which it is
being viewed. While the author of a web page typically links to a CSS file within the markup file, readers can
specify a different style sheet, such as a CSS file stored on their own computer, to override the one the author
has specified. If the author or the reader did not link the document to a style sheet, the default style of the browser
will be applied.
Another advantage of CSS is that aesthetic changes to the graphic design of a document (or hundreds of
documents) can be applied quickly and easily, by editing a few lines in one file, rather than by a laborious (and
thus expensive) process of crawling over every document line by line, changing markup.
The CSS specification describes a priority scheme to determine which style rules apply if more than one rule
matches against a particular element. In this so-called cascade, priorities or weights are calculated and assigned
to rules, so that the results are predictable.
The CSS specifications are maintained by the World Wide Web Consortium(W3C). Internet media type (MIME
type) text/css is registered for use with CSS by RFC 2318 (March 1998). The W3C operates a free CSS
validation service for CSS documents.[3]

Syntax
CSS has a simple syntax and uses a number of English keywords to specify the names of various style
properties.
A style sheet consists of a list of rules. Each rule or rule-set consists of one or more selectors, and a declaration
block.
Selector
In CSS, selectors are used to declare which part of the markup a style applies to by matching tags and attributes
in the markup itself. Selectors may apply to:




all elements of a specific type, e.g. the second level headers h2
elements specified by attribute, in particular:

id: an identifier unique to the document

class: an identifier that groups multiple elements in a document
elements depending on how they are placed relative to others in the document tree.

Classes and IDs are case-sensitive, start with letters, and can include alphanumeric characters and underscores.
Any number of instances of any number of elements may have the same class. Conventionally, IDs only apply to
one instance of one element.
Pseudo-classes are used in CSS selectors to permit formatting based on information that is not contained in the
document tree. One example of a widely used pseudo-class is :hover , which identifies content only when the
user 'points to' the visible element, usually by holding the mouse cursor over it. It is appended to a selector as
in a:hover or #elementid:hover . A pseudo-class classifies document elements, such as :link or :visited , whereas
a pseudo-element makes a selection that may consist of partial elements, such as :first-line or :first-letter .[4]
Selectors may be combined in many ways to achieve great specificity and flexibility. [5] Multiple selectors may be
joined in a spaced list to specify elements by location, element type, id, class, or any combination thereof. The
order of the selectors is important. For example, div .myClass {color:red;} applies to all elements of class
myClass that are inside div elements, whereas .myClass div{color:red;} applies to all div elements that are in
elements of class myClass.
The following table provides a summary of selector syntax indicating usage and the version of CSS in which it
was introduced.[6]
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Pattern

Matches

First Defined in CSS Level

E

An element of type E

1
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E:link

an E element being the source anchor of a
hyperlink of which the target is not yet
visited (:link) or already visited

1

E:active

an E element during certain user actions

1

E::first-line

the first formatted line of an E element

1

E::first-letter

the first formatted letter of an E element

1

E.warning

an E element whose class is "warning" (the
document language specifies how class is
determined).

1

E#myid

an E element with ID equal to "myid".

1

EF

an F element descendant of an E element

1

*

Any element

2

E[foo]

an E element with a "foo" attribute

2

E[foo="bar"]

an E element whose "foo" attribute value is
exactly equal to "bar"

2

E[foo~="bar"]

an E element whose "foo" attribute value is
a list of whitespace-separated values, one
of which is exactly equal to "bar"

2

E[foo|="en"]

an E element whose "foo" attribute has a
hyphen-separated list of values beginning
(from the left) with "en"

2

E:first-child

an E element, first child of its parent

2

E:lang(fr)

an element of type E in language "fr" (the
document language specifies how
language is determined)

2

E::before

generated content before an E element's
content

2

E::after

generated content after an E element's
content

2

E>F

an F element child of an E element

2

E+F

an F element immediately preceded by an
E element

2

E[foo^="bar"]

an E element whose "foo" attribute value
begins exactly with the string "bar"

3

E[foo$="bar"]

an E element whose "foo" attribute value
ends exactly with the string "bar"

3

E[foo*="bar"]

an E element whose "foo" attribute value
contains the substring "bar"

3

E:root

an E element, root of the document

3

E:nth-child(n)

an E element, the n-th child of its parent

3

E:nth-last-child(n)

an E element, the n-th child of its parent,
counting from the last one

3

E:nth-of-type(n)

an E element, the n-th sibling of its type

3

E:nth-last-of-type(n)

an E element, the n-th sibling of its type,
counting from the last one

3

E:last-child

an E element, last child of its parent

3

E:first-of-type

an E element, first sibling of its type

3

E:last-of-type

an E element, last sibling of its type

3

E:only-child

an E element, only child of its parent

3

E:only-of-type

an E element, only sibling of its type

3

E:empty

an E element that has no children
(including text nodes)

3

E:target

an E element being the target of the
referring URI

3

E:enabled

a user interface element E which is enabled

3

E:disabled

a user interface element E which is
disabled

3

E:checked

a user interface element E which is
checked (for instance a radio-button or
checkbox)

3

E:not(s)

an E element that does not match simple
selector s

3

E~F

an F element preceded by an E element

3

Declaration block
A declaration block consists of a list of declarations in braces. Each declaration itself consists of a property, a
colon ( : ), and a value. If there are multiple declarations in a block, a semi-colon ( ; ) must be inserted to separate
each declaration.[7]
Properties are specified in the CSS standard. Each property has a set of possible values. Some properties can
affect any type of element, and others apply only to particular groups of elements.[8]
Values may be keywords, such as "center" or "inherit", or numerical values, such as 200px (200 pixels) or 80%.
Color values can be specified with keywords (e.g. "red"), hexadecimal values (e.g. #FF0000, also abbreviated as
#F00), RGB values on a 0 to 255 scale (e.g. rgb(255, 0, 0) ), RGBA values that specify both color and opacity
(e.g. rgba(255, 0, 0, 0.8) ), or HSL or HSLA values (e.g. hsl(000, 100%, 50%) , hsla(000, 100%, 50%, 80%) ).[9]
Use
Before CSS, nearly all of the presentational attributes of HTML documents were contained within the HTML
markup; all font colors, background styles, element alignments, borders and sizes had to be explicitly described,
often repeatedly, within the HTML. CSS allows authors to move much of that information to another file, the style
sheet, resulting in considerably simpler HTML.
For example, headings ( h1 elements), sub-headings ( h2 ), sub-sub-headings ( h3 ), etc., are defined structurally
using HTML. In print and on the screen, choice of font, size, color and emphasis for these elements
is presentational.
Before CSS, document authors who wanted to assign such typographic characteristics to, say, all h2 headings
had to repeat HTML presentational markup for each occurrence of that heading type. This made documents more
complex, larger, and more error-prone and difficult to maintain. CSS allows the separation of presentation from
structure. CSS can define color, font, text alignment, size, borders, spacing, layout and many other typographic
characteristics, and can do so independently for on-screen and printed views. CSS also defines non-visual styles
such as the speed and emphasis with which text is read out by aural text readers. The W3C has
now deprecated the use of all presentational HTML markup.[10]
For example, under pre-CSS HTML, a header element defined with red text would be written as:
<h1><font color="red"> Chapter 1. </font></h1>
Using CSS, the same element can be coded using style properties instead of HTML presentational attributes:
<h1 style="color:red"> Chapter 1. </h1>
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An "external" CSS file, as described below, can be associated with an HTML document using the following
syntax:
<link href="path/to/file.css" rel="stylesheet">
An internal CSS code can be typed in the head section of the code. The coding is started with the style tag. For
example,
<style>
Sources
CSS information can be provided from various sources. These sources can be the web browser, the user and the
author. The information from the author can be further classified into inline, media type, importance, selector
specificity, rule order, inheritance and property definition. CSS style information can be in a separate document or
it can be embedded into an HTML document. Multiple style sheets can be imported. Different styles can be
applied depending on the output device being used; for example, the screen version can be quite different from
the printed version, so that authors can tailor the presentation appropriately for each medium.
The style sheet with the highest priority controls the content display. Declarations not set in the highest priority
source are passed on to a source of lower priority, such as the user agent style. This process is called cascading.
One of the goals of CSS is to allow users greater control over presentation. Someone who finds red italic
headings difficult to read may apply a different style sheet. Depending on the browser and the web site, a user
may choose from various style sheets provided by the designers, or may remove all added styles and view the
site using the browser's default styling, or may override just the red italic heading style without altering other
attributes.
CSS Priority scheme (highest to lowest)
High Priority CSS Source Type

Description

1

Importance

The ‘!important’ annotation overwrites the previous
priority types

2

Inline

A style applied to an HTML element via HTML ‘style’
attribute

3

Media Type

A property definition applies to all media types, unless
a media specific CSS defined

4

User defined

Most browsers have the accessibility feature: a user
defined CSS

5

Selector specificity

A specific contextual selector (#heading p) overwrites
generic definition

6

Rule order

Last rule declaration has a higher priority

7

Parent inheritance

If a property is not specified, it is inherited from a
parent element

8

CSS property
definition in HTML
document

CSS rule or CSS inline style overwrites a default
browser value

9

Browser default

The lowest priority: browser default value is
determined by W3C initial value specifications

Specificity
Specificity describes the relative weights of various rules.[11] It determines which styles are applied to an element
when more than one rule could apply. Based on specification, a simple selector (e.g., H1) has a specificity of 1,
class selectors have a specificity of 1,0, and ID selectors a specificity of 1,0,0. Because the specificity values do
not carry over as in the decimal system, commas are used to separate the "digits"[12] (a CSS rule having 11
elements and 11 classes would have a specificity of 11,11, not 121).
Thus the following rules selectors result in the indicated specificity:
Selectors
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Specificity

H1 {color: white;}

1

P EM {color: green;}

2

.grape {color: red;}

1,0

P.bright {color: blue;}

1,1

P.bright EM.dark {color: yellow;}

2,2

#id218 {color: brown;}

1,0,0

style=" "

1,0,0,0

Example of Specificity
Consider this HTML fragment:
<!DOCTYPE html>
<html>
<head>
<meta charset="utf-8">
<style>
#xyz { color: red }
</style>
</head>
<body>
<p id="xyz" style="color: blue"> To demonstrate specificity </p>
</body>
</html>
In the above example, the declaration in the "style" attribute will override the one in the style element since it has
a higher specificity.
Inheritance
Inheritance is a key feature in CSS, it relies on the ancestor-descendant relationship to operate. Inheritance is the
mechanism by which properties are applied not only to a specified element, but also to its descendants. [11]
Inheritance relies on the document tree, which is the hierarchy of (X)HTML elements in a page based on nesting.
Descendant elements may inherit CSS property values from any ancestor element enclosing them. In general,
descendant elements inherit text-related properties, but box-related properties are not inherited. Properties that
can be inherited are color, font, letter-spacing, line-height, list-style, text-align, text-indent, text-transform, visibility,
white-space and word-spacing. Properties that cannot be inherited are background, border, display, float and
clear, height and width, margin, min- and max-height and -width, outline, overflow, padding, position, textdecoration, vertical-align and z-index.
Inheritance prevents certain properties from being declared over and over again in a style sheet, allowing
the software developers to write less CSS. It enhances faster-loading of web pages by users and enables the
clients to save money onbandwidth and development costs.
Example of inheritance
Given the following style sheet:
h1 {
color: pink;
}
Suppose there is an h1 element with an emphasizing element (em) inside:
<h1>
This to <em>illustrate</em> inheritance
</h1>
If no color has been assigned to the em element, the emphasized word "illustrate" will inherit the color of the
parent element, h1. The style sheet h1 has the color pink, hence, the em element will likewise be in pink.
Whitespace
Whitespace between properties and selectors is ignored. This code snippet:
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body{overflow:hidden;background:#000000;}
is functionally equivalent to this one:
body {
overflow: hidden;
background: #000000;
}
One common way to format CSS for readability is to indent each property and give it its own line.
History
Håkon Wium Lie, chief technical officer of the Opera Software company and co-creator of the CSS web standard
CSS was first proposed by Håkon Wium Lie on October 10, 1994.[13] At the time, Lie was working with Tim
Berners-Lee at CERN.[14] Several other style sheet languages for the web were proposed around the same time,
and discussions on public mailing lists and inside W3C resulted in the first W3C CSS Recommendation
(CSS1)[15] being released in 1996. In particular, Bert Bos' proposal was influential; he became co-author of CSS1
and is regarded as co-creator of CSS.[16]
Style sheets have existed in one form or another since the beginnings of Standard Generalized Markup Language
(SGML) in the 1980s, and CSS was developed to provide style sheets for the web. [17] One requirement for a web
style sheet language was for style sheets to come from different sources on the web. Therefore, existing style
sheet languages like DSSSL and FOSI were not suitable. CSS, on the other hand, allowed a document's style to
be influenced by multiple style sheets by way of "cascading". [17]
As HTML grew, it came to encompass a wider variety of stylistic capabilities to meet the demands of web
developers. This evolution gave the designer more control over site appearance, at the cost of more complex
HTML. Variations in web browserimplementations, such as ViolaWWW and WorldWideWeb,[18] made consistent
site appearance difficult, and users had less control over how web content was displayed. The browser/editor
developed by Tim Berners-Lee had style sheets that were hard-coded into the program. The style sheets could
therefore not be linked to documents on the web.[19] Robert Cailliau, also of CERN, wanted to separate the
structure from the presentation so that different style sheets could describe different presentation for printing,
screen-based presentations, and editors.[18]
Improving web presentation capabilities was a topic of interest to many in the web community and nine different
style sheet languages were proposed on the www-style mailing list.[17] Of these nine proposals, two were
especially influential on what became CSS: Cascading HTML Style Sheets[13] and Stream-based Style Sheet
Proposal (SSP).[16][20] Two browsers served as testbeds for the initial proposals; Lie worked with Yves Lafon to
implement CSS in Dave Raggett'sArena browser.[21][22][23] Bert Bos implemented his own SSP proposal in
the Argo browser.[16] Thereafter, Lie and Bos worked together to develop the CSS standard (the 'H' was removed
from the name because these style sheets could also be applied to other markup languages besides HTML). [14]
Lie's proposal was presented at the "Mosaic and the Web" conference (later called WWW2) in Chicago, Illinois in
1994, and again with Bert Bos in 1995.[14] Around this time the W3C was already being established, and took an
interest in the development of CSS. It organized a workshop toward that end chaired by Steven Pemberton. This
resulted in W3C adding work on CSS to the deliverables of the HTML editorial review board (ERB). Lie and Bos
were the primary technical staff on this aspect of the project, with additional members, including Thomas Reardon
of Microsoft, participating as well. In August 1996 Netscape Communication Corporation presented an alternative
style sheet language called JavaScript Style Sheets (JSSS).[14] The spec was never finished and is
deprecated.[24] By the end of 1996, CSS was ready to become official, and the CSS level 1 Recommendation was
published in December.
Development of HTML, CSS, and the DOM had all been taking place in one group, the HTML Editorial Review
Board (ERB). Early in 1997, the ERB was split into three working groups: HTML Working group, chaired by Dan
Connolly of W3C; DOM Working group, chaired by Lauren Wood of SoftQuad; and CSS Working group, chaired
by Chris Lilley of W3C.
The CSS Working Group began tackling issues that had not been addressed with CSS level 1, resulting in the
creation of CSS level 2 on November 4, 1997. It was published as a W3C Recommendation on May 12, 1998.
CSS level 3, which was started in 1998, is still under development as of 2014.
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In 2005 the CSS Working Groups decided to enforce the requirements for standards more strictly. This meant that
already published standards like CSS 2.1, CSS 3 Selectors and CSS 3 Text were pulled back from Candidate
Recommendation to Working Draft level.
Difficulty with adoption
The CSS 1 specification was completed in 1996. Microsoft's Internet Explorer 3[14] was released in that year,
featuring some limited support for CSS. But it was more than three years before any web browser achieved nearfull implementation of the specification. Internet Explorer 5.0 for the Macintosh, shipped in March 2000, was the
first browser to have full (better than 99 percent) CSS 1 support,[25] surpassing Opera, which had been the leader
since its introduction of CSS support 15 months earlier. Other browsers followed soon afterwards, and many of
them additionally implemented parts of CSS 2. As of August 2010, no (finished) browser had fully implemented
CSS 2, with implementation levels varying (seeComparison of layout engines (CSS)).
Even though early browsers such as Internet Explorer 3[14] and 4, and Netscape 4.x had support for CSS, it was
typically incomplete and had many bugs that prevented their implementations from being usefully adopted.
When later 'version 5' browsers began to offer a fairly full implementation of CSS, they were still incorrect in
certain areas and were fraught with inconsistencies, bugs and other quirks. The proliferation of such CSS-related
inconsistencies and even the variation in feature support has made it difficult for designers to achieve a consistent
appearance across browsers and platforms. Some authors resorted to workarounds such as CSS hacks and
filters.
Problems with browsers' patchy adoption of CSS, along with errata in the original specification, led the W3C to
revise the CSS 2 standard into CSS 2.1, which moved nearer to a working snapshot of current CSS support in
HTML browsers. Some CSS 2 properties that no browser successfully implemented were dropped, and in a few
cases, defined behaviors were changed to bring the standard into line with the predominant existing
implementations. CSS 2.1 became a Candidate Recommendation on February 25, 2004, but CSS 2.1 was pulled
back to Working Draft status on June 13, 2005,[26] and only returned to Candidate Recommendation status on
July 19, 2007.[27]
In the past, some web servers were configured to serve all documents with the filename
extension .css [28] as mime type application/x-pointplus [29] rather than text/css . At the time, there was a software
product on the market to convert PowerPoint files into Compact Slide Show files using the .css extension.[30]
Variations
CSS has various levels and profiles. Each level of CSS builds upon the last, typically adding new features and
typically denoted as CSS 1, CSS 2, CSS 3, and CSS 4. Profiles are typically a subset of one or more levels of
CSS built for a particular device or user interface. Currently there are profiles for mobile devices, printers, and
television sets. Profiles should not be confused with media types, which were added in CSS 2.
CSS 1
The first CSS specification to become an official W3C Recommendation is CSS level 1, published on December
17, 1996.Håkon Wium Lie and Bert Bos are credited as the original developers.[31][32] Among its capabilities are
support for
 Font properties such as typeface and emphasis
 Color of text, backgrounds, and other elements
 Text attributes such as spacing between words, letters, and lines of text
 Alignment of text, images, tables and other elements
 Margin, border, padding, and positioning for most elements
 Unique identification and generic classification of groups of attributes
The W3C no longer maintains the CSS 1 Recommendation.[33]
CSS 2
CSS level 2 specification was developed by the W3C and published as a recommendation in May 1998. A
superset of CSS 1, CSS 2 includes a number of new capabilities like absolute, relative, and fixed positioning of
elements and z-index, the concept of media types, support for aural style sheets (which were later replaced by the
CSS 3 speech modules)[34]and bidirectional text, and new font properties such as shadows.
The W3C no longer maintains the CSS 2 recommendation.[35]
CSS 2.1
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CSS level 2 revision 1, often referred to as "CSS 2.1", fixes errors in CSS 2, removes poorly supported or not fully
interoperable features and adds already-implemented browser extensions to the specification. To comply with the
W3C Process for standardizing technical specifications, CSS 2.1 went back and forth between Working Draft
status and Candidate Recommendation status for many years. CSS 2.1 first became a Candidate
Recommendation on February 25, 2004, but it was reverted to a Working Draft on June 13, 2005 for further
review. It returned to Candidate Recommendation on 19 July 2007 and then updated twice in 2009. However,
since changes and clarifications were made, it again went back to Last Call Working Draft on 7 December 2010.
CSS 2.1 went to Proposed Recommendation on 12 April 2011. [36] After being reviewed by the W3C Advisory
Committee, it was finally published as a W3C Recommendation on 7 June 2011.[37]
CSS 3
"CSS3" redirects here.

Taxonomy and status of CSS3.
Unlike CSS 2, which is a large single specification defining various features, CSS 3 is divided into several
separate documents called "modules". Each module adds new capabilities or extends features defined in CSS 2,
preserving backward compatibility. Work on CSS level 3 started around the time of publication of the original
CSS 2 recommendation. The earliest CSS 3 drafts were published in June 1999.[38]
Due to the modularization, different modules have different stability and statuses.[39] As of June 2012, there are
over fifty CSS modules published from the CSS Working Group.,[38] and four of these have been published as
formalrecommendations:
 2012-06-19: Media Queries
 2011-09-29: Namespaces
 2011-09-29: Selectors Level 3
 2011-06-07: Color
Some modules (including Backgrounds and Borders and Multi-column Layout among others) have Candidate
Recommendation (CR) status and are considered moderately stable. At CR stage, implementations are advised
to drop vendor prefixes.[40] Summary of all module-specifications:[41]
Module
css3-background
css3-box
css-cascade-3
css3-color
css3-content
css-fonts-3
css3-gcpm
css3-layout
css3-mediaqueries
css3-page
css3-selectors
css3-ui
CSS 4
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Specification title
CSS Backgrounds and Borders Module Level 3
CSS basic box model
CSS Cascading and Inheritance Level 3
CSS Color Module Level 3
CSS3 Generated and Replaced Content Module
CSS Fonts Module Level 3
CSS Generated Content for Paged Media Module
CSS Template Layout Module
Media Queries
CSS Paged Media Module Level 3
Selectors Level 3
CSS Basic User Interface Module Level 3 (CSS3 UI)

Status, date
Candidate Recommendation, September 2014
Working Draft, August 2007
Candidate Recommendation, October 2013
Recommendation, June 2011
Working Draft, May 2003
Candidate Recommendation, October 2013
Working Draft, May 2014
Working Draft, November 2011
Recommendation, June 2012
Working Draft, March 2013
Recommendation, September 2011
Working Draft, January 2012

There is no single, integrated CSS4 specification, [42] since it is split into separate modules. However, there are
"level 4" modules.[43]
Since CSS3 split the CSS language's definition into modules, the modules have been allowed to level
independently. Most modules are level 3 - they build on things from CSS 2.1. A few level 4 modules exist (such
as Image Values,Backgrounds & Borders, or Selectors), which build on the functionality of a preceding level 3
module. Others define entirely new functionality, such as Flexbox.
So, while no monolithic CSS4 will be worked on after CSS3 is finished completely, the level 4 modules can
collectively be referred to as CSS4.
CSS 5
There is no single current "CSS5" standards, definitions or modules available to developers. CSS5 is largely an
internet rumor and in no way associated to truth, fact, or functionality.
Browser support
Further information: Comparison of layout engines (Cascading Style Sheets)
Because not all browsers correctly parse CSS code, developed coding techniques known as CSS hacks can
either filter specific browsers or target specific browsers (generally both are known as CSS filters). The former can
be defined as CSS filtering hacks and the latter can be defined as CSS targeting hacks. Both can be used to hide
or show parts of the CSS to different browsers. This is achieved either by exploiting CSS-handling quirks or bugs
in the browser, or by taking advantage of lack of support for parts of the CSS specifications. Using CSS filters,
some designers have gone as far as delivering different CSS to certain browsers to ensure designs render as
expected. Because very early web browsers were either completely incapable of handling CSS, or rendered CSS
very poorly, designers today often routinely use CSS filters that completely prevent these browsers from
accessing any of the CSS. Internet Explorer support for CSS began with IE 3.0 and increased progressively with
each version. By 2008, the first Beta of Internet Explorer 8 offered support for CSS 2.1 in its best web standards
mode.
An example of a historically well-known CSS browser bug was the Internet Explorer box model bug, where box
widths are interpreted incorrectly in several versions of the browser, resulting in blocks that are too narrow when
viewed in Internet Explorer, but correct in standards-compliant browsers. The bug can be avoided in Internet
Explorer 6 by using the correctdoctype in (X)HTML documents. CSS hacks and CSS filters are used to
compensate for bugs such as this, just one of hundreds of CSS bugs that have been documented in various
versions of Netscape, Mozilla Firefox, Opera, and Internet Explorer (including Internet Explorer 7).[44][45]
Even when the availability of CSS-capable browsers made CSS a viable technology, the adoption of CSS was still
held back by designers' struggles with browsers' incorrect CSS implementation and patchy CSS support. Even
today, these problems continue to make the business of CSS design more complex and costly than it was
intended to be, and cross-browser testing remains a necessity. Other reasons for the continuing non-adoption of
CSS are: its perceived complexity, authors' lack of familiarity with CSS syntax and required techniques, poor
support from authoring tools, the risks posed by inconsistency between browsers and the increased costs of
testing.[citation needed]
Currently there is strong competition between the WebKit layout engine used in Apple Safari and Google Chrome,
the similar KHTML engine used in KDE's Konqueror browser and Mozilla's Gecko layout engine used in Firefox —
each of them is leading in different aspects of CSS. [clarification needed examples would be useful] As of August 2009, Internet
Explorer 8, Firefox 2 and 3 have reasonably complete levels of implementation of CSS 2.1.[46][needs update]
Limitations
Some noted limitations of the current capabilities of CSS include:
Selectors are unable to ascend
CSS currently offers no way to select a parent or ancestor of an element that satisfies certain criteria.[47] CSS
Selectors Level 4, which is still in Working Draft status, proposes such a selector,[48] but only as part of the
“complete” selector profile, not the “fast” profile used in dynamic CSS styling.[49] A more advanced selector
scheme (such asXPath) would enable more sophisticated style sheets. The major reasons for the CSS Working
Group previously rejecting proposals for parent selectors are related to browser performance and incremental
rendering issues.[50]
Vertical control limitations
While horizontal placement of elements is generally easy to control, vertical placement is frequently unintuitive,
convoluted, or outright impossible. Simple tasks, such as centering an element vertically or getting a footer to be
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placed no higher than bottom of viewport, either require complicated and unintuitive style rules, or simple but
widely unsupported rules.[47]
Absence of expressions
There is currently no ability to specify property values as simple expressions (such as margin-left: 10% – 3em +
4px;). This would be useful in a variety of cases, such as calculating the size of columns subject to a constraint on
the sum of all columns. However, a working draft with a calc() value to address this limitation has been published
by the CSS WG.[51] Internet Explorer versions 5 to 7 support a proprietary expression() statement,[52] with
similar functionality. This proprietary expression() statement is no longer supported from Internet Explorer 8
onwards, except in compatibility modes. This decision was taken for "standards compliance, browser
performance, and security reasons".[52]
Lack of column declaration
While possible in current CSS 3 (using the column-count module),[53] layouts with multiple columns can be
complex to implement in CSS 2.1. With CSS 2.1, the process is often done using floating elements, which are
often rendered differently by different browsers, different computer screen shapes, and different screen ratios set
on standard monitors.
Cannot explicitly declare new scope independently of position
Scoping rules for properties such as z-index look for the closest parent element with a position:absolute or
position:relative attribute. This odd coupling has undesired effects. For example, it is impossible to avoid declaring
a new scope when one is forced to adjust an element's position, preventing one from using the desired scope of a
parent element.
Pseudo-class dynamic behavior not controllable
CSS implements pseudo-classes that allow a degree of user feedback by conditional application of alternate
styles. One CSS pseudo-class, ":hover", is dynamic (equivalent of JavaScript "onmouseover") and has potential
for abuse (e.g., implementing cursor-proximity popups),[54] but CSS has no ability for a client to disable it (no
"disable"-like property) or limit its effects (no "nochange"-like values for each property).
Cannot name rules
There is no way to name a CSS rule, which would allow (for example) client-side scripts to refer to the rule even if
its selector changes.
Cannot include styles from a rule into another rule
CSS styles often must be duplicated in several rules to achieve a desired effect, causing additional maintenance
and requiring more thorough testing.
Cannot target specific text without altering markup
Besides the :first-letter pseudo-element, one cannot target specific ranges of text without needing to utilize
place-holder elements.
Advantages
Separation of content from presentation
CSS facilitates publication of content in multiple presentation formats based on nominal parameters. Nominal
parameters include explicit user preferences, different web browsers, the type of device being used to view the
content (a desktop computer or mobile Internet device), the geographic location of the user and many other
variables.
Site-wide consistency
Main articles: Separation of presentation and content and Style sheet (web development)
When CSS is used effectively, in terms of inheritance and "cascading," a global style sheet can be used to affect
and style elements site-wide. If the situation arises that the styling of the elements should need to be changed or
adjusted, these changes can be made by editing rules in the global style sheet. Before CSS, this sort of
maintenance was more difficult, expensive and time-consuming.
Bandwidth
A stylesheet, internal or external, specifies the style once for a range of HTML elements selected by class, type or
relationship to others. This is much more efficient than repeating style information inline for each occurrence of
the element. An external stylesheet is usually stored in the browser cache, and can therefore be used on multiple
pages without being reloaded, further reducing data transfer over a network.
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Page reformatting
Main article: Progressive enhancement
With a simple change of one line, a different style sheet can be used for the same page. This has advantages for
accessibility, as well as providing the ability to tailor a page or site to different target devices. Furthermore,
devices not able to understand the styling still display the content.
Accessibility
Without CSS, web designers must typically lay out their pages with techniques such as HTML tables that hinder
accessibility for vision-impaired users (see Tableless web design#Accessibility).
CSS frameworks
See also: CSS frameworks
CSS frameworks are pre-prepared libraries that are meant to allow for easier, more standards-compliant styling
of web pages using the Cascading Style Sheets language. CSS frameworks
include Foundation, Blueprint, Bootstrap, Cascade Framework and Materialize. Like programming and scripting
language libraries, CSS frameworks are usually incorporated as external .css sheets referenced in the
HTML <head>. They provide a number of ready-made options for designing and laying out the web page. While
many of these frameworks have been published, some authors use them mostly for rapid prototyping, or for
learning from, and prefer to 'handcraft' CSS that is appropriate to each published site without the design,
maintenance and download overhead of having many unused features in the site's styling.[55]
Positioning
CSS 2.1 defines three positioning schemes:
Normal flow
Inline items are laid out in the same way as the letters in words in text, one after the other across the available
space until there is no more room, then starting a new line below. Block items stack vertically, like paragraphs and
like the items in a bulleted list. Normal flow also includes relative positioning of block or inline items, and run-in
boxes.
Floats
A floated item is taken out of the normal flow and shifted to the left or right as far as possible in the space
available. Other content then flows alongside the floated item.
Absolute positioning
An absolutely positioned item has no place in, and no effect on, the normal flow of other items. It occupies its
assigned position in its container independently of other items.[56]
Position: top, bottom, left, and right
There are four possible values of the position property. If an item is positioned in any way other than static, then
the further properties top, bottom, left, and right are used to specify offsets and positions.
Static
The default value places the item in the normal flow
Relative
The item is placed in the normal flow, and then shifted or offset from that position. Subsequent flow items are laid
out as if the item had not been moved.
Absolute
Specifies absolute positioning. The element is positioned in relation to its nearest non-static ancestor.
Fixed
The item is absolutely positioned in a fixed position on the screen even as the rest of the document is scrolled[56]
Float and clear
The float property may have one of three values. Absolutely positioned or fixed items cannot be floated. Other
elements normally flow around floated items, unless they are prevented from doing so by their clear property.
left
The item floats to the left of the line that it would have appeared in; other items may flow around its right side.
right
The item floats to the right of the line that it would have appeared in; other items may flow around its left side.
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clear
Forces the element to appear underneath ('clear') floated elements to the left (clear:left), right (clear:right) or both
sides ( clear:both ).[56][57]
See also
 Acid3
 CSS frameworks
 Comparison of layout engines (CSS)
 Comparison of stylesheet languages
 CSS Zen Garden
 CSSTidy
 List of stylesheet languages
 Minification
 Progressive enhancement
 Responsive web design
 Validator
 X resources
Data Analytics: Analytic Reference Sites
 http://www.kdnuggets.com
 http://www.kdnuggets.com/2015/07/guide-data-science-good.html [Are you a data scientist, and looking for
the opportunity to use your skill for social good? Here, you can find some of the options available for using the
data science skills for well-being of society.}
Data Analytics: Nine Skills You Need to Become a Data Scientist
From (somewhere on) http://www.kdnuggets.com
Burtch Works details the top 9 data science skills that potential data scientists must have to be competitive in this
growing marketplace from the perspective of a recruiter.
by Burtch Works, Nov 2014.
Over the past year, interest in data science has soared. Nate Silver is a household
name, companies everywhere aresearching for unicorns, and professionals in many
different disciplines have begun eyeing the well-salaried profession as a possible
career move.
In our recruiting searches here at Burtch Works, we’ve spoken to many analytics
professionals who are considering adapting their skills to the growing field of data
science, and have questions about how to do so. From my perspective as a recruiter, I wanted to put together a
list of technical and non-technical skills that are critical to success in data science, and at the top of hiring
managers’ lists.
Every company will value skills and tools a bit differently, and this is by no means an exhaustive list, but if you
have experience in these areas you will be making a strong case for yourself as a data science candidate.
Technical Skills: Analytics
1. Education – Data scientists are highly educated – 88% have at least a Master’s degree and 46% have
PhDs – and while there are notable exceptions, a very strong educational background is usually required
to develop the depth of knowledge necessary to be a data scientist. Their most common fields of study
are Mathematics and Statistics (32%), followed by Computer Science (19%) and Engineering (16%).
2. SAS and/or R – In-depth knowledge of at least one of these analytical tools, for data science R is
generally preferred.
Technical Skills: Computer Science
3. Python Coding – Python is the most common coding language I typically see required in data science
roles, along with Java, Perl, or C/C++.
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4. Hadoop Platform – Although this isn’t always a requirement, it is heavily preferred in many cases. Having
experience with Hive or Pig is also a strong selling point. Familiarity with cloud tools such as Amazon S3
can also be beneficial.
5. SQL Database/Coding – Even though NoSQL and Hadoop have become a large component of data
science, it is still expected that a candidate will be able to write and execute complex queries in SQL.
6. Unstructured data – It is critical that a data scientist be able to work with unstructured data, whether it is
from social media, video feeds or audio.
Non-Technical Skills
7. Intellectual curiosity – No doubt you’ve seen this phrase everywhere lately, especially as it relates to data
scientists. Frank Lo describes what it means, and talks about other necessary “soft skills” in his guest
blog posted a few months ago.
8. Business acumen – To be a data scientist you’ll need a solid understanding of the industry you’re working
in, and know what business problems your company is trying to solve. In terms of data science, being
able to discern which problems are important to solve for the business is critical, in addition to identifying
new ways the business should be leveraging its data.
9. Communication skills – Companies searching for a strong data scientist are looking for someone who can
clearly and fluently translate their technical findings to a non-technical team, such as the Marketing or
Sales departments. A data scientist must enable the business to make decisions by arming them with
quantified insights, in addition to understanding the needs of their non-technical colleagues in order to
wrangle the data appropriately. Check out our recent flash survey for more information on communication
skills for quantitative professionals.
The next question I always get is, “What can I do to develop these skills?” There are many resources around the
web, but I don’t want to give anyone the mistaken impression that the path to data science is as simple as taking
a few MOOCs. Unless you already have a strong quantitative background, the road to becoming a data scientist
will be challenging – but not impossible.
However, if it’s something you’re sincerely interested in, and have a passion for data and lifelong learning, don’t
let your background discourage you from pursuing data science as a career. Here are a few of the resources
we’ve found to be helpful:
Resources
1. Advanced Degree – More Data Science programs are popping up to serve the current demand, but there
are also many Mathematics, Statistics, and Computer Science programs.
2. MOOCs –Coursera, Udacity, and codeacademy are good places to start.
3. Certifications – KDnuggets has compiled an extensive list.
4. Bootcamps – For more information about how this approach compares to degree programs or
MOOCs, check out this guest blog from the data scientists at Datascope Analytics.
5. Kaggle – Kaggle hosts data science competitions where you can practice, hone your skills with messy, real
world data, and tackle actual business problems. Employers take Kaggle rankings seriously, as they can
be seen as relevant, hands-on project work.
6. LinkedIn Groups – Join relevant groups to interact with other members of the data science community.
7. Data Science Central and KDnuggets – Data Science Central andKDnuggets are good resources for
staying at the forefront of industry trends in data science.
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8. The Burtch Works Study: Salaries of Data Scientists – If you’re looking for more information about the
salaries and demographics of current data scientists be sure to download our data scientist salary study.
I’m sure there are items I may have missed, so if there’s a crucial skill or resource you think would be helpful to
any data science hopefuls, feel free to share it in the comments below!
Original: http://www.burtchworks.com/2014/11/17/must-have-skills-to-become-a-data-scientist/
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Data type from Wikipedia
From: http://en.wikipedia.org/wiki/Data_type
This article is about data types in computer science and programming.
In computer science and computer programming, a data type or simply type is a classification identifying one of
various types of data, such as real, integer or Boolean, that determines the possible values for that type; the
operations that can be done on values of that type; the meaning of the data; and the way values of that type can
be stored.[1][2]
Overview
Data types are used within type systems, which offer various ways of defining, implementing and using them.
Different type systems ensure varying degrees of type safety.
Almost all programming languages explicitly include the notion of data type, though different languages may use
different terminology.
Common data types include:
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integers,






booleans,
characters,
floating-point numbers,
alphanumeric strings.

For example, in the Java programming language, the "int" type represents the set of 32-bit integers ranging in
value from -2,147,483,648 to 2,147,483,647, as well as the operations that can be performed on integers, such as
addition, subtraction, and multiplication. Colors, on the other hand, are represented by three bytes denoting the
amounts each of red, green, and blue, and one string representing that color's name; allowable operations include
addition and subtraction, but not multiplication.
Most programming languages also allow the programmer to define additional data types, usually by combining
multiple elements of other types and defining the valid operations of the new data type. For example, a
programmer might create a new data type named "complex number" that would include real and imaginary parts.
A data type also represents a constraint placed upon the interpretation of data in a type system, describing
representation, interpretation and structure of values or objects stored in computer memory. The type system
uses data type information to check correctness of computer programs that access or manipulate the data.
Most data types in statistics have comparable types in computer programming, and vice versa, as shown in the
following table:
Statistics
real-valued (interval scale)
real-valued (ratio scale)

Computer programming
floating-point

count data (usually non-negative) integer
binary data

Boolean

categorical data

enumerated type

random vector

list or array

random matrix

two-dimensional array

random tree

tree

Definition of a "type"
Parnas, Shore & Weiss 1976) identified five definitions of a "type" that were used—sometimes implicitly—in the
literature:
Syntactic
A type is a purely syntactic label associated with a variable when it is declared. Such definitions of "type"
do not give any semantic meaning to types.
Representation
A type is defined in terms of its composition of more primitive types—often machine types.
Representation and behaviour
A type is defined as its representation and a set of operators manipulating these representations.
Value space
A type is a set of possible values which a variable can possess. Such definitions make it possible to
speak about (disjoint) unions or Cartesian products of types.
Value space and behaviour
A type is a set of values which a variable can possess and a set of functions that one can apply to these
values.
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The definition in terms of a representation was often done in imperative languages such
as ALGOL and Pascal, while the definition in terms of a value space and behaviour was used in higherlevel languages such as Simula and CLU.
Classes of data types[edit]
Primitive data types
Main article: Primitive data type
Machine data types
All data in computers based on digital electronics is represented as bits (alternatives 0 and 1) on the lowest level.
The smallest addressable unit of data is usually a group of bits called a byte (usually an octet, which is 8 bits).
The unit processed by machine code instructions is called a word (as of 2011, typically 32 or 64 bits). Most
instructions interpret the word as a binary number, such that a 32-bit word can represent unsigned integer values
from 0 to
or signed integer values from
to
. Because of two's complement, the machine
language and machine doesn't need to distinguish between these unsigned and signed data types for the most
part.
There is a specific set of arithmetic instructions that use a different interpretation of the bits in word as a floatingpoint number.
Machine data types need to be exposed or made available in systems or low-level programming languages,
allowing fine-grained control over hardware. The C programming language, for instance, supplies integer types of
various widths, such as short and long . If a corresponding native type does not exist on the target platform, the
compiler will break them down into code using types that do exist. For instance, if a 32-bit integer is requested on
a 16 bit platform, the compiler will tacitly treat it as an array of two 16 bit integers.
Several languages allow binary and hexadecimal literals, for convenient manipulation of machine data.
In higher level programming, machine data types are often hidden or abstracted as an implementation detail that
would render code less portable if exposed. For instance, a generic numeric type might be supplied instead of
integers of some specific bit-width.
Boolean type
The Boolean type represents the values true and false. Although only two values are possible, they are rarely
implemented as a single binary digit for efficiency reasons. Many programming languages do not have an explicit
boolean type, instead interpreting (for instance) 0 as false and other values as true.
Numeric types
Such as:
 The integer data types, or "whole numbers". May be subtyped according to their ability to contain negative
values (e.g. unsigned in C and C++). May also have a small number of predefined subtypes (such




as short and long in C/C++); or allow users to freely define subranges such as 1..12 (e.g. Pascal/Ada).
Floating point data types, sometimes misleadingly called reals, contain fractional values. They usually have
predefined limits on both their maximum values and their precision. These are often represented as decimal
numbers.
Fixed point data types are convenient for representing monetary values. They are often implemented
internally as integers, leading to predefined limits.
Bignum or arbitrary precision numeric types lack predefined limits. They are not primitive types, and are used
sparingly for efficiency reasons.

Composite types
Main article: Composite type
Composite types are derived from more than one primitive type. This can be done in a number of ways. The ways
they are combined are called data structures. Composing a primitive type into a compound type generally results
in a new type, e.g. array-of-integer is a different type to integer.
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An array stores a number of elements of the same type in a specific order. They are accessed using an
integer to specify which element is required (although the elements may be of almost any type). Arrays may
be fixed-length or expandable.
Record (also called tuple or struct) Records are among the simplest data structures. A record is a value that
contains other values, typically in fixed number and sequence and typically indexed by names. The elements
of records are usually called fields or members.
Union. A union type definition will specify which of a number of permitted primitive types may be stored in its
instances, e.g. "float or long integer". Contrast with a record, which could be defined to contain a float and an
integer; whereas, in a union, there is only one value at a time.
A tagged union (also called a variant, variant record, discriminated union, or disjoint union) contains an
additional field indicating its current type, for enhanced type safety.
A set is an abstract data structure that can store certain values, without any particular order, and no repeated
values. Values themselves are not retrieved from sets, rather one tests a value for membership to obtain a
boolean "in" or "not in".
An object contains a number of data fields, like a record, and also a number of program code fragments for
accessing or modifying them. Data structures not containing code, like those above, are called plain old data
structure.

Many others are possible, but they tend to be further variations and compounds of the above.
Enumerations
Main article: Enumerated type
The enumerated type. This has values which are different from each other, and which can be compared and
assigned, but which do not necessarily have any particular concrete representation in the computer's memory;
compilers and interpreters can represent them arbitrarily. For example, the four suits in a deck of playing cards
may be four enumerators named CLUB, DIAMOND, HEART, SPADE, belonging to an enumerated type
named suit. If a variable V is declared having suit as its data type, one can assign any of those four values to it.
Some implementations allow programmers to assign integer values to the enumeration values, or even treat them
as type-equivalent to integers.
String and text types
Such as:
 Alphanumeric character. A letter of the alphabet, digit, blank space, punctuation mark, etc.
 Alphanumeric strings, a sequence of characters. They are typically used to represent words and text.
Character and string types can store sequences of characters from a character set such as ASCII. Since most
character sets include the digits, it is possible to have a numeric string, such as "1234" . However, many
languages would still treat these as belonging to a different type to the numeric value 1234 .
Character and string types can have different subtypes according to the required character "width". The original
7-bit wide ASCII was found to be limited, and superseded by 8 and 16-bit sets, which can encode a wide variety
of non-Latin alphabets (Hebrew, Chinese) and other symbols. Strings may be either stretch-to-fit or of fixed size,
even in the same programming language. They may also be subtyped by their maximum size.
Note: strings are not primitive in all languages, for instance C: they may be composed from arrays of characters.
Other types
Types can be based on, or derived from, the basic types explained above. In some languages, such as
C, functions have a type derived from the type of their return value.
Pointers and references
The main non-composite, derived type is the pointer, a data type whose value refers directly to (or "points to")
another value stored elsewhere in the computer memory using its address. It is a primitive kind of reference. (In
everyday terms, a page number in a book could be considered a piece of data that refers to another one).
Pointers are often stored in a format similar to an integer; however, attempting to dereference or "look up" a
pointer whose value was never a valid memory address would cause a program to crash. To ameliorate this
potential problem, pointers are considered a separate type to the type of data they point to, even if the underlying
representation is the same.
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Function types
Main article: Function type
Abstract data types
Main article: Abstract data type
Any type that does not specify an implementation is an abstract data type. For instance, a stack (which is an
abstract type) can be implemented as an array (a contiguous block of memory containing multiple values), or as
a linked list (a set of non-contiguous memory blocks linked by pointers).
Abstract types can be handled by code that does not know or "care" what underlying types are contained in them.
Programming that is agnostic about concrete data types is called generic programming. Arrays and records can
also contain underlying types, but are considered concrete because they specify how their contents or elements
are laid out in memory.
Examples include:
 A queue is a first-in first-out list. Variations are Deque and Priority queue.
 A set can store certain values, without any particular order, and with no repeated values.
 A stack is a last-in, first out data structure.
 A tree is a hierarchical structure.
 A graph.
 A hash, dictionary, map or associative array is a more flexible variation on a record, in which name-value
pairs can be added and deleted freely.
 A smart pointer is the abstract counterpart to a pointer. Both are kinds of references.
Utility types
For convenience, high-level languages may supply ready-made "real world" data types, for
instance times, dates and monetary values and memory, even where the language allows them to be built from
primitive types.
Type systems
Main article: Type system
A type system associates types with each computed value. By examining the flow of these values, a type system
attempts to prove that no type errors can occur. The type system in question determines what constitutes a type
error, but a type system generally seeks to guarantee that operations expecting a certain kind of value are not
used with values for which that operation does not make sense.
A compiler may use the static type of a value to optimize the storage it needs and the choice of algorithms for
operations on the value. In many C compilers the float data type, for example, is represented in 32 bits, in accord
with the IEEE specification for single-precision floating point numbers. They will thus use floating-pointspecific microprocessor operations on those values (floating-point addition, multiplication, etc.).
The depth of type constraints and the manner of their evaluation affect the typing of the language. A programming
language may further associate an operation with varying concrete algorithms on each type in the case of type
polymorphism. Type theory is the study of type systems, although the concrete type systems of programming
languages originate from practical issues of computer architecture, compiler implementation, and language
design.
Type systems may be variously static or dynamic, strong or weak typing, and so forth.
References[edit]
1. Jump up^ type at the Free On-line Dictionary of Computing
2. Jump up^ Shaffer, C.A. Data Structures and Algorithms, 1.2

DevOps
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(a portmanteau of "development" and "operations") is a software development method that stresses
communication, collaboration, integration, automation, and measurement of cooperation between software
developers and other information-technology (IT) professionals.
Overview
DevOps is a software development method that emphasizes communication, collaboration (information sharing
and web service usage), integration, automation, and measurement of cooperation between software
developers and other IT professionals.[1][2]
The method acknowledges the interdependence of software development, quality assurance, and IT operations,
and aims to help an organization rapidly produce software products and services and to improve operations
performance.[2][3][4][5][6][7][8]
Visual model

Venn diagram showing DevOps as the intersection of development (software engineering), technology operations
and quality assurance (QA)
While development methodologies, such as agile software development, encourage cross-functional collaboration
between the analysis, design, development, and QA functions, in traditional / functionally separated organizations,
there is rarely cross-departmental integration of these functions with IT operations. As illustrated in this visual
model, DevOps promotes a set of processes and methods for thinking about communication and collaboration
between development, QA, and IT operations.[9]
History of the term "DevOps"
At the Agile 2008 conference, Andrew Clay Shafer and Patrick Debois discussed "Agile Infrastructure", afterwards
creating the Agile System Administrators Group on Google.[10] The term "DevOps" was popularized through a
series of "DevOps Days" starting in 2009 in Belgium.[11] Since then, there have been DevOps Days conferences
held in many countries worldwide.[12]
Goals
The specific goals of a DevOps approach span the entire delivery pipeline. They include improved deployment
frequency, which can lead to faster time to market, lower failure rate of new releases, shortened lead time
between fixes, and faster mean time to recovery in the event of a new release crashing or otherwise disabling the
current system. Simple processes become increasingly programmable and dynamic, using a DevOps
approach,[13] which aims to maximize the predictability, efficiency, security, and maintainability of operational
processes. Very often, automation supports this objective.
DevOps integration targets product delivery, quality testing, feature development, and maintenance releases in
order to improve reliability and security and provide faster development and deployment cycles.
Many of the ideas (and people) involved in DevOps came from the enterprise systems management and Agile
software development movements.[14]
DevOps aids in software application release management for an organization by standardizing development
environments. Events can be more easily tracked as well as resolving documented process control and granular
reporting issues. Companies with release/deployment automation problems usually have existing automation but
want to more flexibly manage and drive this automation — without needing to enter everything manually at the
50

command-line. Ideally, this automation can be invoked by non-operations employees in specific non-production
environments.
The DevOps approach grants developers more control of the environment, giving infrastructure more applicationcentric understanding.
Deployment
Companies with very frequent releases may require a DevOps awareness or orientation program. For example,
the company that operates the image hosting website Flickr developed a DevOps approach to support a business
requirement of ten deployments per day;[15] this daily deployment cycle would be much higher at organizations
producing multi-focus or multi-function applications. This is referred to as continuous deployment[16] or continuous
delivery [17] and has been associated with the lean startup methodology.[18] Working groups, professional
associations and blogs have formed on the topic since 2009.[6][19][20]
Adoption
The adoption of DevOps is being driven by factors such as:
1.
2.
3.
4.

Use of agile and other development processes and methodologies
Demand for an increased rate of production releases from application and business unit stakeholders
Wide availability of virtualized[21] and cloud infrastructure from internal and external providers
Increased usage of data center automation[22] and configuration management tools
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Django Web Framework (For Python) From Wikipedia
From: http://en.wikipedia.org/wiki/Django_%28web_framework%29
Django
Screenshot [show]
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Original author(s)

Lawrence Journal-World

Developer(s)

Django Software Foundation

Initial release

21 July 2005; 9 years ago[1]

Stable release

1.8.1[2] (May 1, 2015; 11 days
ago) [±]

Preview release

1.8c1[3] (March 18, 2015; 55 days
ago) [±]

Development status Active
Written in

Python

Size

6.92 MB

Type

Web application framework

License

3-clause BSD

Website

djangoproject.com

Django is a free and open source web application framework, written in Python, which follows the model–view–
controller(MVC) architectural pattern.[5][6] It is maintained by the Django Software Foundation (DSF), an
independent organization established as a 501(c)(3)non-profit.
Django's primary goal is to ease the creation of complex, database-driven websites. Django
emphasizes reusability and "pluggability" of components, rapid development, and the principle of don't repeat
yourself. Python is used throughout, even for settings, files, and data models. Django also provides an optional
administrative create, read, update and delete interface that is generated dynamically through introspection and
configured via admin models.

{Note: Type introspection is the ability of a program to examine the type or properties of
an object at runtime. }
{Note 2: Type introspection is a core feature of Ruby. In Ruby, the Object class (ancestor of every class)
provides Object#instance_of? and Object#kind_of? methods for checking the instance's class.
{Note 3: Introspection should not be confused with reflection, which goes a step further and is the ability
for a program to manipulate/modify the values, meta-data, properties and/or functions of an object at
runtime. Java, Python and Go possess this capability. Native assembly language, which was inherently
reflective, as these original architectures could be programmed by defining instructions as data and
using self-modifying code. As programming moved to higher-level languages such as C, this reflective
ability disappeared until programming languages with reflection built into their type systems appeared.}
Some well-known sites that use Django include Pinterest,[7] Instagram,[8]Mozilla,[9] The Washington
Times,[10] Disqus,[11] the Public Broadcasting Service,[12] and Bitbucket.[13]
History
Django was born in the fall of 2003, when the web programmers at the Lawrence JournalWorld newspaper, Adrian Holovaty and Simon Willison, began using Python to build applications. In June 2008, it
was announced that a newly formed Django {named after a guitarist) Software Foundation (DSF) would maintain
Django in the future.[15]
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Features
Components

Screenshot of the Django admin interface for modifying a user account.
Despite having its own nomenclature, such as naming the callable objects generating the response "views", [5] the
core Django framework can be seen as MVC.[6] It consists of an object-relational mapper which mediates
between data models (defined as Python classes) and a relational database ("Model"); a system for processing
requests with a web templating system ("View") and a regular-expression-based URL dispatcher ("Controller").
Also included in the core framework are:
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A lightweight and standalone web server for development and testing.
A form serialization and validation system which can translate between HTML forms and values suitable for
storage in the database.
A template system that utilizes the concept of inheritance borrowed from object-oriented programming.
A caching framework which can use any of several cache methods.








Support for middleware classes which can intervene at various stages of request processing and carry out
custom functions.
An internal dispatcher system which allows components of an application to communicate events to each
other via pre-defined signals.
An internationalization system, including translations of Django's own components into a variety of
languages.
A serialization system which can produce and read XML and/or JSON representations of Django model
instances.
A system for extending the capabilities of the template engine.
An interface to Python's built in unit test framework.

Bundled applications
The main Django distribution also bundles a number of applications in its "contrib" package, including:
 An extensible authentication system.
 The dynamic administrative interface.
 Tools for generating RSS and Atom syndication feeds.
 A sites framework that allows one Django installation to run multiple websites, each with their own content
and applications.
 Tools for generating Google Sitemaps.
 Built-in mitigation for cross-site request forgery, cross-site scripting, SQL injection, password cracking and
other typical web attacks, most of them turned on by default.[16][17]
 A framework for creating GIS applications.
Extensibility
Django's configuration system allows third party code to be plugged into a regular project, provided that it follows
the reusable app[18] conventions. More than 2500 packages[19] are available to extend the framework's original
behavior, providing solutions to issues the original tool didn't: registration, search, API provision and
consumption, CMS, etc.
This extensibility is, however, mitigated by internal components dependencies. While the Django philosophy
implies loose coupling,[20] the template filters and tags assume one engine implementation, and both the auth and
admin bundled applications require the use of the internal ORM. None of these filters or bundled apps are
mandatory to run a Django project, but reusable apps tend to depend on them, encouraging developers to keep
using the official stack in order to benefit fully from the apps ecosystem.
Server arrangements
Django can be run in conjunction with Apache, NGINX using WSGI, Gunicorn, or Cherokee using flup (a Python
module).[21][22] Django also includes the ability to launch a FastCGI server, enabling use behind any web server
which supports FastCGI, such as Lighttpd or Hiawatha. It is also possible to use other WSGI-compliant web
servers.[23]
Django officially supports four database backends: PostgreSQL, MySQL, SQLite, and Oracle.
Microsoft SQL Server can be used with django-mssql but only in Microsoft operating systems, while similarly
external backends exist for IBM DB2, SQL Anywhere and Firebird. There is a fork named django-nonrel which
supports NoSQL databases, such as MongoDBand Google App Engine's Datastore.
Django may also be run in conjunction with Jython on any Java EE application server such
as GlassFish or JBoss. In this case django-jython must be installed in order to provide JDBC drivers for database
connectivity, which also provides functionality to compile Django in to a .war suitable for deployment.
Google App Engine includes support for Django version 1.x.x[24] as one of the bundled frameworks.
Using Django
Online resources
 Django Official Documentation - Current and detailed documentation on nearly every aspect of Django. It
includes a version selector for information pertaining to specific versions of Django.
 Tango with Django - A beginner's guide to web development with Django.
 Two Scoops - Making Python and Django as fun as ice cream.
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Django Packages - A directory of reusable apps, sites, tools, and more for Django projects.
Django Basics - Installing Django and Setting Up a Project and an App

Books
 Roy Greenfeld, Daniel; Roy Greenfeld, Audrey (2015), Two Scoops of Django: Best Practices for Django
1.8 (3rd ed.), Two Scoops Press, p. 501
 Baumgartner, Peter; Malet, Yann (2015), High Performance Django (1st ed.), Lincoln Loop,
p. 184, ISBN 1508748128
 Elman, Julia; Lavin, Mark (2014), Lightweight Django (1st ed.), O'Reilly Media, p. 246, ISBN 149194594X
 Percival, Harry (2014), Test-Driven Development with Python (1st ed.), O'Reilly Media,
p. 480, ISBN 1449364829
 Alchin, Marty (10 July 2013), Pro Django (2nd ed.), Apress, p. 300, ISBN 1-430-25809-8
 McGaw, Jim (29 October 2009), Beginning Django E-Commerce (1st ed.), Apress, p. 300, ISBN 1-43022535-1
 Bennett, James (24 June 2009), Practical Django Projects (2nd ed.), Apress, p. 272, ISBN 1-430-21938-6
 Forcier, Jeff; Bissex, Paul; Chun, Wesley (3 November 2008), Python Web Development with Django (1st
ed.), Addison-Wesley, p. 408, ISBN 0-13-235613-9, OCLC 213835556
Integrated development environments for Python
Main article: List of integrated development environments for Python
While a number of Django developers use text editors such as Vim, Emacs, TextMate or Sublime with Django
Bundle for their projects, others prefer python-specific tools providing debugging, refactoring, unit testing, etc. [25]
 Anjuta
 Aptana Studio with integrated PyDev
 Eclipse with PyDev
 Eric Python IDE
 IntelliJ IDEA with Django plugin, provides functionality similar to PyCharm
 Koding
 Komodo IDE
 Microsoft Visual Studio with Python Tools for Visual Studio
 MonoDevelop
 NetBeans with Django Plugin[26]
 Ninja IDE
 PyCharm
 PyScripter
 Spyder (software)
 SourceLair
 Wing IDE

Dynamic systems development method
From Wikipedia, http://en.wikipedia.org/wiki/Dynamic_systems_development_method
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Model of the DSDM Atern project management method.
Software development process
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Configuration management
Documentation
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User experience
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Dynamic systems development method (DSDM) is an agile project delivery framework, primarily used as
a software development method.[1][2] First released in 1994, DSDM originally sought to provide some discipline to
the rapid application development (RAD) method.[3] In 2007 DSDM became a generic approach to project
management and solution delivery[clarification needed][citation needed]. DSDM is an iterative and incremental approach that
embraces principles of Agile development, including continuous user/customer involvement.
DSDM fixes cost, quality and time at the outset and uses the MoSCoW prioritisation of scope into musts, shoulds,
coulds and won't haves to adjust the project deliverable to meet the stated time constraint. DSDM is one of a
number ofAgile methods for developing software and non-IT solutions, and it forms a part of the Agile Alliance.
In 2007, DSDM was rebranded 'DSDM Atern'.[4][5] The name Atern was a shortening of Arctic tern - a collaborative
bird[citation needed] that can travel vast distances and epitomises many facets of the method which are natural ways of
working e.g. prioritisation and collaboration.
In 2014, DSDM dropped the branding 'Atern' and reverted to its original name in the latest version of the method
in the 'DSDM Agile Project Framework' positioned as "an ideal wrapper for more limited Agile frameworks...
DSDM is often used to provide the full 'project' focus to compliment Scrum's team focussed product development
process.". At the same time the new DSDM manual recognised the need to operate alongside other frameworks
for service delivery (esp. ITIL) PRINCE2, Managing Successful Programmes, and PMI-BOK.[6] The previous
version (DSDM 4.2) had only contained guidance on how to use DSDM withExtreme Programming.
Contents
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DSDM and the DSDM Consortium: origins
In the early 1990s, rapid application development (RAD) was spreading across the IT industry. The user
interfaces for software applications were moving from the old green screens to the graphical user interfaces that
are used today. New application development tools were coming on the market, such as PowerBuilder. These
enabled developers to share their proposed solutions much more easily with their customers – prototyping
became a reality and the frustrations of the classical, sequential (waterfall) development methods could be put to
one side.
However, the RAD movement was very unstructured: there was no commonly agreed definition of a suitable
process and many organisations came up with their own definition and approach. Many major corporations were
very interested in the possibilities but they were also concerned that they did not lose the level of quality in the
end deliverables that free-flow development could give rise to.
The DSDM Consortium was founded in 1994 by an association of vendors and experts in the field of software
engineering and was created with the objective of "jointly developing and promoting an independent RAD
framework" by combining their best practice experiences. The origins were an event organised by the Butler
Group in London. People at that meeting all worked for blue-chip organisations such as British Airways, American
Express, Oracle and Logica (other companies such as Data Sciences and Allied Domecq have since been
absorbed by other organisations).
At the initial meeting it was decided that Jennifer Stapleton, then of Logica, would put together an architecture for
an end-to-end, user-centric but quality-controlled method for iterative and incremental development. The resulting
architecture was designed to be fully compatible with ISO 9000 and PRINCE2, which were two major concerns for
the group. Once the architecture was in place (a month after the initial meeting), the Consortium formed various
task groups to populate it with all aspects of software development, including [7] and techniques, quality and
testing, development tools and techniques, personnel and software procurement. An oversight group led by the
architect and consisting of the chairs of the task groups ensured consistency of the approach as it was developed.
Although many of the Consortium members were direct business competitors, they shared freely how they had
addressed the various aspects. Best practice was extracted and formed into a cohesive whole. As the Consortium
grew in its first year from a handful of organisations to sixty, the content of the method became increasingly
robust. Version 1 was baselined in December 1994 and published in February 1995. The result was a generic
method covering people, process and tools that was formed from the experiences of organisations of all sectors
and sizes.
The DSDM Consortium is a not-for-profit, vendor-independent organisation which owns and administers the
DSDM framework.[8]
DSDM Atern
Atern is a vendor-independent approach that recognises that more projects fail because of people problems than
technology. Atern’s focus is on helping people to work effectively together to achieve the business goals. Atern is
also independent of tools and techniques enabling it to be used in any business and technical environment
without tying the business to a particular vendor.[citation needed]
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Overview of DSDM Atern
As an extension of rapid application development, DSDM focuses on information systems projects that are
characterised by tight schedules and budgets. DSDM addresses the most common failures of information
systems projects, including exceeding budgets, missing deadlines, and lack of user involvement and topmanagement commitment
In 2007 a team set up by the DSDM Consortium looked into the content of DSDM V4.2 and decided that the
underlying mechanics and structure were completely sound but that the terminology and the focus purely on I.T.
applications should be updated to meet the needs of projects in the new millennium. Some of the content of the
method had been there since 1995. The new version was launched at the Cafe Royale in London on 24 April
2007. Some amendments were made in April 2008 (Atern V2) and incorporated in the latest version of the Atern
Handbook.[citation needed]
The DSDM Atern approach
Principles
There are eight principles underpinning DSDM Atern. These principles direct the team in the attitude they must
take and the mindset they must adopt in order to deliver consistently.
1. Focus on the business need
The main criteria for acceptance of a "deliverable" is delivering a system that addresses the current
business needs. Delivering a perfect system which addresses all possible business needs is less
important than focusing on critical functionalities.






Clearly define the scope of the system
Understand the true business priorities
Establish a sound Business Case
Seek continuous business sponsorship and commitment
Guarantee the Minimum Usable Subset of features.

2. Deliver on time
 Timebox the work
 Focus on business priorities
 Always meet deadlines
3. Collaborate
User involvement is the main key in running an efficient and effective project, where both users and
developers share a workplace (either physical or via tools), so that the decisions can be made
collaboratively and quickly.
 Involve the right stakeholders, at the right time, throughout the project
 Ensure that the members of the team are empowered to take decisions on behalf of those they
represent without waiting for higher-level approval.
 Actively involve the business representatives
 Build one-team culture
4. Never compromise quality
 Set the level of quality at the outset
 Ensure that quality does not become a variable
 Design, document and test appropriately
 Build in quality by constant review
 Test early and continuously. See test-driven development for comparison.
5. Build incrementally from firm foundations
 Strive for early delivery of business benefit where possible
 Continually confirm the correct solution is being built
 Formally re-assess priorities and ongoing project viability with each delivered increment
6. Develop iteratively
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A focus on frequent delivery of products, with assumption that to deliver something "good enough" earlier
is always better than to deliver everything "perfectly" in the end. By delivering product frequently from an
early stage of the project, the product can be tested and reviewed where the test record and review
document can be taken into account at the next iteration or phase.
 Do enough design up front to create strong foundations
 Take an iterative approach to building all products
 Build customer feedback into each iteration to converge on an effective business solution
 Accept that most detail emerges later rather than sooner
 Embrace change – the right solution will not evolve without it
 Be creative, experiment, learn, evolve
7. Communicate continuously and clearly
Communication and cooperation among all project stakeholders is required to be
efficient and effective.
 Run daily team stand-up sessions
 Use facilitated workshops
 Use rich communication techniques such as modelling and prototyping
 Present iterations of the evolving solution early and often
 Keep documentation lean and timely
 Manage stakeholder expectations throughout the project
 Encourage informal, face to face communication at all levels
8. Demonstrate control
 Use an appropriate level of formality for tracking and reporting
 Make plans and progress visible to all
 Measure progress through focus on delivery of products rather than completed activities
 Manage proactively
 Evaluate continuing project viability based on the business objectives
Prerequisites for using DSDM[edit]
In order for DSDM to be a success, there are 9 instrumental factors which need to be met. If these cannot
be met, it presents a risk to the Atern approach which is not necessarily a show stopper but which does
need to be managed. These risks are also highlighted by the Project Approach Questionnaire.
1. Acceptance of the Atern philosophy before starting work.
2. Appropriate empowerment of the Solution Development Team.
3. Commitment of senior business management to provide the necessary Business Ambassador
(and Business Advisor) involvement.
4. Incremental delivery
5. Access by the Solution Development Team to business roles
6. Solution Development Team stability.
7. Solution Development Team skills.
8. Solution Development Team size.
9. A supportive commercial relationship.
DSDM 4.2[edit]
Overview of DSDM version 4.2
As an extension of rapid application development, DSDM focuses on information systems projects that
are characterised by tight schedules and budgets. DSDM addresses the most common failures of
information systems projects, including exceeding budgets, missing deadlines, and lack of user
involvement and top-management commitment. By encouraging the use of RAD, however, careless
adoption of DSDM may increase the risk of cutting too many corners. DSDM consists of
 Three phases: pre-project phase, project life-cycle phase, and post-project phase.
 A project life-cycle phase is subdivided into 5 stages: feasibility study, business study, functional
model iteration, design and build iteration, and implementation.
In some circumstances, there are possibilities to integrate practices from other methodologies, such
as Rational Unified Process (RUP),Extreme Programming (XP), and PRINCE2, as complements to
DSDM. Another agile method that has some similarity in process and concept to DSDM is Scrum.
In July 2006, DSDM Public Version 4.2[9] was made available for individuals to view and use; however,
anyone reselling DSDM must still be a member of the not-for-profit consortium.
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DSDM V4.2 Project Life-cycle[edit]
Overview : three phases of DSDM V4.2
The DSDM framework consists of three sequential phases, namely the pre-project, project life-cycle and
post-project phases. The project phase of DSDM is the most elaborate of the three phases. The project
life-cycle phase consists of 5 stages that form an iterative step-by-step approach in developing an IS. The
three phases and corresponding stages are explained extensively in the subsequent sections. For each
stage/phase, the most important activities are addressed and the deliverables are mentioned.
Phase 1 - The Pre-project
In the pre-project phase candidate projects are identified, project funding is realised and project
commitment is ensured. Handling these issues at an early stage avoids problems at later stages of the
project.
Phase 2 - The Project life-cycle
The process overview in the figure below shows the project life-cycle of this phase of DSDM. It depicts
the 5 stages a project will have to go through to create an implemented system. The first two stages, the
Feasibility Study and Business Study are sequential phases that complement to each other. After these
phases have been concluded, the system is developed iteratively and incrementally in the Functional
Model Iteration, Design & Build Iteration and Implementation stages. The iterative and incremental nature
of DSDM will be addressed further in a later section.
Phase 3 - Post-project
The post-project phase ensures the system operates effectively and efficiently. This is realised by
maintenance, enhancements and fixes according to DSDM principles. The maintenance can be viewed
as continuing development based on the iterative and incremental nature of DSDM. Instead of finishing
the project in one cycle usually the project can return to the previous phases or stages so that the
previous step and the deliverable products can be refined.
Below is the process-data diagram of DSDM as a whole Project life-cycle with all of its four steps. This
diagram depicts the DSDM iterative development, started on functional model iteration, design and build
iteration, and implementation phase. The description of each stage will be explained later in this entry.
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The process-data diagram of DSDM Project Life-cycle
Four steps of the DSDM V4.2 project life-cycle
Activity

Sub activity

Description

Feasibility
Study

Stage where the suitability of DSDM is assessed. Judging by the type of
project, organisational and people issues, the decision is made, whether to
use DSDM or not. Therefore it will generate a FEASIBILITY REPORT, a
FEASIBILITY PROTOTYPE, and a GLOBAL OUTLINE PLAN which
includes a DEVELOPMENT PLAN and a RISK LOG.

Business
Study

Stage where the essential characteristics of business and technology are
analysed. Approach to organise workshops, where a sufficient number of the
customer’s experts are gathered to be able to consider all relevant facets of
the system, and to be able to agree on development priorities. In this stage,
a PRIORITISED REQUIREMENTS LIST, a BUSINESS AREA DEFINITION,
a SYSTEM ARCHITECTURE DEFINITION, and an OUTLINE
PROTOTYPING PLAN are developed.

Study
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Identify
functional
prototype

Determine the functionalities to be implemented in the prototype that results
from this iteration. In this sub-stage, a FUNCTIONAL MODEL is developed
according to the deliverables result of business study stage.

Agree
schedule

Agree on how and when to develop these functionalities.

Functional Model
Create
Iteration
functional
prototype
Review
functional
prototype

Check correctness of the developed prototype. This can be done via testing
by end-user and/or reviewing documentation. The deliverable is a
FUNCTIONAL PROTOTYPING REVIEW DOCUMENT.

Identify
design
prototype

Identify functional and non-functional requirements that need to be in the
tested system and based on these identifications, an IMPLEMENTATION
STRATEGY is involved. If there is a TEST RECORD from the previous
iteration, then it will be also used to determine the IMPLEMENTATION
STRATEGY.

Agree
Design and Build schedule
Iteration
Create
design
prototype

Implementation
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Develop the FUNCTIONAL PROTOTYPE, according to the agreed schedule
and FUNCTIONAL MODEL.

Agree on how and when to realise these requirements.
Create a system (DESIGN PROTOTYPE) that can safely be handed to endusers for daily use, also for testing purposes.

Review
design
prototype

Check the correctness of the designed system. Again testing and reviewing
are the main techniques used. A USER DOCUMENTATION and a TEST
RECORD will be developed.

User
approval and
guidelines

End users approve the tested system (APPROVAL) for implementation and
guidelines with respect to the implementation and use of the system are
created.

Train users

Train future end user in the use of the system. TRAINED USER
POPULATION is the deliverable of this sub-stage.

Implement

Implement the tested system at the location of the end users, called as
DELIVERED SYSTEM.

Review
business

Review the impact of the implemented system on the business, a central
issue will be whether the system meets the goals set at the beginning of the
project. Depending on this, the project goes to the next stage, the postproject, or loops back to one of the preceding stages for further
development. This review is will be documented in a PROJECT REVIEW
DOCUMENT.

Four stages of the DSDM V4.2 Project life-cycle[edit]

Model of the DSDM V4.2 software development process.
Stage 1A: The Feasibility Study
During this stage of the project, the feasibility of the project for the use of DSDM is examined. Prerequisites for
the use of DSDM are addressed by answering questions like: ‘Can this project meet the required business
needs?’, ‘Is this project suited for the use of DSDM?’ and ‘What are the most important risks involved?’. The most
important techniques used in this phase are the Workshops.
The deliverables for this stage are the Feasibility Report and the Feasibility Prototype that address the feasibility
of the project at hand. It is extended with a Global Outline Plan for the rest of the project and a Risk Log that
identifies the most important risks for the project.
Stage 1B: The Business Study
The business study extends the feasibility study. After the project has been deemed feasible for the use of DSDM,
this stage examines the influenced business processes, user groups involved and their respective needs and
wishes. Again the workshops are one of the most valuable techniques, workshops in which the
different stakeholders come together to discuss the proposed system. The information from these sessions is
combined into a requirements list. An important property of the requirements list is the fact that the requirements
are (can be) prioritised. These requirements are prioritised using the MoSCoWapproach. Based on this
prioritisation, a development plan is constructed as a guideline for the rest of the project.
An important project technique used in the development of this plan is timeboxing. This technique is essential in
realising the goals of DSDM, namely being on time and on budget, guaranteeing the desired quality. A system
architecture is another aid to guide the development of the IS.The deliverables for this stage are a business area
definition that describes the context of the project within the company, a system architecture definition that
provides an initial global architecture of the IS under development together with a development plan that outlines
the most important steps in the development process. At the base of these last two documents there is the
prioritised requirements list. This list states all the requirements for the system, organised according to
the MoSCoW principle. And last the Risk Log is updated with the facts that have been identified during this phase
of DSDM.
Stage 2: Functional Model Iteration
The requirements that have been identified in the previous stages are converted to a functional model. This model
consists of both a functioning prototype and models. Prototyping is one of the key project techniques within this
stage that helps to realise good user involvement throughout the project. The developed prototype is reviewed by
different user groups. In order to assure quality, testing is implemented throughout every iteration of DSDM. An
important part of testing is realised in the Functional Model Iteration. The Functional Model can be subdivided into
four sub-stages:
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Identify Functional Prototype: Determine the functionalities to be implemented in the prototype that results
from this iteration.
Agree Schedule: Agree on how and when to develop these functionalities.
Create Functional Prototype: Develop the prototype. Investigate, refine, and consolidate it with the combined
Functional prototype of previous iterations.



Review Prototype: Check the correctness of the developed prototype. This can be done via testing by enduser, then use the test records and user’s feedbacks to generate the functional prototyping review document.

The deliverables for this stage are a Functional Model and a Functional Prototype that together represent the
functionalities that could be realised in this iteration, ready for testing by users. Next to this, the Requirements List
is updated, deleting the items that have been realised and rethinking the prioritisation of the remaining
requirements. The Risk Log is also updated by having risk analysis of further development after reviewing the
prototyping document.
Stage 3: System Design and Build Iteration
The main focus of this DSDM iteration is to integrate the functional components from the previous phase into one
system that satisfies user needs. It also addresses the non-functional requirements that have been set for the IS.
Again testing is an important ongoing activity in this stage. The Design and Build Iteration can be subdivided into
four sub-stages:
 Identify Design Prototype: Identify functional and non-functional requirements that need to be in the tested
system.
 Agree Schedule: Agree on how and when to realise these requirements.
 Create Design Prototype: Create a system that can safely be handed to end-users for daily use. They
investigate, refine, and consolidate the prototype of current iteration within prototyping process are also
important in this sub-stage.
 Review Design Prototype: Check the correctness of the designed system. Again testing and reviewing are the
main techniques used, since the test records and user’s feedbacks are important to generate the user
documentation.
The deliverables for this stage are a Design Prototype during the phase that end users get to test and at the end
of the Design and Build Iteration the Tested System is handed over to the next phase. In this stage, the system is
mainly built where the design and functions are consolidated and integrated in a prototype. Another deliverable for
this stage is a User Documentation.
Stage 4: Implementation
In the Implementation stage, the tested system including user documentation is delivered to the users and training
of future users is realised. The system to be delivered has been reviewed to include the requirements that have
been set in the beginning stages of the project. The Implementation stage can be subdivided into four sub-stages:


User Approval and Guidelines: End users approve the tested system for implementation and guidelines with
respect to the implementation and use of the system are created.





Train Users: Train future end user in the use of the system.
Implement: Implement the tested system at the location of the end users.
Review Business: Review the impact of the implemented system on the business, a central issue will be
whether the system meets the goals set at the beginning of the project. Depending on this the project goes to
the next phase, the post-project or loops back to one

DSDM V4.2 Functional Model Iteration[edit]
Meta-data model
The associations between concepts of deliverables in Functional Model Iteration stage are depicted in the metadata model below. This meta-data model will be combined with the meta-process diagram of Functional Model
Iteration phase in the next part.
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Meta-data model of Functional Model Iteration
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Concept

Definition

RISK LOG

Log of identified risk. Important since the next stage onward, encountered
problem will be more difficult to address. This risk log will need to be updated
continuously. (VTT Publication 478)

PRIORITISED
REQUIREMENTS LIST

List of requirements based on its prioritisation. The prioritisation process is based
on MoSCoW technique, to determine which requirements must be implemented
first into the system (the ones that meet the business needs), and so on.

NON-FUNCTIONAL
REQUIREMENTS LIST

List of non-functional requirements is mainly to be dealt in the next stage. (VTT
Publication 478)

FUNCTIONAL
REQUIREMENT

Function that is used to build the model and prototyping according to its priority.

FUNCTIONAL MODEL

Model that is built according to the functional requirements. It will be used in
order to develop the functional prototype in the next sub-stage. This concept will
be used to develop a PROTOTYPING PLAN.

PROTOTYPING

The process of quickly putting together a working model (a prototype) in order to
test various aspects of the design, illustrate ideas or features and gather early
user feedback.

TIME SLOT

The list of available times to do certain activities in order to perform the plan
according to the schedule.

PROTOTYPING PLAN

Activities plan within prototyping process that will be performed in available time
slots according to the schedule.

SCHEDULE

A set of activities plan with the related time agreed by the developers. This
concept will be used to support the implementation of FUNCTIONAL
PROTOTYPE.

FUNCTIONAL
PROTOTYPE

A prototype of the functions the system should perform and how it should
perform them.

IMPLEMENTATION PLAN

A preparation of activities to implement the functional prototyping according to
the schedule and the prioritised requirements list.

REFINED FUNCTION

Function of prototype that is being refined within current iteration before it is
combined to the others and tested.

COMBINED FUNCTION

Function of prototyped that is combined with the other functional prototypes of
previous iteration. The new combination functional prototype will be tested in the
next stage.

TEST RECORD

Record set of testing where the test script, test procedure, and test result are
included. This test record is used to develop the FUNCTIONAL PROTOTYPING
REVIEW DOCUMENT, and is also used indirectly to update the PRIORITISED
REQUIREMENTS LIST.

FUNCTIONAL
PROTOTYPING REVIEW
DOCUMENT

It collects the users’ comments about the current increment, working as input for
subsequent iterations (VTT Publication 478). This review document will be used
to update the RISK LOG and PRIORITISED REQUIREMENTS LIST.

Process-data model
Identify functional prototype activity is to identify the functionalities that would be in the prototype of current
iteration. Recall that both, analysis and coding are done; prototypes are built, and the experiences gained from
them are used in improving the analysis models (based also on updated prioritised requirements list and updated
risk log). The built prototypes are not to be entirely discarded, but gradually steered towards such quality that they
can be included in the final system. Agree schedule is to determine when and how the prototyping will be
implemented; it extends the scope to the available timetable and prototyping plan. And since testing is
implemented throughout the whole process, it’s also an essential part of this phase, and therefore it is included in
the Review Prototype activity right after the functional prototype is built and the test record will eventually be used
in the review prototype process and generates the review document. Below is the process-data diagram of
Functional Model Iteration stage.
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Model of the Functional Model Iteration.
Activity

Identify
functional
prototype

Agree
schedule
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Sub activity

Description

Analyse the
requirements

The requirements of current prototype are analysed according to the
prioritised requirements list that is previously developed (in previous iteration
and/or in previous phase which is business study phase).

List requirements
Select the functional requirements that would be implemented in the current
of current
iteration’s prototype, and list them in the FUNCTIONAL REQUIREMENT.
iteration
List nonfunctional
requirements

List the non-functional requirements of the system that is being developed in
NON-FUNCTIONAL REQUIREMENTS LIST.

Create functional
model

Analysis model and prototype codes are included in this sub-activity to
develop the FUNCTIONAL MODEL.

Determine time

Identify possible timetable (TIME SLOT) to perform the prototyping activities
according to the prototyping plan and prototyping strategy.

Design
development

The PROTOTYPING PLAN, including all prototyping activities that will be
performed on available TIME SLOT.

Create
functional
prototype

Agreement

The agreement SCHEDULE of when and how the prototyping activities
should be performed.

Investigate

Investigate the requirements; analyse the FUNCTIONAL MODEL that has
been built in earlier activity, and set the IMPLEMENTATION PLAN according
to the analysis model, and will be used to build the prototype in the next subactivity.

Refine

Implement the FUNCTIONAL MODEL and IMPLEMENTATION PLAN to
build a FUNCTIONAL PROTOTYPE. This prototype will be then refined
before it is combined to the other functions. This prototype will be gradually
steered towards such quality that it can be included in the final system
(through refining process).

Consolidate

Consolidate the refined FUNCTIONAL PROTOTYPE with the other prototype
of previous iteration. The new combination FUNCTIONAL PROTOTYPE will
be tested in the next activity.

Test prototype

The essential part of DSDM that needs to be included throughout the whole
process of DSDM. The TEST RECORD will be used together with users’
comments to develop the PROTOTYPING REVIEW DOCUMENT in the next
activity of FMI phase.

Review
prototype

Collects the user comments and documentation. The test records will play an
important role to develop this review report. Based on this FUNCTIONAL
PROTOTYPING REVIEW DOCUMENT, the prioritised requirements list and
risk log will be updated, and decide to set the next course whether or not to
do another iteration of FMI phase.

Review
prototype

Further DSDM V4.2 topics[edit]
Core Techniques of DSDM
 Timeboxing - Timeboxing is one of the project techniques of DSDM. It is used to support the main goals of
DSDM to realise the development of an IS on time, within budget and with the desired quality. The main idea
behind timeboxing is to split up the project in portions, each with a fixed budget and a delivery date. For each
portion a number of requirements are selected that are prioritised according to the MoSCoW principle.
Because time and budget are fixed, the only remaining variables are the requirements. So if a project is
running out of time or money the requirements with the lowest priority are omitted. This does not mean that
an unfinished product is delivered, because of the pareto principle that 80% of the project comes from 20% of
the system requirements, so as long as those most important 20% of requirements are implemented into the
system, the system therefore meets the business needs and that no system is built perfectly in the first try.
 MoSCoW - MoSCoW represents a way of prioritising items. In the context of DSDM the MoSCoW technique
is used to prioritise requirements. It is an acronym that stands for:
MUST have this requirement to meet the business needs.
SHOULD have this requirement if at all possible, but the project success does not rely on this.
COULD have this requirement if it does not affect the fitness of business needs of the project.
WON'T represents a requirement that stakeholders have agreed will not be implemented in a given release, but
may be considered for the future.
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Prototyping - This technique refers to the creation of prototypes of the system under development at an early
stage of the project. It enables the early discovery of shortcomings in the system and allows future users to
‘test-drive’ the system. This way good user involvement is realised, one of the key success factors of DSDM,
or any System Development project for that matter.
Testing - A third important aspect of the goal of DSDM is the creation of an IS with good quality. In order to
realise a solution of good quality, DSDM advocates testing throughout each iteration. Since DSDM is a tool
and technique independent method, the project team is free to choose its own test management method, for
example Test Management Approach
Workshop - One of DSDM’s project techniques that aims at bringing the different stakeholders of the project
together to discuss requirements, functionalities and mutual understanding. In a workshop the stakeholders
come together and discuss the project.



Modeling - This technique is essential and purposely used to visualise the diagrammatic representation of a
specific aspect of the system or business area that is being developed. Modelling gives a better
understanding for DSDM project team over a business domain.
 Configuration Management - A good implementation of this configuration management technique is important
for the dynamic nature of DSDM. Since there is more than one thing being handled at once during the
development process of the system, and the products are being delivered frequently at a very fast rate, the
products therefore need to be controlled strictly as they achieve (partial) completion.
Roles in DSDM[edit]
There are some roles introduced within DSDM environment. It is important that the project members need to be
appointed to different roles before they start to run the project. Each role has its own responsibility. The roles are:
 Executive Sponsor So called the “Project Champion”. An important role from the user organisation who has
the ability and responsibility to commit appropriate funds and resources. This role has an ultimate power to
make decisions.
 Visionary The one who has the responsibility to initialise the project by ensuring that essential requirements
are found early on. Visionary has the most accurate perception of the business objectives of the system and
the project. Another task is to supervise and keep the development process in the right track.
 Ambassador User Brings the knowledge of user community into the project, ensures that the developers
receive enough amount of user’s feedbacks during the development process.
 Advisor User Can be any user that represents an important viewpoint and brings the daily knowledge of the
project.
 Project Manager Can be anyone from user community or IT staff who manages the project in general.
 Technical Co-ordinator Responsible in designing the system architecture and control the technical quality in
the project.
 Team Leader Leads his team and ensures that the team works effectively as a whole.
 Solution Developer Interpret the system requirements and model it including developing the deliverable
codes and build the prototypes.
 Solution Tester Checks the correctness in a technical extents by performing some testings, raise defects
where necessary and retest once fixed. Tester will have to give some comments and documentation.
 Scribe Responsible to gather and record the requirements, agreements, and decisions made in every
workshop.
 Facilitator Responsible in managing the workshops progress, acts as a motor for preparation and
communication.
 Specialist Roles Business Architect, Quality Manager, System Integrator, etc.
Iterative and Incremental Nature[edit]
Next to timeboxing and prioritising of requirements, the DSDM also provides an iterative and
incremental approach to IS development. This can be seen in the figure depicting the Process Overview above.
The Functional Model Iteration, Design & Build Iteration and Implementation stages can go over their sub stages
several times before entering the next stage. Each iteration addresses a set of new functionalities, and every
iteration builds on a working predecessor. Each iteration can be undone if needed.
The Process Overview figure also shows arrows going back to previous stages. For example, there is an arrow
from Implementation to the Business Study. If a big functionality has been discovered during development that
couldn’t be implemented, it might be possible to start all over by defining new requirements in a Business Study.
Similarly, there is an arrow from Implementation to the Functional Model Iteration. Functionality might be omitted
during a previous Functional Model Iteration because of time or budget constraints. The project should proceed
into the post-project phase only when it meets all the requirements defined by the project and business goals.
Because of the iterative nature of DSDM, it is essential to maintain good requirements
management and configuration managementthroughout the entire project. This ensures that the project does
implement the requirements that were decided in the early phases of the project.
Meta-model (Meta-Modeling)[edit]
As explained in the Wikipedia item, Meta-Modeling takes a higher level look at methods and techniques. In doing
so it offers possibilities for comparing similar methods and techniques and engineering new methods from existing
ones.
The Meta data model, depicted above, identifies the concepts and associations between these concepts within
DSDM. As can be seen from the figure, two main concepts can be identified, namely the Phase and
the Flow concept. Each Flow originates from a Phase within DSDM. Flows can be divided up in the sub
concepts Data and Product. This subdivision is denoted with a C, which means that the subdivision is disjoint and
complete. In other words, a Flow is always either a Data Flow or a Product Flow, but never both. In the situation of
DSDM a Data Flow can be an arc returning to one of the preceding phases. Product Flows are tangible goods that
result from one of thePhases and are the input of the next Phase, for example reports and prototypes.
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Then there is the second concept Phase that is also be divided two sub concepts with a complete and disjoint
ordering. These sub concepts are the Sequential and the Iterative Phases. As was explained in an earlier section,
DSDM starts with two sequential phases, The Feasibility and Business Study. Next a number of Iterative phases
follow, i.e. Functional Model, Design & Build and Implementation phases. The picture also mentions a number of
rules and issues that are not included in the model, but that are important for this meta-model. First there are the
rules that concerns the behavior of the ‘’Flows’’. These rules restrict the freedom of the flows so that they
correspond to the ‘’Phase’’ transitions within DSDM. Next to the rules a number of important issues are addressed
that ensure that the DSDM project life-cycle is guaranteed.
Critical Success Factors of DSDM[edit]
Within DSDM a number of factors are identified as being of great importance to ensure successful projects.
 Factor 1: First there is the acceptance of DSDM by senior management and other employees. This ensures
that the different actors of the project are motivated from the start and remain involved throughout the project.
 Factor 2: The second factor follows directly from this and that is the commitment of management to ensure
end-user involvement. The prototyping approach requires a strong and dedicated involvement by end user to
test and judge the functional prototypes.
 Factor 3: Then there is the project team. This team has to be composed of skillful members that form a stable
union. An important issue is the empowerment of the project team. This means that the team (or one or more
of its members) has to possess the power and possibility to make important decisions regarding the project
without having to write formal proposals to higher management, which can be very time-consuming. In order
for the project team to be able to run a successful project, they also need the right technology to conduct the
project. This means a development environment, project management tools, etc.
 Factor 4: Finally DSDM also states that a supportive relationship between customer and vendor is required.
This goes for both projects that are realised internally within companies or by outside contractors. An aid in
ensuring a supporting relationship could be ISPL.
Comparison to other IS Development Methods[edit]
Over the years a great number of Information System Development methods have been developed and applied,
divided in Structured Methods, RAD methods and Object-Oriented Methods. Many of these methods show
similarities to each other and also to DSDM. For example Extreme Programming(XP) also has
an iterative approach to IS development with extensive user involvement.
The Rational Unified Process is a method that probably has the most in common with DSDM in that it is also a
dynamic form of Information System Development. Again the iterative approach is used in this development
method.
Like XP and RUP there are many other development methods that show similarities to DSDM, but DSDM does
distinguish itself from these methods in a number of ways. First there is the fact that it provides a tool and
technique independent framework. This allows users to fill in the specific steps of the process with their own
techniques and software aids of choice. Another unique feature is the fact that the variables in the development
are not time/resources, but the requirements. This approach ensures the main goals of DSDM, namely to stay
within the deadline and the budget. And last there is the strong focus on communication between and the
involvement of all the stakeholders in the system. Although this is addressed in other methods, DSDM strongly
believes in commitment to the project to ensure a successful outcome.
See also[edit]
 Agile software development
 Extreme Programming
 Lean software development
 Iterative and incremental development
 MoSCoW Method
 IBM Rational Unified Process
 Rapid application development
 Pareto principle (80/20 rule)
 PRINCE2
 Scrum
 Structured Systems Analysis and Design Method

Integrated Development Environment (IDE)
From: http://en.wikipedia.org/wiki/Integrated_development_environment
See Also: List and Comparison of Integrated Development Environments (IDEs): (Great list!)
http://en.wikipedia.org/wiki/Comparison_of_integrated_development_environments :
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Also known as or interactive development environment is a software application that provides comprehensive
facilities to computer programmers for software development. An IDE normally consists of a source code
editor, build automation tools and a debugger. Most modern IDEs have intelligent code completion.
Some IDEs contain a compiler, interpreter, or both, such asNetBeans and Eclipse; others do not, such
as SharpDevelop andLazarus. The boundary between an integrated development environment and other parts of
the broader software development environment is not well-defined. Sometimes a version control systemand
various tools are integrated to simplify the construction of a Graphical User Interface (GUI). Many modern IDEs
also have a class browser, an object browser, and a class hierarchy diagram, for use inobject-oriented software
development.
Integrated development environments are designed to maximize programmer productivity by providing tight-knit
components with similar user interfaces. IDEs present a single program in which all development is done. This
program typically provides many features for authoring, modifying, compiling, deploying and debugging software.
This contrasts with software development using unrelated tools, such as vi, GCC or make.
One aim of the IDE is to reduce the configuration necessary to piece together multiple development utilities,
instead providing the same set of capabilities as a cohesive unit. Reducing that setup time can increase
developer productivity, in cases where learning to use the IDE is faster than manually integrating all of the
individual tools. Tighter integration of all development tasks has the potential to improve overall productivity
beyond just helping with setup tasks. For example, code can be continuously parsed while it is being edited,
providing instant feedback when syntax errors are introduced. That can speed learning a new programming
language and its associated libraries.
Some IDEs are dedicated to a specific programming language, allowing a feature set that most closely matches
the programming paradigms of the language. However, there are many multiple-language IDEs, such
as Eclipse, ActiveState Komodo, IntelliJ IDEA, MyEclipse, Oracle JDeveloper, NetBeans, Codenvy and Microsoft
Visual Studio. Xcode, Xojo andDelphi are dedicated to a closed language or set of programming languages.
While most modern IDEs are graphical, text-based IDEs such as Turbo Pascal were in popular use before the
widespread availability of windowing systems like Microsoft Windows and the X Window System (X11). They
commonly use function keys or hotkeys to execute frequently used commands or macros.
History

GNU Emacs, an extensible editor that is commonly used as an IDE onUnix-like systems
IDEs initially became possible when developing via a console or terminal. Early systems could not support one,
since programs were prepared using flowcharts, entering programs with punched cards (or paper tape, etc.)
before submitting them to a compiler. Dartmouth BASIC was the first language to be created with an IDE (and
was also the first to be designed for use while sitting in front of a console or terminal). Its IDE (part of
the Dartmouth Time Sharing System) was command-based, and therefore did not look much like the menudriven, graphical IDEs prevalent today. However it integrated editing, file management, compilation, debugging
and execution in a manner consistent with a modern IDE.
Maestro I is a product from Softlab Munich and was the world's first integrated development environment [1] 1975
for software. Maestro I was installed for 22,000 programmers worldwide. Until 1989, 6,000 installations existed in
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the Federal Republic of Germany. Maestro I was arguably the world leader in this field during the 1970s and
1980s. Today one of the last Maestro I can be found in the Museum of Information Technology at Arlington.
One of the first IDEs with a plug-in concept was Softbench. In 1995 Computerwoche commented that the use of
an IDE was not well received by developers since it would fence in their creativity.
As of March 2015, the most popular IDE's are Eclipse and Visual Studio.[2]
Topics
Visual programming[edit]
Visual programming is a usage scenario in which an IDE is generally required. Visual IDEs allow users to create
new applications by moving programming, building blocks, or code nodes to create flowcharts or structure
diagrams that are then compiled or interpreted. These flowcharts often are based on the Unified Modeling
Language.
This interface has been popularized with the Lego Mindstorms system, and is being actively pursued by a number
of companies wishing to capitalize on the power of custom browsers like those found
at Mozilla. KTechlab supports flowcode and is a popular opensource IDE and Simulator for developing software
for microcontrollers. Visual programming is also responsible for the power of distributed
programming (cf. LabVIEW and EICASLAB software). An early visual programming system, Max, was modelled
after analog synthesizer design and has been used to develop real-time music performance software since the
1980s. Another early example was Prograph, a dataflow-based system originally developed for the Macintosh.
The graphical programming environment "Grape" is used to program qfix robot kits.
This approach is also used in specialist software such as Openlab, where the end users want the flexibility of a
full programming language, without the traditional learning curve associated with one.
Language support
Some IDEs support multiple languages, such as GNU Emacs based on C and Emacs Lisp, and IntelliJ
IDEA, Eclipse,MyEclipse or NetBeans, all based on Java, or MonoDevelop, based on C#.
Support for alternative languages is often provided by plugins, allowing them to be installed on the same IDE at
the same time. For example, Flycheck is a modern on-the-fly syntax checking extension for GNU Emacs 24 with
support for 39 languages.[3] Eclipse, and Netbeans have plugins for C/C++, Ada, GNAT (for
example AdaGIDE), Perl, Python, Ruby, andPHP, which are selected between automatically based on file
extension, environment or project settings.
Attitudes across different computing platforms
Unix programmers can combine command-line POSIX tools into a complete development environment, capable
of developing large programs such as the Linux kernel and its environment.[4] The free software GNU tools (GNU
Compiler Collection (GCC), GNU Debugger (gdb), and GNU make) are available on many platforms, including
Windows.[5]Developers who favor command-line oriented tools can use editors with support for many of the
standard Unix and GNU build tools, building an IDE with programs like Emacs[6][7][8] or Vim. Data Display
Debugger is intended to be an advanced graphical front-end for many text-based debugger standard tools. Some
programmers prefer managing makefiles and their derivatives to the similar code building tools included in a full
IDE. For example, most contributors to the PostgreSQLdatabase use make and gdb directly to develop new
features.[9] Even when building PostgreSQL for Microsoft Windows using Visual C++, Perl scripts are used as a
replacement for make rather than relying on any IDE features.[10] Some Linux IDEs such as Geany attempt to
provide a graphical front end to traditional build operations.
On the various Microsoft Windows platforms, command-line tools for development are seldom used. Accordingly,
there are many commercial and non-commercial products. However, each has a different design commonly
creating incompatibilities. Most major compiler vendors for Windows still provide free copies of their commandline tools, includingMicrosoft (Visual C++, Platform SDK, .NET Framework SDK, nmake utility), Embarcadero
Technologies (bcc32 compiler,make utility).
IDEs have always been popular on the Apple Macintosh's Mac OS, dating back to Macintosh Programmer's
Workshop,Turbo Pascal, THINK Pascal and THINK C environments of the mid-1980s. Currently Mac OS X
programmers can choose between native IDEs like Xcode and open-source tools such
as Eclipse and Netbeans. ActiveState Komodo is a proprietary multilanguage IDE supported on the Mac OS.
With the advent of cloud computing, some IDEs are available online and run within web browsers.
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See also
 Comparison of integrated development environments
 Computer-aided software engineering
 Game integrated development environment
 GNAVI
 Multiple document interface#IDE-style interface (MDI)
 Rapid application development (RAD)
 Read–eval–print loop (REPL)
 Software development kit (SDK)
 Software engineering
 Web integrated development environment
 Requirements management
 Documentation generation tools
 Code analysis tools
 Source code refactoring tools
 Software building tools (the compiler, linker, etc., and the build automation tool used to control them)
 Revision control, also called source repository (configuration management)
 Problem reporting and bug tracking tools
IDE Examples
Eclipse IDE
From: http://en.wikipedia.org/wiki/Eclipse_%28software%29
In computer programming, Eclipse is an integrated development environment (IDE). It contains a
base workspace and an extensible plug-in system for customizing the environment. Written mostly in Java,
Eclipse can be used to develop applications. By means of various plug-ins, Eclipse may also be used to develop
applications in other programming languages: Ada, ABAP, C, C++, COBOL, Fortran, Haskell, JavaScript,
Lasso, Lua, Natural, Perl, PHP, Prolog, Python, R, Ruby (including Ruby on Railsframework), Scala, Clojure,
Groovy, Scheme, and Erlang.
It can also be used to develop packages for the software Mathematica. Development environments include the
Eclipse Java development tools (JDT) for Java and Scala, Eclipse CDT for C/C++and Eclipse PDT for PHP,
among others.
The initial codebase originated from IBM VisualAge.[2] The Eclipse software development kit (SDK), which
includes the Java development tools, is meant for Java developers. Users can extend its abilities by installing
plug-ins written for the Eclipse Platform, such as development toolkits for other programming languages, and can
write and contribute their own plug-in modules.
Released under the terms of the Eclipse Public License, Eclipse SDK is free and open source software (although
it is incompatible with the GNU General Public License[3]). It was one of the first IDEs to run under GNU
Classpath and it runs without problems under IcedTea.

Instance (computer science) From Wikipedia
From: http://en.wikipedia.org/wiki/Instance_(computer_science)
In object-oriented programming (OOP), an instance is a specific realization of any object. Formally, "instance" is
synonymous with "object" as they are each a particular value (realization), and these may be called an instance
object; "instance" emphasizes the distinct identity of the object. The creation of a realized instance is
called instantiation.
In class-based programming, objects are created from classes by subroutines called constructors, and destroyed
by destructors. An object is an instance of a class, and may be called a class instance or class object;
instantiation is then also known as construction. Not all classes can be instantiated – abstract classes cannot be
instantiated, while classes that can be instantiated are called concrete classes. In prototype-based programming,
instantiation is instead done by copying a prototype.
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An object may be varied in a number of ways. Each realized variation of that object is an instance. Each time
a program runs, it is an instance of that program. That is, it is a member of a given class that has
specified values rather than variables.
In a non-programming context, you could think of "dog" as a type and your particular dog as an instance of that
class.[1]
An important distinction is between data type (interface) and class (implementation).
The meaning of the term type in computer science is similar to the meaning of the word "type" in everyday
language. For example, a barman can ask a client, what type of beverage does he/she want? Coffee, tea, beer?
A particular cup of coffee that the client receives is in the role of an instance. Two cups of coffee would form a set
of two instances of (the type) coffee.
References[edit]
1. Jump up^ "What is instance? – Definition from WhatIs.com". Whatis.techtarget.com. Retrieved February
9, 2014.
JavaScript
From: http://en.wikipedia.org/wiki/JavaScript
JavaScript (/ˈdʒɑːvɑːˌskrɪpt/; JS), also known as ECMAScript (the untrademarked name used for the standard),
is a dynamic programming language.[5] It is most commonly used as part of web browsers, whose
implementations allow client-side scripts to interact with the user, control the browser,
communicate asynchronously, and alter the document content that is displayed.[5]
It is also used in server-side network programming with runtime environments such as Node.js, game
development and the creation of desktop and mobile applications.
JavaScript is classified as a prototype-based scripting language withdynamic typing and first-class functions. This
mix of features makes it amulti-paradigm language, supporting object-oriented,[6] imperative, and
functional[1][7] programming styles.
Despite some naming, syntactic, and standard library similarities, JavaScript and Java are otherwise unrelated
and have very different semantics. The syntax of JavaScript is actually derived from C, while the semantics and
design are influenced by the Self and Scheme programming languages.[8]
JavaScript is also used in environments that aren't web-based, such as PDFdocuments, site-specific browsers,
and desktop widgets. Newer and faster JavaScript virtual machines (VMs) and platforms built upon them have
also increased the popularity of JavaScript for server-side web applications. On the client side, JavaScript has
been traditionally implemented as aninterpreted language, but more recent browsers perform just-in-time
compilation.
JavaScript has been standardized in the ECMAScript language specification.
History
Beginnings at Netscape[edit]
JavaScript was originally developed by Brendan Eich, while he was working for Netscape Communications
Corporation. Indeed, while competing with Microsoft for user adoption of web technologies and platforms,
Netscape considered their client-server offering a distributed OS with a portable version of Sun Microsystems'
Java providing an environment in which applets could be run.[citation needed] Because Java was a competitor
of C++ and aimed at professional programmers, Netscape also wanted a lightweight interpreted language that
would complement Java by appealing to nonprofessional programmers, like Microsoft's Visual Basic
(see JavaScript and Java).[9]
Although it was developed under the name Mocha, the language was officially called LiveScript when it first
shipped in beta releases of Netscape Navigator 2.0 in September 1995, but it was renamed JavaScript [10] when it
was deployed in the Netscape browser version 2.0B3.[11]
The change of name from LiveScript to JavaScript roughly coincided with Netscape adding support for Java
technology in its Netscape Navigator web browser. The final choice of name caused confusion, giving the
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impression that the language was a spin-off of the Java programming language, and the choice has been
characterized as a marketing ploy by Netscape to give JavaScript the cachet of what was then the hot new web
programming language.[12][13]
There is a common misconception that the JavaScript language was influenced by an earlier web page scripting
language developed by Nombas named C--, not to be confused with the later C-- created in
1997.[14][15][16] Brendan Eich, however, had never heard of C-- before he created LiveScript.[17] Nombas did pitch
their embedded web page scripting to Netscape, though web page scripting was not a new concept, as shown
by ViolaWWW.[18] Nombas later switched to offering JavaScript instead of C-- in their ScriptEase product and was
part of the TC39 group that standardizedECMAScript.[19][20]
Server-side JavaScript[edit]
Netscape introduced an implementation of the language for server-side scripting with Netscape Enterprise
Server in December, 1994, soon after releasing JavaScript for browsers.[21][22] Since the mid-2000s, there has
been a resurgence of server-side JavaScript implementations, such as Node.js.[23][24]
Adoption by Microsoft[edit]
Microsoft Windows script technologies including VBScript and JScript were released in 1996. JScript, a port of
Netscape's JavaScript, was released on July 16, 1996 and was part of Internet Explorer 3, as well as being
available server-side inInternet Information Server. IE3 also included Microsoft's first support for Cascading Style
Sheets and various extensions to HTML, but in each case the implementation was noticeably different to that
found in Netscape Navigator at the time.[25][26] These differences made it difficult for designers and programmers
to make a single website work well in both browsers leading to the use of 'best viewed in Netscape' and 'best
viewed in Internet Explorer' logos that characterised these early years of the browser wars.[27] JavaScript began to
acquire a reputation for being one of the roadblocks to a cross-platform and standards-driven web. Some
developers took on the difficult task of trying to make their sites work in both major browsers, but many could not
afford the time.[25] With the release of Internet Explorer 4, Microsoft introduced the concept of Dynamic HTML, but
the differences in language implementations and the different and proprietaryDocument Object Models remained,
and were obstacles to widespread take-up of JavaScript on the web.[25]
Standardization[edit]
In November 1996, Netscape announced that it had submitted JavaScript to Ecma International for consideration
as an industry standard, and subsequent work resulted in the standardized version named ECMAScript. In June
1997, Ecma International published the first edition of the ECMA-262 specification. In June 1998, some
modifications were made to adapt it to the ISO/IEC-16262 standard, and the second edition was released. The
third edition of ECMA-262 was published on December 1999.[28]
Development of the fourth edition of the ECMAScript standard was never completed. [29] The fifth edition was
released in December 2009. The current edition of the ECMAScript standard is 5.1, released in June 2011. [30]
Later developments[edit]
JavaScript has become one of the most popular programming languages on the Web. Initially, however, many
professional programmers denigrated the language because its target audience consisted of Web authors and
other such "amateurs", among other reasons.[31] The advent of Ajax returned JavaScript to the spotlight and
brought more professional programming attention. The result was a proliferation of comprehensive frameworks
and libraries, improved JavaScript programming practices, and increased usage of JavaScript outside Web
browsers, as seen by the proliferation of server-side JavaScript platforms.
In January 2009, the CommonJS project was founded with the goal of specifying a common standard library
mainly for JavaScript development outside the browser.[32]
With the rise of the single-page web app and JavaScript-heavy sites, it is increasingly being used as a compile
target forsource-to-source compilers from both dynamic languages and static languages. In
particular, Emscripten and highly optimised JIT compilers, in tandem with asm.js that is friendly to AOT
compilers like OdinMonkey, have enabled C andC++ programs to be compiled into JavaScript and execute at
near-native speeds, causing JavaScript to be considered the "assembly language of the web", [33] according to its
creator and others.
Trademark[edit]
"JavaScript" is a trademark of Oracle Corporation.[34] It is used under license for technology invented and
implemented by Netscape Communications and current entities such as the Mozilla Foundation.[35]
Features[edit]
The following features are common to all conforming ECMAScript implementations, unless explicitly specified
otherwise.
Imperative and structured[edit]
JavaScript supports much of the structured programming syntax
from C (e.g., if statements, while loops, switchstatements,do while loops, etc.). One partial exception is scoping:
C-style block scoping is not supported. Instead, JavaScript has function scoping (although, block scoping using
the let keyword was added in JavaScript 1.7). Like C, JavaScript makes a distinction
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between expressions and statements. One syntactic difference from C is automatic semicolon insertion, which
allows the semicolons that would normally terminate statements to be omitted.[36]
Dynamic]
Dynamic typing
As in most scripting languages, types are associated with values, not with variables. For example, a
variable x could be bound to a number, then later rebound to a string. JavaScript supports various ways to test
the type of an object, including duck typing.[37]
Object-based
JavaScript is almost entirely object-based. JavaScript objects are associative arrays, augmented with prototypes
(see below). Object property names are string keys. They support two equivalent syntaxes: dot notation
(obj.x = 10) and bracket notation (obj['x'] = 10). Properties and their values can be added, changed, or deleted at
run-time. Most properties of an object (and those on its prototype inheritance chain) can be enumerated using
a for...in loop. JavaScript has a small number of built-in objects such as Function and Date.
Run-time evaluation
JavaScript includes an eval function that can execute statements provided as strings at run-time.
Functional
First-class functions
Functions are first-class; they are objects themselves. As such, they have properties and methods, such
as .call()and .bind().[38] A nested function is a function defined within another function. It is created each time the
outer function is invoked. In addition, each created function forms a lexical closure: the lexical scope of the outer
function, including any constants, local variables and argument values, becomes part of the internal state of each
inner function object, even after execution of the outer function concludes. [39] JavaScript also supports anonymous
functions.
Prototype-based[edit]
Prototypes
JavaScript uses prototypes where many other object-oriented languages use classes for inheritance.[40] It is
possible to simulate many class-based features with prototypes in JavaScript.[41]
Functions as object constructors
Functions double as object constructors along with their typical role. Prefixing a function call with new will create
an instance of a prototype, inheriting properties and methods from the constructor (including properties from
the Objectprototype).[42] ECMAScript 5 offers the Object.create method, allowing explicit creation of an instance
without automatically inheriting from the Object prototype (older environments can assign the prototype
to null).[43] The constructor's prototype property determines the object used for the new object's internal prototype.
New methods can be added by modifying the prototype of the function used as a constructor. JavaScript's built-in
constructors, such asArray or Object, also have prototypes that can be modified. While it is possible to modify
the Object prototype, it is generally considered bad practice because most objects in JavaScript will inherit
methods and properties from theObject prototype and they may not expect the prototype to be modified.[44]
Functions as methods
Unlike many object-oriented languages, there is no distinction between a function definition and
a method definition. Rather, the distinction occurs during function calling; when a function is called as a method of
an object, the function's local this keyword is bound to that object for that invocation.
Implicit and explicit delegation[edit]
JavaScript is a delegation language.
Functions as Roles (Traits and Mixins)
JavaScript natively supports various function-based implementations of Role[45] patterns
like Traits[46][47] andMixins.[48][49] Such a function defines additional behavior by at least one method bound to
the this keyword within itsfunction body. A Role then has to be delegated explicitly via call or apply to objects that
need to feature additional behavior that is not shared via the prototype chain.
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Object Composition and Inheritance
Whereas explicit function-based delegation does cover composition in JavaScript, implicit delegation already
happens every time the prototype chain is walked in order to, e.g., find a method that might be related to but is not
directly owned by an object. Once the method is found it gets called within this object's context.
Thus inheritance in JavaScript is covered by a delegation automatism that is bound to the prototype property of
constructor functions.
Miscellaneous
Run-time environment
JavaScript typically relies on a run-time environment (e.g., a Web browser) to provide objects and methods by
which scripts can interact with the environment (e.g., a webpage DOM). It also relies on the run-time environment
to provide the ability to include/import scripts (e.g., HTML <script> elements). This is not a language feature per
se, but it is common in most JavaScript implementations.
Variadic functions
An indefinite number of parameters can be passed to a function. The function can access them through formal
parameters and also through the local arguments object. Variadic functions can also be created by using
the bindmethod.
Array and object literals
Like many scripting languages, arrays and objects (associative arrays in other languages) can each be created
with a succinct shortcut syntax. In fact, these literals form the basis of the JSON data format.
Regular expressions
JavaScript also supports regular expressions in a manner similar to Perl, which provide a concise and powerful
syntax for text manipulation that is more sophisticated than the built-in string functions.[50]
Vendor-specific extensions
JavaScript is officially managed by Mozilla Foundation, and new language features are added periodically.
However, only some JavaScript engines support these new features:
 property getter and setter functions (supported by WebKit, Gecko, Opera, [51] ActionScript, and Rhino)[52]
 conditional catch clauses
 iterator protocol (adopted from Python)
 shallow generators-coroutines (adopted from Python)
 array comprehensions and generator expressions (adopted from Python)
 proper block scope via the let keyword
 array and object destructuring (limited form of pattern matching)
 concise function expressions (function(args) expr)
 ECMAScript for XML (E4X), an extension that adds native XML support to ECMAScript (unsupported in
Firefox since version 21[53])
Syntax[edit]
Main article: JavaScript syntax
Simple examples[edit]
Variables in JavaScript can be defined using the var keyword:[54]
var x; // defines the variable x, although no value is assigned to it by default
var y = 2; // defines the variable y and assigns the value of 2 to it
Note the comments in the example above, both of which were preceded with two forward slashes.
There is no built-in I/O functionality in JavaScript; the runtime environment provides that. The ECMAScript
specification in edition 5.1 mentions:[55]
... indeed, there are no provisions in this specification for input of external data or output of computed results.
However, most runtime environments have a console object[56] that can be used to print output. Here is a
minimalist Hello World program:
console.log("Hello World!");
A simple recursive function:
function factorial(n) {
if (n === 0) {
return 1;
}
return n * factorial(n - 1);
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}
Anonymous function (or lambda) syntax and closure example:
var displayClosure = function() {
var count = 0;
return function () {
return ++count;
};
}
var inc = displayClosure();
inc(); // returns 1
inc(); // returns 2
inc(); // returns 3
Variadic function demonstration (arguments is a special variable).[57]
var sum = function() {
var i, x = 0;
for (i = 0; i < arguments.length; ++i) {
x += arguments[i];
}
return x;
}
sum(1, 2, 3); // returns 6
Immediately-invoked function expressions allow functions to pass around variables under their own closures.
var v;
v = 1;
var getValue = (function(v) {
return function() {return v;};
})(v);
v = 2;
getValue(); // 1
More advanced example[edit]
This sample code displays various JavaScript features.
/* Finds the lowest common multiple (LCM) of two numbers */
function LCMCalculator(x, y) { // constructor function
var checkInt = function (x) { // inner function
if (x % 1 !== 0) {
throw new TypeError(x + " is not an integer"); // throw an exception
}
return x;
};
this.a = checkInt(x)
// semicolons ^^^^ are optional, a newline is enough
this.b = checkInt(y);
}
// The prototype of object instances created by a constructor is
// that constructor's "prototype" property.
LCMCalculator.prototype = { // object literal
constructor: LCMCalculator, // when reassigning a prototype, set the constructor property appropriately
gcd: function () { // method that calculates the greatest common divisor
// Euclidean algorithm:
var a = Math.abs(this.a), b = Math.abs(this.b), t;
if (a < b) {
// swap variables
t = b;
b = a;
a = t;
}
while (b !== 0) {
t = b;
b = a % b;
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a = t;
}
// Only need to calculate GCD once, so "redefine" this method.
// (Actually not redefinition—it's defined on the instance itself,
// so that this.gcd refers to this "redefinition" instead of LCMCalculator.prototype.gcd.
// Note that this leads to a wrong result if the LCMCalculator object members "a" and/or "b" are altered
afterwards.)
// Also, 'gcd' === "gcd", this['gcd'] === this.gcd
this['gcd'] = function () {
return a;
};
return a;
},
// Object property names can be specified by strings delimited by double (") or single (') quotes.
lcm : function () {
// Variable names don't collide with object properties, e.g., |lcm| is not |this.lcm|.
// not using |this.a * this.b| to avoid FP precision issues
var lcm = this.a / this.gcd() * this.b;
// Only need to calculate lcm once, so "redefine" this method.
this.lcm = function () {
return lcm;
};
return lcm;
},
toString: function () {
return "LCMCalculator: a = " + this.a + ", b = " + this.b;
}
};
// Define generic output function; this implementation only works for Web browsers
function output(x) {
document.body.appendChild(document.createTextNode(x));
document.body.appendChild(document.createElement('br'));
}
// Note: Array's map() and forEach() are defined in JavaScript 1.6.
// They are used here to demonstrate JavaScript's inherent functional nature.
[[25, 55], [21, 56], [22, 58], [28, 56]].map(function (pair) { // array literal + mapping function
return new LCMCalculator(pair[0], pair[1]);
}).sort(function (a, b) { // sort with this comparative function
return a.lcm() - b.lcm();
}).forEach(function (obj) {
output(obj + ", gcd = " + obj.gcd() + ", lcm = " + obj.lcm());
});
The following output should be displayed in the browser window.
LCMCalculator: a = 28, b = 56, gcd = 28, lcm = 56
LCMCalculator: a = 21, b = 56, gcd = 7, lcm = 168
LCMCalculator: a = 25, b = 55, gcd = 5, lcm = 275
LCMCalculator: a = 22, b = 58, gcd = 2, lcm = 638
Use in web pages[edit]
See also: Dynamic HTML and Ajax (programming)
The most common use of JavaScript is to add client-side behavior to HTML pages, a.k.a. Dynamic
HTML (DHTML). Scripts are embedded in or included from HTML pages and interact with the
Document Object Model (DOM) of the page. Some simple examples of this usage are:




80

Loading new page content or submitting data to the server via AJAX without reloading the page
(for example, a social network might allow the user to post status updates without leaving the page)
Animation of page elements, fading them in and out, resizing them, moving them, etc.
Interactive content, for example games, and playing audio and video
Validating input values of a Web form to make sure that they are acceptable before being submitted to



the server.
Transmitting information about the user's reading habits and browsing activities to various websites.
Web pages frequently do this for web analytics, ad tracking, personalization or other purposes.[58]

Because JavaScript code can run locally in a user's browser (rather than on a remote server), the browser can
respond to user actions quickly, making an application more responsive. Furthermore, JavaScript code can
detect user actions that HTML alone cannot, such as individual keystrokes. Applications such as Gmail take
advantage of this: much of the user-interface logic is written in JavaScript, and JavaScript dispatches requests
for information (such as the content of an e-mail message) to the server. The wider trend of Ajax programming
similarly exploits this strength.
A JavaScript engine (also known as JavaScript interpreter or JavaScript implementation) is an interpreter that
interprets JavaScript source code and executes the script accordingly. The first JavaScript engine was created
by Brendan Eich atNetscape Communications Corporation, for the Netscape Navigator web browser. The
engine, code-namedSpiderMonkey, is implemented in C. It has since been updated (in JavaScript 1.5) to
conform to ECMA-262 Edition 3. TheRhino engine, created primarily by Norris Boyd (formerly of Netscape; now
at Google) is a JavaScript implementation inJava. Rhino, like SpiderMonkey, is ECMA-262 Edition 3 compliant.
A web browser is by far the most common host environment for JavaScript. Web browsers typically create "host
objects" to represent the Document Object Model (DOM) in JavaScript. The web server is another common host
environment. AJavaScript web server would typically expose host objects representing HTTP request and
response objects, which a JavaScript program could then interrogate and manipulate to dynamically generate
web pages.
Because JavaScript is the only language that the most popular browsers share support for, it has become
a target language for many frameworks in other languages, even though JavaScript was never intended to be
such a language.[59]Despite the performance limitations inherent to its dynamic nature, the increasing speed of
JavaScript engines has made the language a surprisingly feasible compilation target.
Example script
Below is a minimal example of a standards-conforming web page containing JavaScript (using HTML 5 syntax)
and theDOM:
<!DOCTYPE html>
<meta charset="utf-8">
<title>Minimal Example</title>
<h1 id="header">This is JavaScript</h1>
<script>
document.body.appendChild(document.createTextNode('Hello World!'));
var h1 = document.getElementById('header'); // holds a reference to the <h1> tag
h1 = document.getElementsByTagName('h1')[0]; // accessing the same <h1> element
</script>
<noscript>Your browser either does not support JavaScript, or has it turned off.</noscript>
Compatibility considerations[edit]
Main article: Web interoperability
Because JavaScript runs in widely varying environments, an important part of testing and debugging is to test
and verify that the JavaScript works across multiple browsers.
The DOM interfaces for manipulating web pages are not part of the ECMAScript standard, or of JavaScript itself.
Officially, the DOM interfaces are defined by a separate standardization effort by the W3C; in practice, browser
implementations differ from the standards and from each other, and not all browsers execute JavaScript.
To deal with these differences, JavaScript authors can attempt to write standards-compliant code that will also
be executed correctly by most browsers; failing that, they can write code that checks for the presence of certain
browser features and behaves differently if they are not available.[60] In some cases, two browsers may both
implement a feature but with different behavior, and authors may find it practical to detect what browser is
running and change their script's behavior to match.[61][62] Programmers may also use libraries or toolkits that
take browser differences into account.
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Furthermore, scripts may not work for some users. For example, a user may:

use an old or rare browser with incomplete or unusual DOM support,

use a PDA or mobile phone browser that cannot execute JavaScript,

have JavaScript execution disabled as a security precaution,

use a speech browser due to, for example, a visual disability.
To support these users, Web authors can try to create pages that degrade gracefully on user agents (browsers)
that do not support the page's JavaScript. In particular, the page should remain usable albeit without the extra
features that the JavaScript would have added. An alternative approach that many find preferable is to first
author content using basic technologies that work in all browsers, then enhance the content for users that have
JavaScript enabled. This is known asprogressive enhancement.
Accessibility
Main article: Web accessibility
Assuming that the user has not disabled its execution, client-side web JavaScript should be written to enhance
the experiences of visitors with visual or physical disabilities, and certainly should avoid denying information to
these visitors.[63]
Screen readers, used by the blind and partially sighted, can be JavaScript-aware and so may access and read
the page DOM after the script has altered it. The HTML should be as concise, navigable and semantically rich as
possible whether the scripts have run or not. JavaScript should not be totally reliant
on mouse or keyboard specific events because a user may be physically unable to use these input devices. For
this reason, device-agnostic events such as onfocus andonchange are preferable to device-centric events such
as onmouseover and onkeypress in most cases.[63]
JavaScript should not be used in a way that is confusing or disorienting to any Web user. For example, using
script to alter or disable the normal functionality of the browser, such as by changing the way the "back" or
"refresh" buttons work, is usually best avoided. Equally, triggering events that the user may not be aware of
reduces the user's sense of control as do unexpected scripted changes to the page content.[64]
Often the process of making a complex web page as accessible as possible becomes a nontrivial problem where
issues become matters of debate and opinion, and where compromises are necessary in the end. However, user
agents andassistive technologies are constantly evolving and new guidelines and relevant information are
continually being published on the Web.[63]
Security[edit]
JavaScript and the DOM provide the potential for malicious authors to deliver scripts to run on a client computer
via the Web. Browser authors contain this risk using two restrictions. First, scripts run in a sandbox in which they
can only perform Web-related actions, not general-purpose programming tasks like creating files. Second,
scripts are constrained by thesame origin policy: scripts from one Web site do not have access to information
such as usernames, passwords, or cookies sent to another site. Most JavaScript-related security bugs are
breaches of either the same origin policy or the sandbox.
There are subsets of general JavaScript — ADsafe, Secure ECMA Script (SES) — that provide greater level of
security, especially on code created by third parties (such as advertisements). [65][66]
Content Security Policy is the main intended method of ensuring that only trusted code is executed on a web
page.
See also: Content Security Policy
Cross-site vulnerabilities
Main articles: Cross-site scripting and Cross-site request forgery
A common JavaScript-related security problem is cross-site scripting, or XSS, a violation of the same-origin
policy. XSS vulnerabilities occur when an attacker is able to cause a target Web site, such as an online banking
website, to include a malicious script in the webpage presented to a victim. The script in this example can then
access the banking application with the privileges of the victim, potentially disclosing secret information or
transferring money without the victim's authorization. A solution to XSS vulnerabilities is to use HTML
escaping whenever displaying untrusted data.
Some browsers include partial protection against reflected XSS attacks, in which the attacker provides a URL
including malicious script. However, even users of those browsers are vulnerable to other XSS attacks, such as
those where the malicious code is stored in a database. Only correct design of Web applications on the server
side can fully prevent XSS.
XSS vulnerabilities can also occur because of implementation mistakes by browser authors. [67]
Another cross-site vulnerability is cross-site request forgery or CSRF. In CSRF, code on an attacker's site tricks
the victim's browser into taking actions the user didn't intend at a target site (like transferring money at a bank). It
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works because, if the target site relies only on cookies to authenticate requests, then requests initiated by code
on the attacker's site will carry the same legitimate login credentials as requests initiated by the user. In general,
the solution to CSRF is to require an authentication value in a hidden form field, and not only in the cookies, to
authenticate any request that might have lasting effects. Checking the HTTP Referrer header can also help.
"JavaScript hijacking" is a type of CSRF attack in which a <script> tag on an attacker's site exploits a page on
the victim's site that returns private information such as JSON or JavaScript. Possible solutions include:
 requiring an authentication token in the POST and GET parameters for any response that returns private
information
Misplaced trust in the client
Developers of client-server applications must recognize that untrusted clients may be under the control of
attackers. The application author cannot assume that his JavaScript code will run as intended (or at all) because
any secret embedded in the code could be extracted by a determined adversary. Some implications are:
 Web site authors cannot perfectly conceal how their JavaScript operates because the raw source code
must be sent to the client. The code can be obfuscated, but obfuscation can be reverse-engineered.
 JavaScript form validation only provides convenience for users, not security. If a site verifies that the user
agreed to its terms of service, or filters invalid characters out of fields that should only contain numbers, it
must do so on the server, not only the client.
 Scripts can be selectively disabled, so JavaScript can't be relied on to prevent operations such as rightclicking on an image to save it.[68]
 It is extremely bad practice to embed sensitive information such as passwords in JavaScript because it
can be extracted by an attacker.
Browser and plugin coding errors
JavaScript provides an interface to a wide range of browser capabilities, some of which may have flaws such
as buffer overflows. These flaws can allow attackers to write scripts that would run any code they wish on the
user's system. This code is not by any means limited to another JavaScript application. For example, a buffer
overrun exploit can allow an attacker to gain access to the operating system's API with superuser privileges.
These flaws have affected major browsers including Firefox,[69] Internet Explorer,[70] and Safari.[71]
Plugins, such as video players, Adobe Flash, and the wide range of ActiveX controls enabled by default in
Microsoft Internet Explorer, may also have flaws exploitable via JavaScript (such flaws have been exploited in
the past).[72][73]
In Windows Vista, Microsoft has attempted to contain the risks of bugs such as buffer overflows by running the
Internet Explorer process with limited privileges.[74] Google Chrome similarly confines its page renderers to their
own "sandbox".
Sandbox implementation errors
Web browsers are capable of running JavaScript outside the sandbox, with the privileges necessary to, for
example, create or delete files. Of course, such privileges aren't meant to be granted to code from the Web.
Incorrectly granting privileges to JavaScript from the Web has played a role in vulnerabilities in both Internet
Explorer[75]and Firefox.[76] In Windows XP Service Pack 2, Microsoft demoted JScript's privileges in Internet
Explorer.[77]
Microsoft Windows allows JavaScript source files on a computer's hard drive to be launched as general-purpose,
non-sandboxed programs (see: Windows Script Host). This makes JavaScript (like VBScript) a theoretically
viable vector for aTrojan horse, although JavaScript Trojan horses are uncommon in practice.[78]
Uses outside web pages[edit]
In addition to web browsers and servers, JavaScript interpreters are embedded in a number of tools. Each of
these applications provides its own object model that provides access to the host environment. The core
JavaScript language remains mostly the same in each application.
Embedded scripting language
Google's Chrome extensions, Opera's extensions, Apple's Safari 5 extensions, Apple's Dashboard Widgets,
Microsoft's Gadgets, Yahoo! Widgets, Google Desktop Gadgets, and Serence Klipfolio are implemented using
JavaScript.

The MongoDB database accepts queries written in JavaScript. MongoDB and NodeJS are the core
components ofMEAN: a solution stack for creating Web applications using just JavaScript.

Adobe's Acrobat and Adobe Reader support JavaScript in PDF files.[79]

Tools in the Adobe Creative Suite, including Photoshop, Illustrator, Dreamweaver, and InDesign,
allow scripting through JavaScript.
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OpenOffice.org, an office application suite, allows JavaScript to be used as a scripting language.
The interactive music signal processing software Max/MSP released by Cycling '74, offers a JavaScript
model of its environment for use by developers. It allows much more precise control than the default GUIcentric programming model.
Apple's Logic Pro X digital audio workstation (DAW) software can create custom MIDI effects
plugins using JavaScript.
ECMAScript was included in the VRML97 standard for scripting nodes of VRML scene description files.
The open-source Re-Animator framework allows developing 2D sprite-based games using JavaScript
and XML.[80]
The Unity game engine supports a modified version of JavaScript for scripting via Mono.[81]
DX Studio (3D engine) uses the SpiderMonkey implementation of JavaScript for game and simulation
logic.[82]
Maxwell Render (rendering software) provides an ECMA standard based scripting engine for tasks
automation.[83]
Google Apps Script in Google Spreadsheets and Google Sites allows users to create custom formulas,
automate repetitive tasks and also interact with other Google products such as Gmail.[84]
Many IRC clients, like ChatZilla or XChat, use JavaScript for their scripting abilities.[85][86]
SpinetiX products use the SpiderMonkey JavaScript engine to allow scripting within SVG files to create
digital signage projects.[87]

Scripting engine
Microsoft's Active Scripting technology supports JScript as a scripting language.[88]
The Java programming language introduced the javax.script package in version 6 that includes a JavaScript
implementation based on Mozilla Rhino. Thus, Java applications can host scripts that access the application's
variables and objects, much like web browsers host scripts that access a webpage's Document Object
Model(DOM).[89][90]The Qt C++ toolkit includes a QtScript module to interpret JavaScript, analogous to
Java's javax.scriptpackage.[91]JSDB (JavaScript for Databases) is an open-source JavaScript shell for Windows,
Mac OS X, Linux, and Unix, which extends the Mozilla JavaScript engine with file, database, email, and network
objects.[92]jslibs is an open-source JavaScript shell for Windows and Linux that extends the Mozilla JavaScript
engine. It has the ability to call functions in commonly used libraries like NSPR, SQLite, libTomCrypt, OpenGL,
OpenAL, and librsvg.[93]OS X Yosemite introduced JavaScript for Automation (JXA), which is built
upon JavaScriptCore and the Open Scripting Architecture. It features an Objective-C bridge which enables
entire Cocoa applications to be programmed in JavaScript.Late Night Software's JavaScript OSA (a.k.a.
JavaScript for OSA, or JSOSA) is a freeware alternative to AppleScriptfor Mac OS X. It is based on the Mozilla
1.5 JavaScript implementation, with the addition of a MacOS object for interaction with the operating system and
third-party applications.[94]
Application platform
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ActionScript, the programming language used in Adobe Flash, is another implementation of the
ECMAScript standard.
Adobe Integrated Runtime is a JavaScript runtime that allows developers to create desktop applications.
CA, Inc.'s AutoShell cross-application scripting environment is built on the SpiderMonkey JavaScript
engine. It containspreprocessor-like extensions for command definition, as well as custom classes for
various system-related tasks like file I/O, operation system command invocation and redirection, and
COM scripting.
GNOME Shell, the shell for the GNOME 3 desktop environment,[95] made JavaScript its default
programming language in 2013.[96]
The Mozilla platform, which underlies Firefox, Thunderbird, and some other web browsers, uses
JavaScript to implement the graphical user interface (GUI) of its various products.
myNFC is a JavaScript based framework that allows developers to create applications for smart
phones.[97]
Qt Quick's markup language (available since Qt 4.7) uses JavaScript for its application logic. Its
declarative syntax is also similar to JavaScript.
TypeScript is a programming language based on JavaScript that adds support for optional type
annotations and some other language extensions such as classes, interfaces and modules. A TS-script
compiles into plain JavaScript and can be executed in any JS host supporting ECMAScript 3 or higher.
The compiler is itself written in TypeScript.
Ubuntu Touch provides a JavaScript API for its unified usability interface.




webOS uses the WebKit implementation of JavaScript in its SDK to allow developers to create standalone applications solely in JavaScript.
WinJS provides a special Windows Library for JavaScript functionality in Windows 8 that enables the
development ofModern style (formerly Metro style) applications in HTML5 and JavaScript.

Microcontrollers
As the specifications of Microcontrollers have increased over the last few years, it has become possible to use
JavaScript to control hardware in embedded devices. There are currently two main implementations: [98]
 Espruino is a JavaScript interpreter for low power microcontrollers
 Tessel is a microcontroller board with built-in WiFi
Development tools
Within JavaScript, access to a debugger becomes invaluable when developing large, non-trivial programs.
Because there can be implementation differences between the various browsers (particularly within
the Document Object Model), it is useful to have access to a debugger for each of the browsers that a Web
application targets.[99]
Script debuggers are available for Internet Explorer, Firefox, Safari, Google
Chrome, Opera and Node.js[100][101][102]
Three debuggers are available for Internet Explorer: Microsoft Visual Studio is the richest of the three, closely
followed byMicrosoft Script Editor (a component of Microsoft Office),[103] and finally the
free Microsoft Script Debugger that is far more basic than the other two.
The free Microsoft Visual Web Developer Express provides a limited version of the JavaScript debugging
functionality in Microsoft Visual Studio. Internet Explorer has included developer tools since version 8 (reached
by pressing the F12 key).
Web applications within Firefox can be debugged using the Firebug add-on, or the older Venkman debugger.
Firefox also has a simpler built-in Error Console, which logs and evaluates JavaScript. It also logs CSS errors
and warnings.
Opera includes a set of tools called Dragonfly.[104]
WebKit's Web Inspector includes a JavaScript debugger,[105] which is used in Safari. A modified version called
Blink DevTools is used in Google Chrome.
Node.js has node-inspector, an interactive debugger that integrates with the Blink DevTools,
available in Google Chrome.
Some debugging aids are themselves written in JavaScript and built to run on the Web. An example is the
program JSLint, developed by Douglas Crockford who has written extensively on the language. JSLint scans
JavaScript code for conformance to a set of standards and guidelines.
Criticisms
JavaScript is a loosely typed language (see Dynamic typing above). Loose typing places a majority responsibility
for static type management on programmer discipline, very little on the compiler, and late reporting of type safety
violation on the run-time. The result is a development environment where type bugs can be easily introduced due
to human fallibility.
The bugs may be difficult to detect or may go undetected by the run-time for several reasons:
 Bugs may never be detected due to host code never being exercised.
 Bugs may not be detected due to unreachable host code.
 Bugs may not be detected due to not meeting governing business rules, even though technically correctly
typed.
Criticism based on loose typing then cautions programmers to be aware of the need for greater programmer
discipline and project schedule impact because both detected and undetected bugs increase production time at
unpredictable rates.
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Related languages and features
JSON, or JavaScript Object Notation, is a general-purpose data interchange format that is defined as a subset of
JavaScript's literal syntax.
jQuery is a popular JavaScript library designed to simplify DOM-oriented client-side HTML scripting along with
offering cross-browser compatibility because various browsers respond differently to certain vanilla JavaScript
code.
Underscore.js is a utility JavaScript library for data manipulation that is used in both client-side and server-side
network applications.
Mozilla browsers currently support LiveConnect, a feature that allows JavaScript and Java to intercommunicate
on the Web. However, Mozilla-specific support for LiveConnect is scheduled to be phased out in the future in
favor of passing on the LiveConnect handling via NPAPI to the Java 1.6+ plug-in (not yet supported on the Mac
as of March 2010).[111] Most browser inspection tools, such as Firebug in Firefox, include JavaScript interpreters
that can act on the visible page's DOM.
asm.js is a subset of JavaScript that can be run in any JavaScript engine or run faster in an ahead-of-time (AOT)
compiling engine.[112]
Use as an intermediate language
As JavaScript is the most widely supported client-side language that can run within a web browser, it has
become anintermediate language for other languages to target. This has included both newly created languages
and ports of existing languages. Some of these include:
















Objective-J, a superset of JavaScript that compiles to standard JavaScript. It adds traditional inheritance
and Smalltalk/Objective-C style dynamic dispatch and optional pseudo-static typing to JavaScript.
Processing.js, a JavaScript port of Processing, a programming language designed to write visualizations,
images, and interactive content. It allows web browsers to display animations, visual applications, games
and other graphical rich content without the need for a Java applet or Flash plugin.
CoffeeScript, an alternate syntax for JavaScript intended to be more concise and readable. It adds
features like array comprehensions (also available in JavaScript since version 1.7) [113] and pattern
matching. Like Objective-J, it compiles to JavaScript. Ruby and Python have been cited as influential on
CoffeeScript syntax.
Google Web Toolkit translates a subset of Java to JavaScript.
Scala, an object-oriented and functional programming language, has an experimental Scala-to-JavaScript
compiler.[114]
Pyjamas, a port of Google Web Toolkit to Python (translates a subset of Python to JavaScript)
Dart, an open-source programming language developed by Google, can be compiled to JavaScript.
Whalesong,[115] a Racket-to-JavaScript compiler.
Emscripten, a LLVM-backend for porting native libraries to JavaScript.
Fantom a programming language that runs on JVM, .NET and JavaScript.
TypeScript, a free and open-source programming language developed by Microsoft. It is a superset of
JavaScript, and essentially adds optional static typing and class-based object-oriented programming to
the language.
Haxe, an open-source high-level multiplatform programming language and compiler that can produce
applications and source code for many different platforms including JavaScript.
ClojureScript,[116] a compiler for Clojure that targets JavaScript. It is designed to emit JavaScript code that
is compatible with the advanced compilation mode of the Google Closure optimizing compiler.
Kotlin, a statically-typed language that also compiles to Java byte code.

JavaScript and Java
A common misconception is that JavaScript is similar or closely related to Java. It is true that both have a C-like
syntax (the C language being their most immediate common ancestor language). They also are both
typically sandboxed (when used inside a browser), and JavaScript was designed with Java's syntax and
standard library in mind. In particular, all Java keywords were reserved in original JavaScript, JavaScript's
standard library follows Java's naming conventions, and JavaScript's Math and Date objects are based on
classes from Java 1.0,[117] but the similarities end there.
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The differences between the two languages are more prominent than their similarities. Java has static typing,
while JavaScript's typing is dynamic. Java is loaded from compiled bytecode, while JavaScript is loaded as
human-readable source code. Java's objects are class-based, while JavaScript's are prototype-based. Finally,
Java did not supportfunctional programming until Java 8, while JavaScript does, as it contains many features
based on Scheme.
Java (programming language)
From: http://en.wikipedia.org/wiki/Java_(programming_language)
Java

Paradigm

multi-paradigm: objectoriented, structured,imperative, functional,generic, refl
ective,concurrent

Designed by

James Gosling and
Sun Microsystems

Developer

Oracle Corporation

First appeared

1995; 20 years ago[1]

Stable release

Java Standard Edition 8 Update 45 (1.8.0_45)[2] /
April 14, 2015; 21 days ago[2]

Preview release

Java Standard Edition 9 Early Access b46 (1.9.0-eab46) / January 20, 2015; 3 months ago

Typing discipline

Static, strong, safe,nominative, manifest

Implementation
language

C and C++

OS

Cross-platform (multi-platform)

License

GNU General Public License, Java Community
Process

Filename extensions

.java , .class, .jar

Website

For Java Developers

Major implementations
OpenJDK, GNU Compiler for Java(gcj),many others
Dialects
Generic Java, Pizza
Influenced by
Ada 83, C++, C#,[3] Eiffel,[4] Generic Java,Mesa,[5] Modula3,[6] Oberon,[7] Objective-C,[8]UCSD Pascal,[9][10] Smalltalk
Influenced
Ada
2005, BeanShell, C#, Clojure, D,ECMAScript, Groovy, J#, JavaScript, Kotlin,PH
P, Python, Scala, Seed7, Vala, Hack[11]

Java is a general-purpose computer programming language that isconcurrent, class-based, objectoriented,[12] and specifically designed to have as few implementation dependencies as possible. It is intended to
let application developers "write once, run anywhere" (WORA),[13] meaning thatcompiled Java code can run on all
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platforms that support Java without the need for recompilation.[14] Java applications are typically compiled
tobytecode that can run on any Java virtual machine (JVM) regardless ofcomputer architecture. As of 2015, Java
is one of the most popular programming languages in use,[15][16][17][18] particularly for client-server web applications,
with a reported 9 million developers.[citation needed] Java was originally developed by James Gosling at Sun
Microsystems (which has since been acquired by Oracle Corporation) and released in 1995 as a core component
of Sun Microsystems' Java platform. The language derives much of its syntax from C and C++, but it has
fewer low-level facilities than either of them.
The original and reference implementation Java compilers, virtual machines, and class libraries were originally
released by Sun under proprietary licences. As of May 2007, in compliance with the specifications of the Java
Community Process, Sun relicensed most of its Java technologies under theGNU General Public License. Others
have also developed alternative implementations of these Sun technologies, such as the GNU Compiler for
Java (bytecode compiler), GNU Classpath (standard libraries), and IcedTea-Web (browser plugin for applets).
History
See also: Java (software platform) § History
Duke, the Java mascot
James Gosling, the creator of Java (2008)

The TIOBE programming language popularity index graph from 2002 to 2015. Over the course of a decade Java
(black) and C (blue) competing for the top position.
James Gosling, Mike Sheridan, and Patrick Naughton initiated the Java language project in June 1991.[19] Java
was originally designed for interactive television, but it was too advanced for the digital cable television industry at
the time.[20] The language was initially called Oak after an oak tree that stood outside Gosling's office. Later the
project went by the name Green and was finally renamed Java, from Java coffee.[21] Gosling designed Java with a
C/C++-style syntax that system and application programmers would find familiar.[22]
Sun Microsystems released the first public implementation as Java 1.0 in 1995.[1] It promised "Write Once, Run
Anywhere" (WORA), providing no-cost run-times on popularplatforms. Fairly secure and featuring configurable
security, it allowed network- and file-access restrictions. Major web browsers soon incorporated the ability to
run Java appletswithin web pages, and Java quickly became popular. The Java 1.0 compiler was re-written in
Java by Arthur van Hoff to comply strictly with the Java 1.0 language specification.[23] With the advent of Java
2 (released initially as J2SE 1.2 in December 1998 – 1999), new versions had multiple configurations built for
different types of platforms. J2EE included technologies and APIs for enterprise applications typically run in server
environments, while J2ME featured APIs optimized for mobile applications. The desktop version was
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renamed J2SE. In 2006, for marketing purposes, Sun renamed new J2 versions as Java EE, Java ME, and Java
SE, respectively.
In 1997, Sun Microsystems approached the ISO/IEC JTC 1 standards body and later the Ecma International to
formalize Java, but it soon withdrew from the process.[24][25][26] Java remains a de facto standard, controlled
through the Java Community Process.[27] At one time, Sun made most of its Java implementations available
without charge, despite their proprietary software status. Sun generated revenue from Java through the selling of
licenses for specialized products such as the Java Enterprise System.
On November 13, 2006, Sun released much of Java as free and open-source software, (FOSS), under the terms
of the GNU General Public License (GPL). On May 8, 2007, Sun finished the process, making all of Java's core
code available under free software/open-source distribution terms, aside from a small portion of code to which
Sun did not hold the copyright.[28]
Sun's vice-president Rich Green said that Sun's ideal role with regard to Java was as an
"evangelist".[29] Following Oracle Corporation's acquisition of Sun Microsystems in 2009-2010, Oracle has
described itself as the "steward of Java technology with a relentless commitment to fostering a community of
participation and transparency".[30] This did not prevent Oracle from filing a lawsuit against Google shortly after
that for using Java inside the Android SDK (see Google section below). Java software runs on everything
from laptops to data centers,game consoles to scientific supercomputers.[31] On April 2, 2010, James Gosling
resigned from Oracle.[32]
Principles
There were five primary goals in the creation of the Java language: [14]
1. It must be "simple, object-oriented and familiar".
2. It must be "robust and secure".
3. It must be "architecture-neutral and portable".
4. It must execute with "high performance".
5. It must be "interpreted, threaded, and dynamic".
Versions[edit]
Main article: Java version history
Major release versions of Java, along with their release dates:
 JDK 1.0 (January 21, 1996)
 JDK 1.1 (February 19, 1997)
 J2SE 1.2 (December 8, 1998)
 J2SE 1.3 (May 8, 2000)
 J2SE 1.4 (February 6, 2002)
 J2SE 5.0 (September 30, 2004)
 Java SE 6 (December 11, 2006)
 Java SE 7 (July 28, 2011)
 Java SE 8 (March 18, 2014)
Practices
Java platform
Main articles: Java (software platform) and Java virtual machine
One design goal of Java is portability, which means that programs written for the Java platform must run similarly
on any combination of hardware and operating system with adequate runtime support. This is achieved by
compiling the Java language code to an intermediate representation called Java bytecode, instead of directly to
architecture-specific machine code. Java bytecode instructions are analogous to machine code, but they are
intended to be executed by a virtual machine (VM) written specifically for the host hardware. End users commonly
use a Java Runtime Environment (JRE) installed on their own machine for standalone Java applications, or in a
web browser for Java applets.
Standardized libraries provide a generic way to access host-specific features such as graphics, threading,
and networking.
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A major benefit of using bytecode is porting. However, the overhead of interpretation means that interpreted
programs almost always run more slowly than programs compiled to native executables would. Just-in-Time (JIT)
compilers were introduced from an early stage that compile bytecodes to machine code during runtime. Java is
platform independent. But as Java virtual machine must convert Java bytecode into machine language which
depends on the operating system being used, it is platform dependent.[33]
Implementations[edit]
See also: Free Java implementations
Oracle Corporation is the current owner of the official implementation of the Java SE platform, following their
acquisition ofSun Microsystems on January 27, 2010. This implementation is based on the original
implementation of Java by Sun. The Oracle implementation is available for Microsoft Windows, Mac OS
X, Linux and Solaris. Because Java lacks any formal standardization recognized by Ecma International, ISO/IEC,
ANSI, or other third-party standards organization, the Oracle implementation is the de facto standard.
The Oracle implementation is packaged into two different distributions: The Java Runtime Environment (JRE)
which contains the parts of the Java SE platform required to run Java programs and is intended for end users,
and the Java Development Kit (JDK), which is intended for software developers and includes development tools
such as the Java compiler, Javadoc, Jar, and a debugger.
OpenJDK is another notable Java SE implementation that is licensed under the GNU GPL. The implementation
started when Sun began releasing the Java source code under the GPL. As of Java SE 7, OpenJDK is the official
Java reference implementation.
The goal of Java is to make all implementations of Java compatible. Historically, Sun's trademark license for
usage of the Java brand insists that all implementations be "compatible". This resulted in a legal dispute
with Microsoft after Sun claimed that the Microsoft implementation did not support RMI or JNI and had added
platform-specific features of their own. Sun sued in 1997, and in 2001 won a settlement of US$20 million, as well
as a court order enforcing the terms of the license from Sun. [34] As a result, Microsoft no longer
ships Windows with Java.
Platform-independent Java is essential to Java EE, and an even more rigorous validation is required to certify an
implementation. This environment enables portable server-side applications.
Performance
Main article: Java performance
Programs written in Java have a reputation for being slower and requiring more memory than those written in
C++.[35][36]However, Java programs' execution speed improved significantly with the introduction of Just-in-time
compilation in 1997/1998 for Java 1.1,[37] the addition of language features supporting better code analysis (such
as inner classes, the StringBuilder class, optional assertions, etc.), and optimizations in the Java virtual machine,
such as HotSpot becoming the default for Sun's JVM in 2000.
Some platforms offer direct hardware support for Java; there are microcontrollers that can run Java in hardware
instead of a software Java virtual machine, and ARM based processors can have hardware support for executing
Java bytecode through their Jazelle option.
Automatic memory management
Java uses an automatic garbage collector to manage memory in the object lifecycle. The programmer determines
when objects are created, and the Java runtime is responsible for recovering the memory once objects are no
longer in use. Once no references to an object remain, the unreachable memory becomes eligible to be freed
automatically by the garbage collector. Something similar to a memory leak may still occur if a programmer's code
holds a reference to an object that is no longer needed, typically when objects that are no longer needed are
stored in containers that are still in use. If methods for a nonexistent object are called, a "null pointer exception" is
thrown.[38][39]
One of the ideas behind Java's automatic memory management model is that programmers can be spared the
burden of having to perform manual memory management. In some languages, memory for the creation of
objects is implicitly allocated on the stack, or explicitly allocated and deallocated from the heap. In the latter case
the responsibility of managing memory resides with the programmer. If the program does not deallocate an
object, a memory leak occurs. If the program attempts to access or deallocate memory that has already been
deallocated, the result is undefined and difficult to predict, and the program is likely to become unstable and/or
crash. This can be partially remedied by the use ofsmart pointers, but these add overhead and complexity. Note
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that garbage collection does not prevent "logical" memory leaks, i.e., those where the memory is still referenced
but never used.
Garbage collection may happen at any time. Ideally, it will occur when a program is idle. It is guaranteed to be
triggered if there is insufficient free memory on the heap to allocate a new object; this can cause a program to
stall momentarily. Explicit memory management is not possible in Java.
Java does not support C/C++ style pointer arithmetic, where object addresses and unsigned integers (usually
long integers) can be used interchangeably. This allows the garbage collector to relocate referenced objects and
ensures type safety and security.
As in C++ and some other object-oriented languages, variables of Java's primitive data types are not objects.
Values of primitive types are either stored directly in fields (for objects) or on the stack (for methods) rather than
on the heap, as is commonly true for objects (but see escape analysis). This was a conscious decision by Java's
designers for performance reasons. Because of this, Java was not considered to be a pure object-oriented
programming language. However, as of Java 5.0, autoboxing enables programmers to proceed as if primitive
types were instances of their wrapper class.
Java contains multiple types of garbage collectors. By default,[citation needed] HotSpot uses the parallel scavenge
garbage collector. However, there are also several other garbage collectors that can be used to manage the
heap. For 90% of applications in Java, the Concurrent Mark-Sweep garbage collector is sufficient.[40] Oracle aims
to replace CMS with theGarbage-first collector (G1).
Syntax
Main article: Java syntax
The syntax of Java is largely derived from C++. Unlike C++, which combines the syntax for structured, generic,
and object-oriented programming, Java was built almost exclusively as an object-oriented language.[14] All code is
written inside classes, and every data item is an object, with the exception of the primitive data types, i.e. integers,
floating-point numbers, boolean values, and characters, which are not objects for performance reasons.
Unlike C++, Java does not support operator overloading[41] or multiple inheritance for classes, though multiple
inheritance is supported for interfaces.[42] This simplifies the language and aids in preventing potential errors
and anti-pattern design.
Java uses comments similar to those of C++. There are three different styles of comments: a single line style
marked with two slashes ( // ), a multiple line style opened with /* and closed with */ , and
the Javadoc commenting style opened with /** and closed with */ . The Javadoc style of commenting allows the
user to run the Javadoc executable to create documentation for the program.
Example:
// This is an example of a single line comment using two slashes
/* This is an example of a multiple line comment using the slash and asterisk.
This type of comment can be used to hold a lot of information or deactivate
code, but it is very important to remember to close the comment. */
package fibsandlies;
import java.util.HashMap;
/**
* This is an example of a Javadoc comment; Javadoc can compile documentation
* from this text. Javadoc comments must immediately precede the class, method, or field being
documented.
*/
public class FibCalculator extends Fibonacci implements Calculator {
private static Map<Integer, Integer> memoized = new HashMap<Integer, Integer>();
/**
* The main method written as follows is used by the JVM as a starting point for the program.
*/
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public static void main(String[] args) {
memoized.put(1, 1);
memoized.put(2, 1);
System.out.println(fibonacci(12)); //Get the 12th Fibonacci number and print to console
}
/**
* An example of a method written in Java, wrapped in a class.
* Given a non-negative number FIBINDEX, returns
* the Nth Fibonacci number, where N equals FIBINDEX.
* @param fibIndex The index of the Fibonacci number
* @return The Fibonacci number
*/
public static int fibonacci(int fibIndex) {
if (memoized.containsKey(fibIndex)) {
return memoized.get(fibIndex);
} else {
int answer = fibonacci(fibIndex - 1) + fibonacci(fibIndex - 2);
memoized.put(fibIndex, answer);
return answer;
}
}
}
Examples[edit]
Hello World[edit]
The traditional "Hello, world!" program can be written in Java as:[43]
class HelloWorldApp {
public static void main(String[] args) {
System.out.println("Hello World!"); // Prints the string to the console.
}
}
To compare this to other programming languages see the list of "Hello World!" program examples.
Source files must be named after the public class they contain, appending the suffix .java , for
example, HelloWorldApp.java . It must first be compiled into bytecode, using a Java compiler, producing a file
named HelloWorldApp.class . Only then can it be executed, or 'launched'. The Java source file may only contain
one public class, but it can contain multiple classes with other than public access and any number of public inner
classes. When the source file contains multiple classes, make one class 'public' and name the source file with that
public class name.
A class that is not declared public may be stored in any .java file. The compiler will generate a class file for
each class defined in the source file. The name of the class file is the name of the class, with .class appended.
For class file generation, anonymous classes are treated as if their name were the concatenation of the name of
their enclosing class, a$, and an integer.
The keyword public denotes that a method can be called from code in other classes, or that a class may be
used by classes outside the class hierarchy. The class hierarchy is related to the name of the directory in which
the .java file is located.
The keyword static in front of a method indicates a static method, which is associated only with the class and not
with any specific instance of that class. Only static methods can be invoked without a reference to an object.
Static methods cannot access any class members that are not also static.
The keyword void indicates that the main method does not return any value to the caller. If a Java program is to
exit with an error code, it must call System.exit() explicitly.
The method name " main " is not a keyword in the Java language. It is simply the name of the method the Java
launcher calls to pass control to the program. Java classes that run in managed environments such as applets
and Enterprise JavaBeans do not use or need a main() method. A Java program may contain multiple classes
that have main methods, which means that the VM needs to be explicitly told which class to launch from.
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The main method must accept an array of String objects. By convention, it is referenced as args although any
other legal identifier name can be used. Since Java 5, the main method can also use variable arguments, in the
form of public static void main(String... args) , allowing the main method to be invoked with an arbitrary number
of String arguments. The effect of this alternate declaration is semantically identical (the args parameter is still an
array of String objects), but it allows an alternative syntax for creating and passing the array.
The Java launcher launches Java by loading a given class (specified on the command line or as an attribute in
a JAR) and starting its public static void main(String[]) method. Stand-alone programs must declare this method
explicitly. The String[] args parameter is an array of String objects containing any arguments passed to the
class. The parameters to main are often passed by means of a command line.
Printing is part of a Java standard library: The System class defines a public static field called out .
The out object is an instance of the PrintStream class and provides many methods for printing data to standard
out, including println(String) which also appends a new line to the passed string.
The string "Hello World!" is automatically converted to a String object by the compiler.
A more comprehensive example[edit]
// OddEven.java
import javax.swing.JOptionPane;
public class OddEven {
private int userInput; // a whole number("int" means integer)
/**
* This is the constructor method. It gets called when an object of the OddEven type
* is being created.
*/
public OddEven() {
/*
* In most Java programs constructors can initialize objects with default values, or create
* other objects that this object might use to perform its functions. In some Java programs, the
* constructor may simply be an empty function if nothing needs to be initialized prior to the
* functioning of the object. In this program's case, an empty constructor would suffice.
* A constructor must exist; however, if the user doesn't put one in then the compiler
* will create an empty one.
*/
}
/**
* This is the main method. It gets called when this class is run through a Java interpreter.
* @param args command line arguments (unused)
*/
public static void main(final String[] args) {
/*
* This line of code creates a new instance of this class called "number" (also known as an
* Object) and initializes it by calling the constructor. The next line of code calls
* the "showDialog()" method, which brings up a prompt to ask you for a number.
*/
OddEven number = new OddEven();
number.showDialog();
}
public void showDialog() {
/*
* "try" makes sure nothing goes wrong. If something does,
* the interpreter skips to "catch" to see what it should do.
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*/
try {
/*
* The code below brings up a JOptionPane, which is a dialog box
* The String returned by the "showInputDialog()" method is converted into
* an integer, making the program treat it as a number instead of a word.
* After that, this method calls a second method, calculate() that will
* display either "Even" or "Odd."
*/
userInput = Integer.parseInt(JOptionPane.showInputDialog("Please enter a number."));
calculate();
} catch (final NumberFormatException e) {
/*
* Getting in the catch block means that there was a problem with the format of
* the number. Probably some letters were typed in instead of a number.
*/
System.err.println("ERROR: Invalid input. Please type in a numerical value.");
}
}
/**
* When this gets called, it sends a message to the interpreter.
* The interpreter usually shows it on the command prompt (For Windows users)
* or the terminal (For *nix users).(Assuming it's open)
*/
private void calculate() {
if ((userInput % 2) == 0) {
JOptionPane.showMessageDialog(null, "Even");
} else {
JOptionPane.showMessageDialog(null, "Odd");
}
}
}


The import statement imports the JOptionPane class from the javax.swing package.



The OddEven class declares a single private field of type int named userInput . Every instance of
the OddEven class has its own copy of the userInput field. The private declaration means that no other class





can access (read or write) the userInput field.
OddEven() is a public constructor. Constructors have the same name as the enclosing class they are
declared in, and unlike a method, have no return type. A constructor is used to initialize an object that is a
newly created instance of the class.
The calculate() method is declared without the static keyword. This means that the method is invoked using
a specific instance of the OddEven class. (The reference used to invoke the method is passed as an
undeclared parameter of type OddEven named this .) The method tests the expression userInput % 2 ==
0 using the if keyword to see if the remainder of dividing the userInput field belonging to the instance of the
class by two is zero. If this expression is true, then it prints Even; if this expression is false it prints Odd.
(The calculate method can be equivalently accessed as this.calculate and the userInput field can be



equivalently accessed as this.userInput , which both explicitly use the undeclared this parameter.)
OddEven number = new OddEven(); declares a local object reference variable in the main method
named number . This variable can hold a reference to an object of type OddEven . The declaration
initializes number by first creating an instance of the OddEven class, using the new keyword and



the OddEven() constructor, and then assigning this instance to the variable.
The statement number.showDialog(); calls the calculate method. The instance of OddEven object
referenced by the number local variable is used to invoke the method and passed as the
undeclared this parameter to the calculate method.
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userInput = Integer.parseInt(JOptionPane.showInputDialog("Please Enter A Number")); is a statement
that converts the type of String to the primitive data type int by using a utility function in the primitive wrapper
class Integer.

Special classes
Applet[edit]
Main article: Java applet
Java applets are programs that are embedded in other applications, typically in a Web page displayed in a web
browser.
// Hello.java
import javax.swing.JApplet;
import java.awt.Graphics;
public class Hello extends JApplet {
public void paintComponent(final Graphics g) {
g.drawString("Hello, world!", 65, 95);
}
}
The import statements direct the Java compiler to include
the javax.swing.JApplet and java.awt.Graphics classes in the compilation. The import statement allows these
classes to be referenced in the source code using thesimple class name (i.e. JApplet ) instead of the fully
qualified class name (FQCN, i.e. javax.swing.JApplet ).
The Hello class extends (subclasses) the JApplet (Java Applet) class; the JApplet class provides the
framework for the host application to display and control the lifecycle of the applet. The JApplet class is a
JComponent (Java Graphical Component) which provides the applet with the capability to display a graphical user
interface (GUI) and respond to user events.
The Hello class overrides the paintComponent(Graphics) method (additionally indicated with the annotation,
supported as of JDK 1.5, Override ) inherited from the Container superclass to provide the code to display the
applet. The paintComponent() method is passed a Graphics object that contains the graphic context used to
display the applet. The paintComponent() method calls the graphic context drawString(String, int, int) method to
display the "Hello, world!" string at a pixel offset of ( 65, 95 ) from the upper-left corner in the applet's display.
<!DOCTYPE HTML PUBLIC "-//W3C//DTD HTML 4.01//EN"
"http://www.w3.org/TR/html4/strict.dtd">
<!-- Hello.html -->
<html>
<head>
<title>Hello World Applet</title>
</head>
<body>
<applet code="Hello.class" width="200" height="200">
</applet>
</body>
</html>
An applet is placed in an HTML document using the <applet> HTML element. The applet tag has three
attributes set: code="Hello" specifies the name of the JApplet class and width="200" height="200" sets the
pixel width and height of the applet. Applets may also be embedded in HTML using either
the object or embed element,[44] although support for these elements by web browsers is
inconsistent.[45] However, the applet tag is deprecated, so the object tag is preferred where supported.
The host application, typically a Web browser, instantiates the Hello applet and creates an AppletContext for the
applet. Once the applet has initialized itself, it is added to the AWT display hierarchy.
The paintComponent() method is called by the AWT event dispatching thread whenever the display needs the
applet to draw itself.
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Servlet
Main article: Java Servlet
Java Servlet technology provides Web developers with a simple, consistent mechanism for extending the
functionality of a Web server and for accessing existing business systems. Servlets are server-side Java EE
components that generate responses (typically HTML pages) to requests (typically HTTP requests) from clients. A
servlet can almost be thought of as an applet that runs on the server side—without a face.
// Hello.java
import java.io.*;
import javax.servlet.*;
public class Hello extends GenericServlet {
public void service(final ServletRequest request, final ServletResponse response)
throws ServletException, IOException {
response.setContentType("text/html");
final PrintWriter pw = response.getWriter();
try {
pw.println("Hello, world!");
} finally {
pw.close();
}
}
}
The import statements direct the Java compiler to include all the public classes and interfaces from
the java.io and javax.servlet packages in the compilation. Packages make Java well suited for large scale
applications.
The Hello class extends the GenericServlet class; the GenericServlet class provides the interface for
theserver to forward requests to the servlet and control the servlet's lifecycle.
The Hello class overrides the service(ServletRequest, ServletResponse) method defined by
the Servlet interface to provide the code for the service request handler. The service() method is passed:
a ServletRequest object that contains the request from the client and a ServletResponse object used to create
the response returned to the client. The service() method declares that
it throws the exceptions ServletException and IOException if a problem prevents it from responding to the
request.
The setContentType(String) method in the response object is called to set the MIME content type of the returned
data to "text/html". The getWriter() method in the response returns a PrintWriter object that is used to write the
data that is sent to the client. The println(String) method is called to write the "Hello, world!" string to the
response and then the close() method is called to close the print writer, which causes the data that has been
written to the stream to be returned to the client.
JavaServer Pages
Main article: JavaServer Pages
JavaServer Pages (JSP) are server-side Java EE components that generate responses, typically HTML pages,
to HTTPrequests from clients. JSPs embed Java code in an HTML page by using the
special delimiters <% and %> . A JSP is compiled to a Java servlet, a Java application in its own right, the first
time it is accessed. After that, the generated servlet creates the response.
Swing application
Main article: Swing (Java)
Swing is a graphical user interface library for the Java SE platform. It is possible to specify a different look and
feel through the pluggable look and feel system of Swing. Clones of Windows, GTK+ and Motif are supplied by
Sun. Apple also provides an Aqua look and feel for Mac OS X. Where prior implementations of these looks and
feels may have been considered lacking, Swing in Java SE 6 addresses this problem by using more native GUI
widget drawing routines of the underlying platforms.
This example Swing application creates a single window with "Hello, world!" inside:
// Hello.java (Java SE 5)
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import javax.swing.*;
public class Hello extends JFrame {
public Hello() {
super("hello");
super.setDefaultCloseOperation(WindowConstants.EXIT_ON_CLOSE);
super.add(new JLabel("Hello, world!"));
super.pack();
super.setVisible(true);
}
public static void main(final String[] args) {
new Hello();
}
}
The first import includes all the public classes and interfaces from the javax.swing package.
The Hello class extends the JFrame class; the JFrame class implements a window with a title bar and a
closecontrol.
The Hello() constructor initializes the frame by first calling the superclass constructor, passing the
parameter "hello" , which is used as the window's title. It then calls the setDefaultCloseOperation(int) method
inherited from JFrame to set the default operation when the close control on the title bar is selected
to WindowConstants.EXIT_ON_CLOSE — this causes the JFrame to be disposed of when the frame is closed
(as opposed to merely hidden), which allows the Java virtual machine to exit and the program to terminate. Next,
a JLabel is created for the string "Hello, world!" and the add(Component) method inherited from
the Container superclass is called to add the label to the frame. The pack() method inherited from
the Window superclass is called to size the window and lay out its contents.
The main() method is called by the Java virtual machine when the program starts. It instantiates a
new Hello frame and causes it to be displayed by calling the setVisible(boolean) method inherited from
the Component superclass with the boolean parameter true . Once the frame is displayed, exiting
the main method does not cause the program to terminate because the AWT event dispatching thread remains
active until all of the Swing top-level windows have been disposed.
Generics
Main article: Generics in Java
In 2004, generics were added to the Java language, as part of J2SE 5.0. Prior to the introduction of generics,
each variable declaration had to be of a specific type. For container classes, for example, this is a problem
because there is no easy way to create a container that accepts only specific types of objects. Either the
container operates on all subtypes of a class or interface, usually Object , or a different container class has to be
created for each contained class. Generics allow compile-time type checking without having to create many
container classes, each containing almost identical code. In addition to enabling more efficient code, certain
runtime exceptions are converted to compile-time errors, a characteristic known as type safety.
Criticism[edit]
Main article: Criticism of Java
Criticisms directed at Java include the implementation of generics, [46] speed,[47] the handling of unsigned
numbers,[48] the implementation of floating-point arithmetic,[49] and a history of security vulnerabilities in the
primary Java VM implementation HotSpot.[50]
Use on unofficial software platforms[edit]
The Java programming language requires the presence of a software platform in order for compiled programs to
be executed. A well-known unofficial Java-like software platform is the Android software platform, which allows
the use of Java 6 and some Java 7 features, uses a different standard library (Apache
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Harmony reimplementation), different bytecode language and different virtual machine, and is designed for lowmemory devices such as smartphones and tablet computers.
The Android operating system makes extensive use of Java-related technology.
Google and Android, Inc. have chosen to use Java as a key pillar in the creation of theAndroid operating system,
an open source mobile operating system. Although the Android operating system, built on the Linux kernel, was
written largely in C, the Android SDK uses the Java language as the basis for Android applications. However,
Android does not use the Java virtual machine, instead using Java bytecode as an intermediate step and
ultimately targeting Android's own Dalvik virtual machine.
Android also does not provide the full Java SE standard library, although the Android class library does include an
independent implementation of a large subset of it. This led to a legal dispute between Oracle and Google. On
May 7, 2012, a San Francisco jury found that if APIs could be copyrighted, then Google had infringed Oracle's
copyrights by the use of Java in Android devices.[51] District Judge William Haskell Alsup ruled on May 31, 2012,
that APIs cannot be copyrighted,[52] but this was reversed by the Ninth Circuit Court of Appeals in May 2014. [53][54]
Class libraries
Main article: Java Class Library
The Java Class Library is the standard library, developed to support application development in Java. It is
controlled bySun Microsystems in cooperation with others through the Java Community Process program.
Companies or individuals participating in this process can influence the design and development of the APIs. This
process has been a subject of controversy.[when?] The class library contains features such as:
 The core libraries, which include:
 Collection libraries that implement data structures such
as lists, dictionaries, trees, sets, queues and double-ended queue, or stacks[55]
 XML Processing (Parsing, Transforming, Validating) libraries
 Security[56]
 Internationalization and localization libraries[57]
 The integration libraries, which allow the application writer to communicate with external systems. These
libraries include:
 The Java Database Connectivity (JDBC) API for database access
 Java Naming and Directory Interface (JNDI) for lookup and discovery
 RMI and CORBA for distributed application development
 JMX for managing and monitoring applications
 User interface libraries, which include:
 The (heavyweight, or native) Abstract Window Toolkit (AWT), which provides GUI components, the
means for laying out those components and the means for handling events from those components
 The (lightweight) Swing libraries, which are built on AWT but provide (non-native) implementations of the
AWT widgetry
 APIs for audio capture, processing, and playback
 A platform dependent implementation of the Java virtual machine that is the means by which the bytecodes of
the Java libraries and third party applications are executed
 Plugins, which enable applets to be run in web browsers
 Java Web Start, which allows Java applications to be efficiently distributed to end users across the Internet
 Licensing and documentation.
Documentation
Main article: Javadoc
Javadoc is a comprehensive documentation system, created by Sun Microsystems, used by many Java
developers. It provides developers with an organized system for documenting their code. Javadoc comments
have an extra asterisk at the beginning, i.e. the delimiters are /** and */ , whereas the normal multi-line
comments in Java are set off with the delimiters /* and */ .[58]
Editions
Sun has defined and supports four editions of Java targeting different application environments and segmented
many of its APIs so that they belong to one of the platforms. The platforms are:
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Java Card for smartcards.[59]
Java Platform, Micro Edition (Java ME) — targeting environments with limited resources.[60]
Java Platform, Standard Edition (Java SE) — targeting workstation environments.[61]
Java Platform, Enterprise Edition (Java EE) — targeting large distributed enterprise or Internet
environments.[62]

The classes in the Java APIs are organized into separate groups calledpackages. Each package contains a set of
related interfaces, classes andexceptions. Refer to the separate platforms for a description of the packages
available.[relevant to this section? – discuss]
Sun also provided an edition called PersonalJava that has been superseded by later, standards-based Java ME
configuration-profile pairings.
See also
 Dalvik
 JavaOne
 Javapedia
 List of Java virtual machines
 List of Java APIs
 List of JVM languages
 Graal, a project aiming to implement a high performance Java dynamic compiler and interpreter
Comparison of Java with other languages
 Comparison of programming languages
 Comparison of Java and C++
 Comparison of C# and Java
Object (computer science) From Wikipedia
From: http://en.wikipedia.org/wiki/Object_(computer_science)
In computer science, an object is a location in memory having a value and possibly referenced by an identifier.
An object can be a variable, a data structure, or a function.
In the class-based object-oriented programming paradigm, "object" refers to a particular instance of a class where
the object can be a combination of variables, functions, and data structures.
In relational database management, an object can be a table or column, or an association between data and a
database entity (such as relating a person's age to a specific person).[1]
Object-based languages
Main article: Object-based language
An important distinction in programming languages is the difference between an object-oriented language and an
object-based language.
A language is usually considered object-based if it includes the basic capabilities for an object: identity,
properties, and attributes.
A language is considered object-oriented if it is object-based and also has the capability of polymorphism and
inheritance.
Polymorphism refers to the ability to overload the name of a function with multiple behaviors based on which
object(s) are passed to it. Conventional message passing discriminates only on the first object and considers that
to be "sending a message" to that object. However, some OOP languages such as Flavors and the Common Lisp
Object System (CLOS) enable discriminating on more than the first parameter of the function.[2] Inheritance is the
ability to subclass an object class, to create a new class that is a subclass of an existing one and inherits all the
data constraints and behaviors of its parents but also changes one or more of them.[3][4]
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Object-oriented programming
Main article: Object-oriented programming
Object-Oriented programming is an approach to designing modular reusable software systems. The objectoriented approach is fundamentally a modelling approach.[5] The object-oriented approach is an evolution of good
design practices that go back to the very beginning of computer programming. Object-orientation is simply the
logical extension of older techniques such as structured programming and abstract data types. An object is an
abstract data type with the addition of polymorphism and inheritance.
Rather than structure programs as code and data an object-oriented system integrates the two using the concept
of an "object". An object has state (data) and behavior (code). Objects can correspond to things found in the real
world. So for example, a graphics program will have objects such as circle, square, menu. An online shopping
system will have objects such as shopping cart, customer, product,. The shopping system will support behaviors
such as place order, make payment, and offer discount. The objects are designed as class hierarchies. So for
example with the shopping system there might be high level classes such as electronics product, kitchen product,
and book. There may be further refinements for example under electronic products: CD Player, DVD player, etc.
These classes and subclasses correspond to sets and subsets in mathematical logic.[6][7]
Specialized objects
An important concept for objects is the design pattern. A design pattern provides a reusable template to address a
common problem. The following object descriptions are examples of some of the most common design patterns
for objects.[8]











Function object: an object with a single method (in C++, this method would be the function operator,
"operator()") that acts much like a function (like a C/C++ pointer to a function).
Immutable object: an object set up with a fixed state at creation time and which does not change afterward.
First-class object: an object that can be used without restriction.
Container: an object that can contain other objects.
Factory object: an object whose purpose is to create other objects.
Metaobject: an object from which other objects can be created (Compare with class, which is not necessarily
an object)
Prototype: a specialized metaobject from which other objects can be created by copying
God object: an object that knows too much or does too much. The God object is an example of an antipattern.
Singleton object: An object that is the only instance of its class during the lifetime of the program.
Filter object

Distributed objects
Main article: Distributed object
The object-oriented approach is not just a programming model. It can be used equally well as an interface
definition language for distributed systems. The objects in a distributed computing model tend to be larger
grained, longer lasting, and more service-oriented than programming objects.
A standard method to package distributed objects is via an Interface Definition Language (IDL). An IDL shields
the client of all of the details of the distributed server object. Details such as which computer the object resides
on, what programming language it uses, what operating system, and other platform specific issues. The IDL is
also usually part of a distributed environment that provides services such as transactions and persistence to all
objects in a uniform manner. Two of the most popular standards for distributed objects are the Object
Management Group's CORBA standard and Microsoft's DCOM.[9]
In addition to distributed objects, a number of other extensions to the basic concept of an object have been
proposed to enable distributed computing:
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Protocol objects are components of a protocol stack that enclose network communication within an objectoriented interface.
Replicated objects are groups of distributed objects (called replicas) that run a distributed multi-party protocol
to achieve high consistency between their internal states, and that respond to requests in a coordinated way.
Examples include fault-tolerant CORBA objects.



Live distributed objects (or simply live objects)[10] generalize the replicated object concept to groups of
replicas that might internally use any distributed protocol, perhaps resulting in only a weak consistency
between their local states.

Some of these extensions, such as distributed objects and protocol objects, are domain-specific terms for special
types of "ordinary" objects used in a certain context (such as remote invocation or protocol composition). Others,
such as replicated objects and live distributed objects, are more non-standard, in that they abandon the usual
case that an object resides in a single location at a time, and apply the concept to groups of entities (replicas) that
might span across multiple locations, might have only weakly consistent state, and whose membership might
dynamically change.
Objects and the Semantic Web
The Semantic Web is essentially a distributed objects framework. Two key technologies in the Semantic Web are
the Web Ontology Language (OWL) and the Resource Description Framework (RDF). RDF provides the
capability to define basic objects—names, properties, attributes, relations—that are accessible via the Internet.
OWL adds a richer object model, based on set theory, that provides additional modeling capabilities such as
multiple inheritance.
OWL objects are not like standard large grained distributed objects accessed via an Interface Definition
Language. Such an approach would not be appropriate for the Internet because the Internet is constantly evolving
and standardization on one set of interfaces is difficult to achieve. OWL objects tend to be similar to the kind of
objects used to define application domain models in programming languages such as Java and C++.
However, there are important distinctions between OWL objects and traditional object-oriented programming
objects. Where as traditional objects get compiled into static hierarchies usually with single inheritance, OWL
objects are dynamic. An OWL object can change its structure at run time and can become an instance of new or
different classes.
Another critical difference is the way the model treats information that is currently not in the system. Programming
objects and most database systems use the "closed-world assumption". If a fact is not known to the system that
fact is assumed to be false. Semantic Web objects use the open world assumption, a statement is only
considered false if there is actual relevant information that it is false, otherwise it is assumed to be unknown,
neither true nor false.
OWL objects are actually most like objects in artificial intelligence frame languages such as KL-ONE and Loom.
The following table contrasts traditional objects from Object-Oriented programming languages such as Java or
C++ with Semantic Web Objects:[11][12]
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OOP Objects

Semantic Web Objects

Classes are regarded as types for
instances.

Classes are regarded as sets of individuals.

Instances can not change their type at
runtime.

Class membership may change at runtime.

The list of classes is fully known at
compile-time and cannot change after
that.

Classes can be created and changed at
runtime.

Compilers are used at build-time.
Compile-time errors indicate problems.

Reasoners can be used for classification and
consistency checking at runtime or build-time.

Classes encode much of their meaning
and behavior through imperative
functions and methods.

Classes make their meaning explicit in terms
of OWL statements. No imperative code can
be attached.

Instances are anonymous insofar that
they cannot easily be addressed from
outside of an executing program.

All named RDF and OWL resources have a
unique URI under which they can be
referenced.

Closed world: If there is not enough
information to prove a statement true,
then it is assumed to be false.

Open world: If there is not enough information
to prove a statement true, then it may be true
or false.[13]

See also
 Object lifetime
 Object copy
 Design pattern (computer science)
 Business object (computer science)
 Actor model
Procedural programming (Versus Object Oriented Programming)
From Wikipedia, http://en.wikipedia.org/wiki/Procedural_programming
Programming paradigms
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Action
Agent-oriented
Automata-based
Concurrent computing
 Relativistic programming
Data-driven
Declarative (contrast: Imperative)
 Constraint
 Dataflow
 Flow-based
 Cell-oriented (spreadsheets)
 Reactive
 Functional
 Functional logic
 Logic
 Abductive logic
 Answer set
 Concurrent logic
 Constraint logic
 Concurrent constraint logic
 Functional logic
 Inductive logic
End-user programming
Event-driven
 Service-oriented
 Time-driven
Expression-oriented
Feature-oriented
Function-level (contrast: Value-level)
Generic
Imperative (contrast: Declarative)
 Literate
 Procedural
Language-oriented
 Natural language programming
 Discipline-specific
 Domain-specific
 Grammar-oriented
 Dialecting
 Intentional
Metaprogramming
 Automatic
 Reflective
 Attribute-oriented















Homoiconic
Template
 Policy-based
Non-structured (contrast: Structured)
 Array
Nondeterministic
Parallel computing
 Process-oriented
Point-free style
 Concatenative
Semantic
Structured (contrast: Non-structured)
 Block-structured
 Modular (contrast: Monolithic)
 Object-oriented (OOP)
 Class-based
 Concurrent
 Prototype-based
 By separation of concerns:
 Aspect-oriented
 Role-oriented
 Subject-oriented
 Recursive
Value-level (contrast: Function-level)
Probabilistic
Concept

Procedural programming is a programming paradigm, derived from structured programming, based upon the
concept of the procedure call. Procedures, also known as routines, subroutines, methods, or functions (not to be
confused with mathematical functions, but similar to those used in functional programming), simply contain a
series of computational steps to be carried out. Any given procedure might be called at any point during a
program's execution, including by other procedures or itself. Procedural programming is a list or set of instructions
telling a computer what to do step by step and how to perform from the first code to the second code. Procedural
programming languages include C, Go, Fortran, Pascal, andBASIC.[1]
Contents
1 Procedures and modularity
2 Comparison with imperative programming
3 Comparison with object-oriented programming
4 Comparison with functional programming
5 Comparison with logic programming
6 See also
7 References
8 External links
Procedures and modularity, Main article: Modular programming
Modularity is generally desirable, especially in large, complicated programs. Inputs are usually specified
syntactically in the form of arguments and the outputs delivered as return values.
Scoping is another technique that helps keep procedures modular. It prevents the procedure from accessing the
variables of other procedures (and vice versa), including previous instances of itself, without explicit authorization.
Less modular procedures, often used in small or quickly written programs, tend to interact with a large number
of variables in the execution environment, which other procedures might also modify.
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Because of the ability to specify a simple interface, to be self-contained, and to be reused, procedures are a
convenient vehicle for making pieces of code written by different people or different groups, including
through programming libraries.
Comparison with imperative programming
Procedural programming languages are also imperative languages, because they make explicit references to the
state of the execution environment. This could be anything fromvariables (which may correspond to processor
registers) to something like the position of the "turtle" in the Logo programming language.
Comparison with object-oriented programming
The focus of procedural programming is to break down a programming task into a collection of variables, data
structures, and subroutines, whereas in object-oriented programming it is to break down a programming task into
objects that expose behavior (methods) and data (members or attributes) using interfaces. The most important
distinction is that while procedural programming uses procedures to operate on data structures, object-oriented
programming bundles the two together, so an "object", which is an instance of a class, operates on its "own" data
structure.[2]
Nomenclature varies between the two, although they have similar semantics:
Procedural
Object-oriented
procedure

method

record

object

module

class

procedure call

message

See also: Algorithms + Data Structures = Programs
Comparison with functional programming
The principles of modularity and code reuse in practical functional languages are fundamentally the same as in
procedural languages, since they both stem from structured programming.
So for example:
 Procedures correspond to functions. Both allow the reuse of the same code in various parts of the programs,
and at various points of its execution.
 By the same token, procedure calls correspond to function application.
 Functions and their invocations are modularly separated from each other in the same manner, by the use of
function arguments, return values and variable scopes.
The main difference between the styles is that functional programming languages remove or at least
deemphasize the imperative elements of procedural programming. The feature set of functional languages is
therefore designed to support writing programs as much as possible in terms of pure functions:





Whereas procedural languages model execution of the program as a sequence of imperative commands that
may implicitly alter shared state, functional programming languages model execution as the evaluation of
complex expressions that only depend on each other in terms of arguments and return values. For this
reason, functional programs can have a freer order of code execution, and the languages may offer little
control over the order in which various parts of the program are executed. (For example, the arguments to a
procedure invocation in Scheme are executed in an arbitrary order.)
Functional programming languages support (and heavily use) first-class functions, anonymous
functions and closures.
Functional programming languages tend to rely on tail call optimization and higher-order functions instead of
imperative looping constructs.

Many functional languages, however, are in fact impurely functional and offer imperative/procedural constructs
that allow the programmer to write programs in procedural style, or in a combination of both styles. It is common
for input/output code in functional languages to be written in a procedural style.
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There do exist a few esoteric functional languages (like Unlambda) that eschew structured programming precepts
for the sake of being difficult to program in (and therefore challenging). These languages are the exception to the
common ground between procedural and functional languages.
Comparison with logic programming
In logic programming, a program is a set of premises, and computation is performed by attempting to prove
candidate theorems. From this point of view, logic programs are declarative, focusing on what the problem is,
rather than on how to solve it.
However, the backward reasoning technique, implemented by SLD resolution, used to solve problems in logic
programming languages such as Prolog, treats programs as goal-reduction procedures. Thus clauses of the form:
H :- B1, …, Bn.
have a dual interpretation, both as procedures
to show/solve H, show/solve B1 and … and Bn
and as logical implications:
B1 and … and Bn implies H.
Experienced logic programmers use the procedural interpretation to write programs that are effective
and efficient, and they use the declarative interpretation to help ensure that programs are correct.
See also
 Comparison of programming paradigms
 Declarative programming
 Functional programming (contrast)
 Imperative programming
 Logic programming
 Object-oriented programming
 Programming paradigms
 Programming language
 Structured programming
 SQL procedural extensions
Programming Languages: A-Z Best ones to know
From: http://en.wikipedia.org/wiki/Measuring_programming_language_popularity {A monthly Poll!}

Figure 1: TIOBE programming language popularity index graph from 2002 to 2015. {This graph is pulled
Monthly!!} Over the course of a decade Java (black) and C (blue) competing for the top position, although C is
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slightly ahead. According to the site, TIOBE index is "not about the best programming language or the language
in which most lines of code have been written," however the site does claim that the number of web pages may
reflect the number of skilled engineers, courses and jobs worldwide.

Figure 2:

The RedMonk Programming Language Rankings: January 2015 {Ranked ~ every 6 months}
From: http://redmonk.com/sogrady/2015/01/14/language-rankings-1-15/

Besides the above plot, which can be difficult to parse even at full size, we offer the following numerical rankings.
1. Java

(OOP) One of the Most Practical Languages to Learn and the second most popular programming
Language. It is the language taught in Stanford's renowned (and free)
Intro to CS programming course. Java enforces solid Object Oriented principles (OOP)
that are used in modern languages including C++, Perl, Python, and PHP. Once you've learned
Java, you can learn other OOP languages pretty easily.
Java has the advantage of a long history of usage. There are lots of "boilerplate" examples, it's
been taught for decades, and it's widely used for many purposes (including Android app
development), so it's a very practical language to learn. You won't get machine-level control, as
you would with C, but you'll be able to access/manipulate the most important computer parts like
the filesystem, graphics, and sound for any fairly sophisticated and modern program—that can
run on any operating system.
Java is a must. It tops the popularity charts across the board because it’s so versatile. You can
use Java in application development, Android development, server-side web development, and
education, and it works across multiple software platforms.
Java is one of the most popular languages for building back-ends for modern enterprise-web
applications. With Java and frameworks based on it, web developers can build scalable web apps
for a variety of users.
Java is also the main language used to develop native Android apps for smartphones and tablets.
Java is considered as the perfect language for developers and programmers to learn.
Java can be used in any language and is very easy to master
Java is the best future programming language
very similar to C#

2. JavaScript Not to be confused with Java, JavaScript is the programming language of HTML and the web
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and is essential for animated and interactive web functions. Developed by Netscape, the basic
syntax is purposefully similar to Java and C++ so there is less of a learning curve. Every modern
website uses JavaScript. It’s the go-to language if you want to create interactivity for your site, or
build user interfaces with one of the dozens of popular JavaScript frameworks. Its use includes
web page animation, loading fresh images, scripts or objects on web page.
JavaScript (of little relation to Java) requires the least amount of set up to get started with, since
it's already built into web browsers. O'Reilly Media recommends you start with JavaScript
because it has a relatively forgiving syntax (you can code loosely in JavaScript), you see
immediate results from your code, and you don't need a lot of tools. In our own Learn to Code
night school we use JavaScript to show you the basics like how variables and functions work. If
you want to make cool interactive things for the web, JavaScript is a must-have skill.
Note: One of the 3 languages ALL web developers MUST learn:
1. HTML to define the content of web pages
2. CSS to specify the layout of web pages
3. JavaScript to program the behavior of web pages
3. Python

(OOP) An open-sourced language used for websites and mobile apps. It’s
a fairly easy language for beginners because of its compact syntax, and its website holds
a wealth of
information and tutorials to get you started.
Python can almost do it all. Web apps, user interfaces, data analysis, statistics — whatever your
problem, there’s likely a framework for it in Python. Most recently, Python has been used as a
key tool for data scientists to sift through giant data sets for any industry.
Note: This is a good one for me to know for DB applications.
Python: Fun and Easy to Learn: Many people recommend Python as the best beginner language
because of its simplicity yet great capabilities. The code is easy to read and enforces good
programming style (like indenting), without being overly strict about syntax (things like
remembering to add a semicolon at the end of each line). Patrick Jordan at Ariel
Computing compared the time it takes to write a simple script in various languages (BASIC, C, J,
Java, and Python) and determined that while the other languages shouldn't be ignored, Python:
requires less time, less lines of code, and less concepts to be taught to reach a given
goal. […] Finally programming in Python is fun! Fun and frequent success breed
confidence and interest in the student, who is then better placed to continue learning to
program.
SOA (Service Oriented Architecture- an approach to building Linux software) says Python is an
absolute must for beginners who want to get their feet wet with Linux (or are already familiar with
Linux). Python's popularity is also rising quickly today thanks to wide adoption on popular
websites like Pinterest and Instagram.

4. HTML5

a core technology markup language of the Internet used for structuring and presenting
content for the World Wide Web. As of October 2014 this is the final and complete[2] fifth revision
of the HTML standard of the World Wide Web Consortium (W3C).[3] The previous version, HTML
4, was standardized in 1997.
Its core aims have been to improve the language with support for the latest multimedia while
keeping it easily readable by humans and consistently understood by computers and devices
(web browsers, parsers, etc.).
HTML5 adds many new syntactic features. These include the
new <video> , <audio> and <canvas> elements, as well as the integration of scalable vector
graphics (SVG) content (replacing generic <object> tags), and MathML for mathematical
formulas. These features are designed to make it easy to include and handle multimedia and
graphical content on the web without having to resort to proprietary plugins and APIs.

5. For Me!
Note: One of the 3 languages ALL web developers MUST learn:
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8 CSS

1. HTML to define the content of web pages
2. CSS to specify the layout of web pages
3. JavaScript to program the behavior of web pages
Cascading Style Sheets is a style sheet language used for describing the
look and formatting of a document written in a markup language. Along with HTML
and JavaScript, CSS is a cornerstone technology used by most websites to create visually
engaging webpages, user interfaces for web applications, and user interfaces for many mobile
applications.[1]
CSS is designed primarily to enable the separation of document content from document
presentation, including elements such as the layout, colors, and fonts. This separation can
improve content accessibility, provide more flexibility and control in the specification of
presentation characteristics, enable multiple HTML pages to share formatting by specifying the
relevant CSS in a separate .css file, and reduce complexity and repetition in the structural
content, such as semantically insignificant tables that were widely used to format pages before
consistent CSS rendering was available in all major browsers. CSS makes it possible to separate
presentation instructions from the HTML content in a separate file or style section of the HTML
file. For each matching HTML element, it provides a list of formatting instructions. For example, a
CSS rule might specify that "all heading 1 elements should be bold," leaving pure semantic HTML
markup that asserts "this text is a level 1 heading" without formatting code such as a <bold> tag
indicating how such text should be displayed.
This separation of formatting and content makes it possible to present the same markup page in
different styles for different rendering methods, such as on-screen, in print, by voice (when read
out by a speech-based browser or screen reader) and on Braille-based, tactile devices. It can
also be used to display the web page differently depending on the screen size or device on which
it is being viewed. While the author of a web page typically links to a CSS file within the markup
file, readers can specify a different style sheet, such as a CSS file stored on their own computer,
to override the one the author has specified. If the author or the reader did not link the document
to a style sheet, the default style of the browser will be applied. Another advantage of CSS is that
aesthetic changes to the graphic design of a document (or hundreds of documents) can be
applied quickly and easily, by editing a few lines in one file, rather than by a laborious (and thus
expensive) process of crawling over every document line by line, changing markup.
The CSS specification describes a priority scheme to determine which style rules apply if more
than one rule matches against a particular element. In this so-called cascade, priorities
or weights are calculated and assigned to rules, so that the results are predictable.
Note: One of the 3 languages ALL web developers MUST learn:
1. HTML to define the content of web pages
2. CSS to specify the layout of web pages
3. JavaScript to program the behavior of web pages

SQL

When you are executing on databases such as Microsoft SQL server, Oracle, MySQL, etc,
you should be aware of SQL programming language or Standard Query Language. From
this language, you can achieve the proficiency of acquiring the needed data from big and
multifaceted databases.
Data is massive, it’s everywhere and it’s complex. SQL gives you the ability to find the exact
information you want in a fast, repeatable and reliable way. Using SQL, you can easily query
and extract meaningful data from large, complex databases.
For Me!

SharePoint

For Me!

5 Ruby

Focuses on simplicity and productivity for designing websites and mobile apps. It’s an opensource programming language that is specifically user-friendly for beginners.
Want to kickstart your project in record time, or prototype a new idea for your next big web app?
Ruby (and Ruby on Rails) can get you there quickly. The Ruby language is straightforward to
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learn and incredibly powerful, plus it powers tons of popular web apps around the globe.
Another popular programming language is Ruby and Ruby on Rails. It can be easily learned.
It is also powerful clear-cut. The Ruby programming language is used very extensively
for web programming, and turned out to an ideal selection for new companies.
Q: Is it worth learning Ruby instead of or in addition to Java. Unfortunately, there's no easy
answer to that either. You have to weigh advantages and disadvantages with each language,
such as popularity, demand and career opportunities.
Comparison: Ruby is an interpreted scripting language, whereas Java is a compiled programming
language. Ruby is similar to Java in that both are object-oriented languages and are strongly
typed. But, Ruby is dynamically typed, whereas Java is statically typed. In Ruby, type
declarations are not used; in Java, type declarations are required. Both Java and Ruby provide
inheritance and have public, private, and protected methods. Ruby is simpler than Java and
faster than Java too. For speed choose Java, for ease choose Ruby!

5 C++

(OOP) C++ was originally designed to enhance the C language, so it’s a good second step.
It exists on nearly every programming platform and is used for a wide range of functions including
operating systems, utilities, and computer games.
Want to get a little lower level with your programming? When you need to connect directly
to hardware to get the most out of your processing power, C++ is the perfect choice for
developing powerful desktop software, hardware-accelerated games and memory-intensive
apps on desktops, consoles and mobile devices.
C++ is really a very complex language with lots of features. It is not really a superset of C,
though, and it IS NOT necessary to understand C prior to learning C++.
C, however, is a must-know language for software engineering. Anything you learn about C
is applicable to C++, but C is a lot smaller and easier to learn.
C++ is an extremely complex language with features that often aren't worth the buy in. As
a general rule, C gives the same performance opportunities as C++ at a significantly smaller
cost in complexity.
C++ is a huge language, and learning all the subtleties of it takes forever, but that's not the
reason it's a bad beginners language (if that was all, beginners could just focus on a small
subset of the language initially). The real problem is that it is extremely difficult to get right.
It's generally more useful to learn C++ because it's closer to the most modern
OO-based languages. If your goal is to learn C++, learn modern, standard C++
in the first place. C IS NOT an OO language!
If you want to program desktop applications, perhaps with a GUI, then C++ (and OOP) is
probably a better way to go. If you're interested in hardware programming on something
other than an x86 chipset, then C is often a better choice, usually for its speed. If you want
to create a new media player or write a business app, I'd choose C++. If you want to do
scientific simulations of galaxy collisions or fluid dynamics, behold the power of C.
Hard to learn!
Limited in application… useful for creating disk drives and drivers, designing printers
Note: NOT important for me I think- not too sure??

3 PHP

(OOP) (Hypertext Preprocesser) is a general purpose scripting language especially suited to web
development. You can embed it directly into an HTML source document rather than an external
file (handy for web developers).
Building a web app that needs to work with data? PHP, along with databases like MySQL, are
essential tools for building modern web applications. PHP powers a majority of today’s data-
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driven websites, and is the foundation technology for powerful content management systems, like
WordPress, which you can extend to make your site more powerful.
The web developers should learn about PHP or Hypertext Preprocessor, a well-known
programming language. With the help of PHP, you can enlarge a web app very quickly and
effortlessly. PHP is the actual foundation of many strong content management systems, for
example, WordPress. PHP is really a valuable programming language for developers and
programmers. (An older, less important web language)
5 C#

C# was developed by Microsoft as part of their .NET initiative. It’s a general-purpose
language that combines principles of C and C++. Used for Microsoft and Windows platforms.
C# is the primary language for developing on Microsoft platforms and services. Whether you’re
building modern web applications using Azure and .NET, apps for Windows devices or powerful
desktop apps for your business, C# is the quickest way to harness all that Microsoft has to offer.
Want to play, as well? The popular Unity game development engine also uses C# as one of its
primary languages.
C# means you only know Microsoft nothing more, and hope everywhere you work is MSdependant, unfortunately the world has started to see Linux as a cheap alternative to OS
and Servers, and thusly java is becoming the universal programming language.
Very similar to Java
Relatively easy to learn

9C

C is the oldest and most widely used language out there. It’s the basis for many other popular
languages. It was primarily developed for system development work. If you learn it first, you’ll
have the building blocks for several other languages on this list.
Why is the C language still popular? Size. C is small, fast and powerful. If you’re building software
for embedded systems, working with system kernels or just want to squeeze every last drop of
the resources you have at hand, C is lean, mean and ready to scream.

10 Objective-C If you're interested in making an app for iOS, you’ll need to know Objective-C. While last year’s
hype centered on Apple’s new language Swift, Objective-C is still the foundational language if
you want to build apps for the Apple ecosystem. With Objective-C and XCode, the official
software development tool from Apple, you’ll be in the App Store in no time. Used to construct
apps for iOS. This Objective-C language if very efficient for Apple apps.
It is the preferred choice for Apple web developers. XCode is the authorized software
development tool from Apple.
Note: NOT important for me.
Swift

Works side-by-side with Objective-C. If you haven’t already, learn Objective-C first
because it’s older and simpler. Then you can learn Swift and be ready to take on anything!
Not even a year old, the Swift programming language has captured the eyes and keyboards
of developers worldwide as a new, fast and easy way to develop for Apple’s Mac and iOS
operating systems. Swift’s broad power and friendly syntax makes it possible for anyone with
a Mac to build the next killer app for iOS or Mac OS X.

11 Perl

(OOP) Is Perl esoteric? Yes. Is it confusing? Yes. Is it a super powerful language, and a
key component of anyone’s cyber security arsenal? Also true. Perl has powered the web
since its early beginnings, and is still considered a key tool for any IT professional.

11 Shell
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13 R

R is powering the revolution of big data, and is a must-know language in 2015 for anyone in need
of serious data analysis. From science and business to entertainment and social media, R is the
language to learn for statistical analysis across nearly every field of interest.
Best Statistical Programming Language!

14 Scala

I think both Ruby and Java are great. It would be nice if they could somehow blend into one

language that combines the best of both worlds. Actually. This language it is Scala!
Scala combines the flexibility, expressiveness and conciseness of Ruby with the performance,
scalability and tools support of Java. Scala takes this even further by being a truly functional
language which makes it suitable for concurrent, scalable and fault-tolerant applications.
Companies like Twitter and Linkedin are successfully using it and I believe there prospects a
really bright future for this language.
15 Haskell

Functional programming, pure and simple. For more than 20 years, the academics working
on functional programming have been actively developing Haskell, a language designed to
encapsulate their ideas about the evils of side effects. It is one of the purer expressions of the
functional programming ideal, with a careful mechanism for handling I/O channels and other
unavoidable side effects. The rest of the code, though, should be perfectly functional.
The community is very active, with more than a dozen variants of Haskell waiting for you
to explore. Some are stand-alone, and others are integrated with more mainstream efforts
like Java (Jaskell, Frege) or Python (Scotch). Most of the names seem to be references to
Scotland, a hotbed of Haskell research, or philosopher/logicians who form the intellectual
provenance for many of the ideas expressed in Haskell. If you believe that your data
structures will be complex and full of many types, Haskell will help you keep them straight.

16 Matlab

17 Go

Simple and dynamic. Google wasn’t the first organization to survey the collection of
languages, only to find them cluttered, complex, and often slow. In 2009, the company
released its solution: a statically typed language that looks like C but includes background
intelligence to save programmers from having to specify types and juggle malloc
(C Memory allocation calls). With Go, programmers can have the terseness and structure
of compiled C, along with the ease of using a dynamic script language.
While Sun and Apple followed a similar path in creating Java and Swift, respectively, Google
made one significantly different decision with Go: The language’s creators wanted to keep Go
"simple enough to hold in one programmer's head." Rob Pike, one of Go’s creators, famously told
Ars Technica that "sometimes you can get more in the long run by taking things away." Thus,
there are few zippy extras like generics, type inheritance, or assertions, only clean, simple blocks
of if-then-else code manipulating strings, arrays, and hash tables.
The language is reportedly well-established inside of Google's vast empire and is gaining
acceptance in other places where dynamic-language lovers of Python and Ruby can be coaxed
into accepting some of the rigor that comes from a compiled language.
If you're a startup trying to catch Google's eye and need to build some server-side business
logic, Go is a great place to start.
In our last rankings, it was predicted based on its trajectory that Go would become a Top 20
language within six to twelve months. Six months following that, Go can consider that
mission accomplished. In this iteration of the rankings, Go leapfrogs Visual Basic, Clojure
and Groovy – and displaces Coffeescript entirely – to take number 17 on the list. Again, we
caution against placing too much weight on the actual numerical position, because the
differences between one spot and another can be slight, but there’s no arguing with the
trendline behind Go. While the language has its critics, its growth prospects appear secure.
And should the Android support in 1.4 mature, Go’s path to becoming a Top 10 if not
Top 5 language would be clear.

17 Visual Basic Visual Basic is the language that gets business done. A key language of the
.NET platform, it enables you to build applications to support your business, and automate
powerful Office applications like Excel to accomplish super-human feats of computation, as well
as streamline your most common tasks.
18 Clojure
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19 Groovy

Scripting goodness for Java. The Java world is surprisingly flexible. Say what you will about
its belts-and-suspenders approach, like specifying the type for every variable, ending every
line with a semicolon, and writing access methods for classes that simply return the value.
But it looked at the dynamic languages gaining traction and built its own version that's tightly
integrated with Java.
Groovy offers programmers the ability to toss aside all the humdrum conventions of brackets and
semicolons, to write simpler programs that can leverage all that existing Java code.
Everything runs on the JVM. Not only that, everything links tightly to Java JARs, so you can enjoy
your existing code. The Groovy code runs like a dynamically typed scripting language with full
access to the data in statically typed Java objects.
Groovy programmers think they have the best of both worlds. There is all of the immense power
of the Java code base with all of the fun of using closures, operator overloading, and polymorphic
iteration -- not to mention the simplicity of using the question mark to indicate a check for null
pointers. It's so much simpler than typing another if-then statement to test nullity. Naturally, all of
this flexibility tends to create as much logic with a tiny fraction of the keystrokes. Who can't love
that?
Finally, all of the Java programmers who have envied the simplicity of dynamic languages can
join the party without leaving the realm of Java.

20 .NET

Although not a language in itself, .NET is a key Microsoft platform for cloud, service and app
development that gets more advanced and valuable with each release. Due to the recent
open-sourcing efforts of Microsoft, .NET is now coming to Google and Apple platforms. As
a result, you can use .NET today with a variety of programming languages to build apps that
easily support multiple platforms.

The margin between JavaScript and Java is insignificant for the top spot in the rankings. The most important
takeaway is that the language frequently written off for dead and the language sometimes touted as the future
have shown sustained growth and traction and remain, according to this measure, the most popular offerings.
Further down in the rankings, however, there are several trends worth noting – one in particular.
 R: Advocates of the language have been pleased by four consecutive gains in these rankings, but this
quarter’s snapshot showed R instead holding steady at 13. This was predictable, however, given that the
languages remaining ahead of it – from Java and JavaScript at the top of the rankings to Shell and Perl just
ahead – are more general purpose and thus likely to be more widely used. Even if R’s growth does stall at
13, however, it will remain the most popular statistical language by this measure, and this in spite of
substantial competition from general purpose alternatives like Python.


Swift: Last, there is the curious case of Swift. During our last rankings, Swift was listed as the language to
watch – an obvious choice given its status as the Apple-anointed successor to the #10 language on our list,
Objective-C. Being officially sanctioned as the future standard for iOS applications everywhere was
obviously going to lead to growth. As was said during the Q3 rankings which marked its debut, “Swift is a
language that is going to be a lot more popular, and very soon.” Even so, the growth that Swift experienced
is essentially unprecedented in the history of these rankings. When we see dramatic growth from a language
it typically has jumped somewhere between 5 and 10 spots, and the closer the language gets to the Top 20
or within it, the more difficult growth is to come by. And yet Swift has gone from our 68th ranked language
during Q3 to number 22 this quarter, a jump of 46 spots. From its position far down on the board, Swift now
finds itself one spot behind Coffeescript and just ahead of Lua. As the plot suggests, Swift’s growth is more
obvious on StackOverflow than GitHub, where the most active Swift repositories are either educational or
infrastructure in nature, but even so the growth has been remarkable. Given this dramatic ascension, it
seems reasonable to expect that the Q3 rankings this year will see Swift as a Top 20 language.

The Net
Swift’s meteoric growth notwithstanding, the high-level takeaway from these rankings is stability. The inertia of the
Top 10 remains substantial, and what change there is in the back half of the Top 20 or just outside of it – from Go
to Swift – is both predictable and expected. The picture these rankings paint is of an environment thoroughly
driven by developers; rather than seeing a heavy concentration around one or two languages as has been an
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aspiration in the past, we’re seeing a heavy distribution amongst a larger number of top tier languages followed by
a long tail of more specialized usage. With the exceptions mentioned above, then, there is little reason to expect
dramatic change moving forward.
Q 1: I just know the "C" programming language can i get a job at a top-notch company like Google,Microsoft?
I have been solving various challenges on Top Coder,Project Euler , CodeEval and hackerrank..but i use C
programming language along with data structures..Do i have a chance at these companies?..or do i need to learn
some new programming languages?
A 1: David Goldstein, Software Engineer
Most top companies don't care what programming language you know - when you interview, you're free to use the
one you are most comfortable in. On the other hand, if you are hired, you'll be expected to use whatever
language they work in (or for new projects: whatever language is best suited to the job).
For OS/drivers/systems software, this is often C
But for everything else and not OS/Drivers/System software ORr Web related, the popular programs will be
 C++,
 java,
 C#
For web related websites/internet services:
 Python
 Ruby
 php (though mostly for legacy reasons these days- it is not being used very much).
Learn another language! You'll be way more productive in a language like python (or even in Java or C#)
than in C, and even if you end up working in C anyway, learning more languages can make you a better
programmer.
The only reason it might be valuable to learn a new language outside of pure necessity is if it teaches you
something conceptually new. On that basis, there's zero reason to learn both Python and Ruby, or java and C#,
etc. They are just too similar. If you show up with experience in C++, JavaScript and Haskell that's way more
interesting to me than Java, C++ and C#.
Q2. Which programming languages should I know to get an internship or job at a top-notch company like Google,
Facebook, Apple, etc.? I see a lot of my friends learning C#, Visual C++, etc. apart from Java and C++ which is
taught in college itself. Is this necessary? I think being good in problem solving in Java and C++ is itself sufficient
to get internships etc. Correct me if i'm wrong.
A2. Adam Hupp, Facebook engineer since 2008
There's a few parts to this answer. I can only speak to my experience at Facebook, though I doubt the other
companies are very different. Is there some criteria for a minimum number or particular set of languages to
know? Definitely not. What matters is your ability to solve problems, and to demonstrate expertise with some
language. However, the work you do in your internship may have no relation to what you've done in past. You
might be asked to learn an unfamiliar language, and that will be easier if you already have a few under your belt.
The only reason it might be valuable to learn a new language outside of pure necessity is if it teaches you
something conceptually new. On that basis, there's zero reason to:




learn both Python and Ruby (They are extremely similar)
or java and C#, etc. (They are just way too similar)
If you show up with experience in C++, JavaScript and Haskell that's way more interesting to me than
Java, C++ and C#.
- Focus on doing interesting, challenging projects. If those happen to involve new languages, all the
better.
- The more specific the thing you want to work on, the more important specific languages will be. If you
want to do work on iOS apps at Apple I imagine knowing Objective C is helpful.
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Joseph Barillari, Facebook engineer
Adam Hupp has the right answer. I have one more item to add: if you know a scripting language like Python, you
can blaze through standard interview questions much, much faster. Time is of the essence in a coding interview
and less time spent making marks on the board translates to more time for thinking.
Of course, you have to know the language _well_, which is to say that you shouldn't cram it just for interviews.
However, if you plan on programming for a living and you don't know a scripting language, you will be outpaced
by those who do.
Most of the questions I ask can be solved in half the pen-strokes (or fewer!) in Python, but most candidates
choose Java or C++.
PROTIP: If you're in school and don't have to use a specific language on a coding assignment, using a scripting
language will almost always mean you can finish faster.
Ruby vs Java Comparison
Ruby advantages
Everything is an object
In Ruby everything is an object, even primitive types and classes. The fact that a class is an object makes it much
easier to write unit tests because it allows you to mock them and to create stubs for class methods as well.
In Java, instead, you cannot mock static methods. This makes it difficult to test units that make use of them. You
end up implementing instance methods even for functionalities that do not use any information about the object's
state but just to facilitate testing.
Modules
Modules allow for a class to include functionalities without the need to extend any parent class. This makes it
easy to reuse cross-cutting concerns like logging, security, transaction management and so on.
To achieve the same in Java you need to use delegation which can require a lot of repetitive code.
Module are sometimes abused, though, like Ryan Bates points out in this gist.
Blocks of code
This is one of the main attractions for newcomers to Ruby. Blocks of code allow for a very concise syntax to
implement the Template Method Pattern.
Java requires the definition of an interface and multiple classes implementing it, this again results in more
verbosity.
Duck typing and syntactic sugars
Both features make the code extremely compact and readable: no need for type definition or type casting, no
semicolons at the end of the line, no parentheses for method invocations, operators overload, getters/setters
automatically available for all instance variables and many, many more.
Ruby code is incredibly expressive and easy to read, many say indeed that "Ruby speaks English". To
understand the concept it is enough to read some tests written using RSpec, which I consider one of the best
library I ever used.
On the other hand, Java code is verbose and it can require multiple lines of code for stuff which you could get
done in a single line in Ruby.
No compilation required
The thing that annoys me most while working on a Java web project is that every time I change something, even if
it is just a Javascript or CSS file, I need to re-compile and re-deploy. This is not the case with Ruby resulting in a
boost in productivity.
Java advantages
Performance
Performance can be the single reason to prefer Java over Ruby.
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In web applications, though, 90% of the time is spent in the database, in requests to external systems and not in
the language itself. If your web app is slow and you decide to replace Ruby with Java, you will probably not
achieve much improvement.
On the other hand, if you are working on an application making intensive calculations, than Java outperforms
Ruby. The following benchmarks executed on a x64 Intel quad-core running on Ubuntu gives you an idea of the
difference in performance between the two languages:http://benchmarksgame.alioth.debian.org/u64q/whichprograms-are-fastest.php.
Multi-threading and concurrency
The results from the previous benchmark derive also from the fact that Ruby, or at least the MRI implementation,
does not support threads. JRuby and Rubinius do support threads but I think 95+% of Ruby production
environments are based on MRI.
In a web application, it is necessary to launch different processes in order to be able to handle multiple requests
which is something that does not scale very well.
Doing parallel computations is very problematic without threads. If using separate processes, the only way to let
them share data is through a database, a file or some other external resource whose access speed is obviously
way slower than memory.
Interfaces
Interfaces are a very simple and clear way to define the contract between a piece of software and the external
world. Unfortunately, many people abuse them and create interfaces for every single class they write.
However, when used properly they do help understanding how a module works and how to use it. Furthermore,
interfaces allow to modify a module or to completely replace it in a manner completely transparent to rest of the
system.
IDE support
Eclipse, Intellij, Netbeans all make the life of every Java Developer so much easier by refactoring variables,
methods, classes. They also let you quickly navigate through the classes and save a lot of keystrokes with autocompletion.
The features I consider the most useful are those for reverse engineering, like showing class hierarchies or
methods usage. This can be a life-safer, especially when working on big, old projects, where many contributors
were not writing really clean code, just to use an euphemism :)
Because of the extremely dynamic nature of Ruby, IDE cannot help much in this sense and without an extensive
test suite it can be really hard to extend or modify an old Ruby project.
Conclusions
I think both Ruby and Java are great. It would be nice if they could somehow blend into one language that
combines the best of both worlds. Actually, I think this language already exists!!! I am talking about Scala, of
course.
Scala combines the flexibility, expressiveness and conciseness of Ruby with the performance, scalability and
tools support of Java. Scala takes this even further by being a truly functional language which makes it suitable
for concurrent, scalable and fault-tolerant applications.
Companies like Twitter and Linkedin are successfully using it and I believe there prospects a really bright future
for this language.
Programming Languages: Python
Python (programming language), From Wikipedia, the free encyclopedia
Python

Paradigm
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multi-paradigm: objectoriented, imperative,functional, procedural,reflective

Designed by

Guido van Rossum

Developer

Python Software Foundation

First appeared

1991; 24 years ago

Stable release

3.4.3 /
25 February 2015[1]
2.7.10 /
23 May 2015[2]

Preview release

3.5.0b3 /
5 July 2015[3]

Typing discipline

duck, dynamic, strong,gradual (as of Python 3.5)[4]

OS

Cross-platform

License

Python Software Foundation License

Filename
extensions

.py, .pyc, .pyd, .pyo, .pyw

Website

www.python.org

Major implementations
CPython, IronPython, Jython, PyPy
Dialects
Cython, RPython, Stackless Python
Influenced by
ABC,[5] ALGOL 68,[6] C,[7] C++,[8] Dylan,[9]Haskell,[10] Icon,[11] Java,[12] Lisp,[13]Modula3,[8] Perl
Influenced
Boo, Cobra, D, F#, Falcon, Go, Groovy,JavaScript,[14][15] Julia,[16] Nim, Ruby,[17]Swift[18]


Python Programming at Wikibooks
Python is a widely used general-purpose, high-level programming language.[19][20][21] Its design philosophy
emphasizes code readability, and its syntax allows programmers to express concepts in fewer lines of codethan
would be possible in languages such as C++ or Java.[22][23] The language provides constructs intended to enable
clear programs on both a small and large scale.[24]
Python supports multiple programming paradigms, including object-oriented, imperative and functional
programming or procedural styles. It features a dynamic type system and automatic memory management and
has a large and comprehensive standard library.[25]
Python interpreters are available for installation on many operating systems, allowing Python code execution on a
wide variety of systems. Using third-party tools, such as Py2exe or Pyinstaller,[26] Python code can be packaged
into stand-alone executable programs for some of the most popular operating systems, allowing for the
distribution of Python-based software for use on those environments without requiring the installation of a Python
interpreter.
CPython, the reference implementation of Python, is free and open-source software and has a community-based
development model, as do nearly all of its alternative implementations. CPython is managed by the nonprofitPython Software Foundation.
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History

Guido van Rossum, the creator of Python.
Main article: History of Python
Python was conceived in the late 1980s[27] and its implementation was started in December 1989[28] by Guido van
Rossum at CWI in the Netherlands as a successor to the ABC language (itself inspired by SETL)[29] capable
of exception handling and interfacing with the Amoeba operating system.[5] Van Rossum is Python's principal
author, and his continuing central role in deciding the direction of Python is reflected in the title given to him by the
Python community,benevolent dictator for life (BDFL).
About the origin of Python, Van Rossum wrote in 1996:[30]
Over six years ago, in December 1989, I was looking for a "hobby" programming project that would keep me
occupied during the week around Christmas. My office ... would be closed, but I had a home computer, and not
much else on my hands. I decided to write an interpreter for the new scripting language I had been thinking about
lately: a descendant of ABCthat would appeal to Unix/C hackers. I chose Python as a working title for the project,
being in a slightly irreverent mood (and a big fan of Monty Python's Flying Circus).
Python 2.0 was released on 16 October 2000, and included many major new features including a full garbage
collectorand support for Unicode. With this release the development process was changed and became more
transparent and community-backed.[31]
Python 3.0 (also called Python 3000 or py3k), a major, backwards-incompatible release, was released on 3
December 2008[32] after a long period of testing. Many of its major features have been backported to the
backwards-compatible Python 2.6 and 2.7.[33]
Features and philosophy
Python is a multi-paradigm programming language: object-oriented programming and structured programming are
fully supported, and there are a number of language features which support functional programming and aspectoriented programming (including by metaprogramming[34] and by magic methods).[35] Many other paradigms are
supported using extensions, including design by contract[36][37] and logic programming.[38]
Python uses dynamic typing and a combination of reference counting and a cycle-detecting garbage
collector for memory management. An important feature of Python is dynamic name resolution (late binding),
which binds method and variable names during program execution.
The design of Python offers some support for functional programming in the Lisp tradition. The language has
map(), reduce() and filter() functions; comprehensions for lists, dictionaries, and sets;
and generator expressions.[39] The standard library has two modules (itertools and functools) that implement
functional tools borrowed from Haskell andStandard ML.[40]
The core philosophy of the language is summarized by the document "PEP 20 (The Zen of Python)", which
includes aphorisms such as:[41]






Beautiful is better than ugly
Explicit is better than implicit
Simple is better than complex
Complex is better than complicated
Readability counts

Rather than requiring all desired functionality to be built into the language's core, Python was designed to be
highly extensible. Python can also be embedded in existing applications that need a programmable interface. This
design of a small core language with a large standard library and an easily extensible interpreter was intended by
Van Rossum from the very start because of his frustrations with ABC (which espoused the opposite mindset).[27]
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While offering choice in coding methodology, the Python philosophy rejects exuberant syntax, such as in Perl, in
favor of a sparser, less-cluttered grammar. As Alex Martelli put it: "To describe something as clever is not
considered a compliment in the Python culture."[42] Python's philosophy rejects the Perl "there is more than one
way to do it" approach to language design in favor of "there should be one—and preferably only one—obvious
way to do it".[41]
Python's developers strive to avoid premature optimization, and moreover, reject patches to non-critical parts of
CPython which would offer a marginal increase in speed at the cost of clarity. [43] When speed is important, Python
programmers use PyPy, a just-in-time compiler, or move time-critical functions to extension modules written in
languages such as C.Cython is also available which translates a Python script into C and makes direct C level
API calls into the Python interpreter.
An important goal of the Python developers is making Python fun to use. This is reflected in the origin of the name
which comes from Monty Python,[44] and in an occasionally playful approach to tutorials and reference materials,
such as using examples that refer to spam and eggs instead of the standard foo and bar.[45][46]
A common neologism in the Python community is pythonic, which can have a wide range of meanings related to
program style. To say that code is pythonic is to say that it uses Python idioms well, that it is natural or shows
fluency in the language, that it conforms with Python's minimalist philosophy and emphasis on readability. In
contrast, code that is difficult to understand or reads like a rough transcription from another programming
language is called unpythonic.
Users and admirers of Python—especially those considered knowledgeable or experienced—are often referred to
asPythonists, Pythonistas, and Pythoneers.[47][48]
Syntax and semantics[edit]
Main article: Python syntax and semantics
Python is intended to be a highly readable language. It is designed to have an uncluttered visual layout, frequently
using English keywords where other languages use punctuation. Furthermore, Python has a smaller number of
syntactic exceptions and special cases than C or Pascal.[49]
Indentation
Main article: Python syntax and semantics § Indentation
Python uses whitespace indentation, rather than curly braces or keywords, to delimit blocks; this feature is also
termed theoff-side rule. An increase in indentation comes after certain statements; a decrease in indentation
signifies the end of the current block.[50]
Statements and control flow
Python's statements include (among others):


The if statement, which conditionally executes a block of code, along with else and elif (a contraction of
else-if).



The for statement, which iterates over an iterable object, capturing each element to a local variable for use
by the attached block.



The while statement, which executes a block of code as long as its condition is true.



The try statement, which allows exceptions raised in its attached code block to be caught and handled
by except clauses; it also ensures that clean-up code in a finally block will always be run regardless of how
the block exits.
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The class statement, which executes a block of code and attaches its local namespace to a class, for use
in object-oriented programming.



The def statement, which defines a function or method.



The with statement (from Python 2.5), which encloses a code block within a context manager (for example,
acquiring a lock before the block of code is run and releasing the lock afterwards, or opening a file and then
closing it), allowing RAII-like behavior.



The pass statement, which serves as a NOP. It is syntactically needed to create an empty code block.



The assert statement, used during debugging to check for conditions that ought to apply.



The yield statement, which returns a value from a generator function. From Python 2.5, yield is also an
operator. This form is used to implement coroutines.



The import statement, which is used to import modules whose functions or variables can be used in the
current program.



The print statement was changed to the print() function in Python 3.[51]

Python does not support tail-call optimization or first-class continuations, and, according to Guido van Rossum, it
never will.[52][53] However, better support for coroutine-like functionality is provided in 2.5, by extending
Python's generators.[54]Prior to 2.5, generators were lazy iterators; information was passed unidirectionally out of
the generator. As of Python 2.5, it is possible to pass information back into a generator function, and as of Python
3.3, the information can be passed through multiple stack levels.[55]
Expressions
Python expressions are similar to languages such as C and Java:
 Addition, subtraction, and multiplication are the same, but the behavior of division differs
(see Mathematics for details). Python also added the ** operator for exponentiation.


In Python, == compares by value, in contrast to Java, where it compares by reference. (Value comparisons
in Java use the equals() method.) Python's is operator may be used to compare object identities
(comparison by reference). Comparisons may be chained, for example a <= b <= c .



Python uses the words and , or , not for its boolean operators rather than the symbolic && , || , ! used in
Java and C.



Python has a type of expression termed a list comprehension. Python 2.4 extended list comprehensions into
a more general expression termed a generator expression.[39]



Anonymous functions are implemented using lambda expressions; however, these are limited in that the body
can only be a single expression.



Conditional expressions in Python are written as x if c else y [56] (different in order of operands from
the ?: operator common to many other languages).



Python makes a distinction between lists and tuples. Lists are written as [1, 2, 3] , are mutable, and cannot be
used as the keys of dictionaries (dictionary keys must be immutable in Python). Tuples are written as (1, 2,
3) , are immutable and thus can be used as the keys of dictionaries, provided all elements of the tuple are
immutable. The parentheses around the tuple are optional in some contexts. Tuples can appear on the left
side of an equal sign; hence a statement like x, y = y, x can be used to swap two variables.



Python has a "string format" operator % . This functions analogous to printf format strings in C, e.g. "foo=%s
bar=%d" % ("blah", 2) evaluates to "foo=blah bar=2" . In Python 3 and 2.6+, this was supplemented by
the format() method of the str class, e.g. "foo={0} bar={1}".format("blah", 2) .
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Python has various kinds of string literals:





Strings delimited by single or double quotation marks. Unlike in Unix shells, Perl and Perl-influenced
languages, single quotation marks and double quotation marks function identically. Both kinds of string
use the backslash ( \ ) as an escape character and there is no implicit string interpolation such as "$foo" .



Triple-quoted strings, which begin and end with a series of three single or double quotation marks. They
may span multiple lines and function like here documents in shells, Perl and Ruby.



Raw string varieties, denoted by prefixing the string literal with an r . No escape sequences are
interpreted; hence raw strings are useful where literal backslashes are common, such as regular
expressions and Windows-style paths. Compare " @ -quoting" in C#.

Python has index and slice expressions on lists, denoted as a[key] , a[start:stop] or a[start:stop:step] .
Indexes are zero-based, and negative indexes are relative to the end. Slices take elements from
the start index up to, but not including, the stop index. The third slice parameter, called step or stride, allows
elements to be skipped and reversed. Slice indexes may be omitted, for example a[:] returns a copy of the
entire list. Each element of a slice is a shallow copy.

In Python, a distinction between expressions and statements is rigidly enforced, in contrast to languages such
as Common Lisp, Scheme, or Ruby. This leads to some duplication of functionality. For example:


List comprehensions vs. for -loops



Conditional expressions vs. if blocks



The eval() vs. exec() built-in functions (in Python 2, exec is a statement); the former is for expressions, the
latter is for statements.

Statements cannot be a part of an expression, so list and other comprehensions or lambda expressions, all being
expressions, cannot contain statements. A particular case of this is that an assignment statement such as a =
1 cannot form part of the conditional expression of a conditional statement. This has the advantage of avoiding a
classic C error of mistaking an assignment operator = for an equality operator == in conditions: if (c = 1) { ... } is
valid C code but if c = 1: ... causes a syntax error in Python.
Methods
Methods on objects are functions attached to the object's class; the syntax instance.method(argument) is, for
normal methods and functions, syntactic sugar for Class.method(instance, argument) . Python methods have an
explicit self parameter to access instance data, in contrast to the implicit self (or this ) in some other objectoriented programming languages (e.g. C++, Java, Objective-C, or Ruby).[57]
Typing
Python uses duck typing and has typed objects but untyped variable names. Type constraints are not checked
at compile time; rather, operations on an object may fail, signifying that the given object is not of a suitable type.
Despite beingdynamically typed, Python is strongly typed, forbidding operations that are not well-defined (for
example, adding a number to a string) rather than silently attempting to make sense of them.
Python allows programmers to define their own types using classes, which are most often used for object-oriented
programming. New instances of classes are constructed by calling the class (for
example, SpamClass() or EggsClass() ), and the classes themselves are instances of the metaclass type (itself
an instance of itself), allowingmetaprogramming and reflection.
Prior to version 3.0, Python had two kinds of classes: "old-style" and "new-style".[58] Old-style classes were
eliminated in Python 3.0, making all classes new-style. In versions between 2.2 and 3.0, both kinds of classes
could be used. The syntax of both styles is the same, the difference being whether the class object is inherited
from, directly or indirectly (all new-style classes inherit from object and are instances of type ).
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Summary of Python 3's built-in types
Type

Description

Syntax example
'Wikipedia'
"Wikipedia"

str

A character string: an immutable sequence of Unicode codepoints.

"""Spanning
multiple
lines"""
bytearray(b'Some ASCII')

bytearray

A mutable sequence of bytes.

bytearray(b"Some ASCII")
bytearray([119, 105, 107,
105])
b'Some ASCII'

bytes

An immutable sequence of bytes.

b"Some ASCII"
bytes([119, 105, 107, 105])

list

Mutable list, can contain mixed types.

[4.0, 'string', True]

tuple

Immutable, can contain mixed types.

(4.0, 'string', True)

set , frozenset

Unordered set, contains no duplicates.
A frozenset is immutable.
Either can contain mixed types as long as they are hashable.

dict

A mutable associative array (or dictionary) of key and value pairs.
Can contain mixed types (keys and values). Keys must be a hashable
type.

{'key1': 1.0, 3: False}

int

An immutable integer of unlimited magnitude.[59]
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float

An immutable floating point number (system-defined precision).

3.1415927

complex

An immutable complex number with real and imaginary parts.

3+2.7j

bool

An immutable boolean value.

ellipsis

An ellipsis placeholder to be used as an index in NumPy arrays.

{4.0, 'string', True}
frozenset([4.0, 'string', True])

True
False
...

Mathematics
Python has the usual C arithmetic operators (+, -, *, /, %). It also has ** for exponentiation, e.g. 5**3 ==
125 and 9**.5 == 3.0 and a new matrix multiply operator @ coming in 3.5.[60]
The behavior of division has changed significantly over time.[61]


Python 2.1 and earlier use the C division behavior. The / operator is integer division if both operands are
integers, and floating point division otherwise. Integer division rounds towards 0, e.g. 7 / 3 == 2 and -7 / 3
== -2 .



Python 2.2 changes integer division to round towards negative infinity, e.g. 7 / 3 == 2 and -7 / 3 == -3 . The
floor division // operator is introduced. So 7 // 3 == 2 , -7 // 3 == -3 , 7.5 // 3 == 2.0 and -7.5 // 3 == -3.0 .
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Adding from __future__ import division causes a module to use Python 3.0 rules for division (see next).
Python 3.0 changes / to always be floating point division. In Python terms, the pre-3.0 / is "classic division",
the 3.0 / is "real division", and // is "floor division".

Rounding towards negative infinity, though different from most languages, adds consistency. For instance, it
means that the equation (a+b) // b == a // b + 1 is always true. It also means that the equation b * (a // b) + a % b
== a is valid for both positive and negative values of a . However, maintaining the validity of this equation means
that while the result of a % b is, as expected, in the half-open interval [0,b), where b is a positive integer, it has
to lie in the interval (b,0] when b is negative.[62]
Python provides a round function for rounding floats to integers. Versions before 3 use round-away-fromzero: round(0.5) is 1.0, round(-0.5) is −1.0.[63] Python 3 uses round-to-even: round(1.5) is 2, round(2.5) is
2.[64]The Decimal type/class in module decimal (since version 2.4) provides exact numerical representation and
several rounding modes.
Python allows boolean expressions with multiple equality relations in a manner that is consistent with general
usage in mathematics. For example, the expression a < b < c tests whether a is less than b and b is less
than c . C-derived languages interpret this expression differently: in C, the expression would first evaluate a < b ,
resulting in 0 or 1, and that result would then be compared with c .[65][page needed]
Due to Python's extensive mathematics library, it is frequently used as a scientific scripting language to aid in
problems such as data processing and manipulation.
Libraries
Python has a large standard library, commonly cited as one of Python's greatest strengths,[66] providing tools
suited to many tasks. This is deliberate and has been described as a "batteries included" [25] Python philosophy.
For Internet-facing applications, a large number of standard formats and protocols (such as MIME and HTTP) are
supported. Modules for creating graphical user interfaces, connecting to relational databases, pseudorandom
number generators, arithmetic with arbitrary precision decimals,[67] manipulating regular expressions, and
doing unit testing are also included.
Some parts of the standard library are covered by specifications (for example, the WSGI implementation wsgiref
follows PEP 333[68]), but the majority of the modules are not. They are specified by their code, internal
documentation, and test suite (if supplied). However, because most of the standard library is cross-platform
Python code, there are only a few modules that must be altered or completely rewritten by alternative
implementations.
The standard library is not essential to run Python or embed Python within an application. Blender 2.49, for
instance, omits most of the standard library.
As of January 2015, the Python Package Index, the official repository of third-party software for Python, contains
more than 54,000 packages offering a wide range of functionality, including:
 graphical user interfaces, web frameworks, multimedia, databases, networking and communications
 test frameworks, automation and web scraping, documentation tools, system administration
 scientific computing, text processing, image processing
Development environments
See also: Comparison of integrated development environments § Python
Most Python implementations (including CPython) can function as a command line interpreter, for which the user
enters statements sequentially and receives the results immediately (REPL). In short, Python acts as a shell.
Other shells add capabilities beyond those in the basic interpreter, including IDLE and IPython. While generally
following the visual style of the Python shell, they implement features like auto-completion, retention of session
state, and syntax highlighting.
In addition to standard desktop Python IDEs (integrated development environments), there are also browserbased IDEs,Sage (intended for developing science and math-related Python programs), and a browser-based
IDE and hosting environment, PythonAnywhere.
Implementations
See also: List of Python software § Python implementations
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The main Python implementation, named CPython, is written in C meeting the C89 standard.[69] It compiles
Python programs into intermediate bytecode,[70] which is executed by the virtual machine.[71] CPython is
distributed with a large standard library written in a mixture of C and Python. It is available in versions for many
platforms, including Microsoft Windows and most modern Unix-like systems. CPython was intended from almost
its very conception to be cross-platform.[72]
PyPy is a fast, compliant[73] interpreter of Python 2.7 and 3.2. Its just-in-time compiler brings a significant speed
improvement over CPython.[74] A version taking advantage of multi-core processors using software transactional
memoryis being created.[75]
Stackless Python is a significant fork of CPython that implements microthreads; it does not use the C memory
stack, thus allowing massively concurrent programs. PyPy also has a stackless version. [76]
Other just-in-time compilers have been developed in the past, but are now unsupported:



Google started a project called Unladen Swallow in 2009 with the aims of increasing the speed of the Python
interpreter by 5 times by using the LLVM and improving its multithreading ability to scale to thousands of
cores.[77]
Psyco is a specialising just in time compiler that integrates with CPython and transforms bytecode to machine
code at runtime. The produced code is specialised for certain data types and is faster than standard Python
code.

In 2005, Nokia released a Python interpreter for the Series 60 mobile phones called PyS60. It includes many of
the modules from the CPython implementations and some additional modules for integration with
the Symbian operating system. This project has been kept up to date to run on all variants of the S60 platform
and there are several third party modules available. The Nokia N900 also supports Python with GTK widget
libraries, with the feature that programs can be both written and run on the device itself. [78]
There are several compilers to high-level object languages, with either unrestricted Python, a restricted subset of
Python, or a language similar to Python as the source language:







Jython compiles into Java byte code, which can then be executed by every Java Virtual
Machine implementation. This also enables the use of Java class library functions from the Python program.
IronPython follows a similar approach in order to run Python programs on the .NET Common Language
Runtime.
The RPython language can be compiled to C, Java bytecode, or Common Intermediate Language, and is
used to build the PyPy interpreter of Python.
Pyjamas compiles Python to JavaScript.
Shed Skin compiles Python to C++.
Cython and Pyrex compile to C.

A performance comparison of various Python implementations on a non-numerical (combinatorial) workload was
presented at EuroSciPy '13.[79]
Development
Python's development is conducted largely through the Python Enhancement Proposal (PEP) process. The PEP
process is the primary mechanism for proposing major new features, for collecting community input on an issue,
and for documenting the design decisions that have gone into Python.[80] Outstanding PEPs are reviewed and
commented upon by the Python community and by Van Rossum, the Python project's BDFL.[80]
Enhancement of the language goes along with development of the CPython reference implementation. The
mailing list python-dev is the primary forum for discussion about the language's development; specific issues are
discussed in theRoundup bug tracker maintained at python.org.[81] Development takes place on a selfhosted source code repository running Mercurial.[82]
CPython's public releases come in three types, distinguished by which part of the version number is incremented:
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Backwards-incompatible versions, where code is expected to break and must be manually ported. The first
part of the version number is incremented. These releases happen infrequently—for example, version 3.0
was released 8 years after 2.0.



Major or "feature" releases, which are largely compatible but introduce new features. The second part of the
version number is incremented. These releases are scheduled to occur roughly every 18 months, and each
major version is supported by bugfixes for several years after its release. [83]



Bugfix releases, which introduce no new features but fix bugs. The third and final part of the version number
is incremented. These releases are made whenever a sufficient number of bugs have been fixed upstream
since the last release, or roughly every 3 months. Security vulnerabilities are also patched in bugfix
releases.[84]

A number of alpha, beta, and release-candidates are also released as previews and for testing before the final
release is made. Although there is a rough schedule for each release, this is often pushed back if the code is not
ready. The development team monitor the state of the code by running the large unit test suite during
development, and using theBuildBot continuous integration system.[85]
The community of Python developers has also contributed over 58,000 software modules (as of May 2, 2015) to
thePython Package Index (called PyPI), the official repository of third-party libraries for Python.
The major academic conference on Python is named PyCon. There are special mentoring programmes like
the Pyladies.
Naming
Python's name is derived from the television series Monty Python's Flying Circus,[86] and it is common to use
Monty Python references in example code.[87] For example, the metasyntactic variables often used in Python
literature are spamand eggs, instead of the traditional foo and bar.[87][88] As well as this, the official Python
documentation often contains various obscure Monty Python references.
The prefix Py- is used to show that something is related to Python. Examples of the use of this prefix in names of
Python applications or libraries include Pygame, a binding of SDL to Python (commonly used to create
games); PyS60, an implementation for the Symbian S60 operating system; PyQt and PyGTK, which
bind Qt and GTK, respectively, to Python; and PyPy, a Python implementation originally written in Python.
Use
Main article: List of Python software
Since 2008, Python has consistently ranked in the top eight most popular programming languages as measured
by theTIOBE Programming Community Index.[19] It is the third most popular language whose grammatical
syntax is not predominantly based on C, e.g. C++, C#, Objective-C, Java.
An empirical study found scripting languages (such as Python) more productive than conventional languages
(such as C and Java) for a programming problem involving string manipulation and search in a dictionary.
Memory consumption was often "better than Java and not much worse than C or C++". [89]
Large organizations that make use of Python include Google,[90] Yahoo!,[91] CERN,[92] NASA,[93] and some smaller
ones like ILM,[94] and ITA.[95]
Python can serve as a scripting language for web applications, e.g., via mod_wsgi for the Apache web
server.[96] WithWeb Server Gateway Interface, a standard API has evolved to facilitate these applications. Web
application frameworkslike Django, Pylons, Pyramid, TurboGears, web2py, Tornado, Flask and Zope support
developers in the design and maintenance of complex applications. Pyjamas and IronPython can be used to
develop the client-side of Ajax-based applications. SQLAlchemy can be used as data mapper to a relational
database. Twisted is a framework to program communications between computers, and is used (for example)
by Dropbox.
Libraries like NumPy, SciPy and Matplotlib allow the effective use of Python in scientific computing,[97][98] with
specialized libraries such as BioPython and Astropy providing domain-specific functionality. Sage is
a mathematical software with a "notebook" programmable in Python: its library covers many aspects
of mathematics, including algebra, combinatorics,numerical mathematics, number theory, and calculus.
Python has been successfully embedded in a number of software products as a scripting language, including
in finite element method software such as Abaqus, 3D parametric modeler like FreeCAD, 3D animation packages
such as 3ds Max, Blender, Cinema 4D, Lightwave, Houdini, Maya, modo, MotionBuilder, Softimage, the visual
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effects compositorNuke, 2D imaging programs like GIMP,[99] Inkscape, Scribus and Paint Shop
Pro,[100] and musical notation program orscorewriter capella. GNU Debugger uses Python as a pretty printer to
show complex structures such as C++ containers.Esri promotes Python as the best choice for writing scripts
in ArcGIS.[101] It has also been used in several video games,[102][103] and has been adopted as first of the three
available programming languages in Google App Engine, the other two being Java and Go.[104]
Python has also been used in artificial intelligence tasks.[105][106][107][108] As a scripting language with module
architecture, simple syntax and rich text processing tools, Python is often used for natural language
processing tasks.[109]
Many operating systems include Python as a standard component; the language ships with most Linux
distributions,AmigaOS 4, FreeBSD, NetBSD, OpenBSD and OS X, and can be used from the terminal. A number
of Linux distributions use installers written in Python: Ubuntu uses the Ubiquity installer, while Red Hat
Linux and Fedora use the Anacondainstaller. Gentoo Linux uses Python in its package management
system, Portage.
Python has also seen extensive use in the information security industry, including in exploit development.[110][111]
Most of the Sugar software for the One Laptop per Child XO, now developed at Sugar Labs, is written in
Python.[112]
The Raspberry Pi single-board computer project has adopted Python as its principal user-programming language.
LibreOffice includes Python and intends to replace Java with Python. Python Scripting Provider is a core
feature[113] since Version 4.0 from 7 February 2013.
Languages influenced by Python
Python's design and philosophy have influenced several programming languages, including:










Boo uses indentation, a similar syntax, and a similar object model. However, Boo uses static typing (as well
as optionalduck typing) and is closely integrated with the .NET Framework.[114]
Cobra uses indentation and a similar syntax. Cobra's "Acknowledgements" document lists Python first among
languages that influenced it.[115] However, Cobra directly supports design-by-contract, unit tests, and
optional static typing.[116]
ECMAScript borrowed iterators, generators, and list comprehensions from Python.[117]
Go is described as incorporating the "development speed of working in a dynamic language like Python". [118]
Groovy was motivated by the desire to bring the Python design philosophy to Java.[119]
OCaml has an optional syntax, called twt (The Whitespace Thing), inspired by Python and Haskell.[120]
Ruby's creator, Yukihiro Matsumoto, has said: "I wanted a scripting language that was more powerful than
Perl, and more object-oriented than Python. That's why I decided to design my own language."[121]
CoffeeScript is a programming language that cross-compiles to JavaScript; it has Python inspired syntax.
Swift is a programming language invented by Apple; it has some Python inspired syntax. [122]

Python's development practices have also been emulated by other languages. The practice of requiring a
document describing the rationale for, and issues surrounding, a change to the language (in Python's case, a
PEP) is also used inTcl[123] and Erlang[124] because of Python's influence.
Python has been awarded a TIOBE Programming Language of the Year award twice (in 2007 and 2010), which is
given to the language with the greatest growth in popularity over the course of a year, as measured by the TIOBE
index.[125]
See also
Free software portal
Python programming portal
 Comparison of integrated development environments for Python
 Python for S60
 Off-side rule languages, where blocks are expressed by indentation
 Comparison of programming languages
 List of programming languages
 LAMP (software bundle)
 LEAP (software bundle)
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Programming Languages: R vs Python
R vs Python for Data Science: The Winner is… By Martijn Theuwissen, DataCamp
From: http://www.kdnuggets.com/2015/05/r-vs-python-data-science.html
In the battle of "best" data science tools, python and R both have their pros and cons. Selecting one over the
other will depend on the use-cases, the cost of learning, and other common tools required.
(KDnuggets, a site dedicated to data mining, analytics, big data, and data science.)
At DataCamp, our students often ask us whether they should use R and/or Python for their day-to-day data
analysis tasks. Although we mainly offer interactive R tutorials, we always answer that this choice depends on the
type of data analytical challenge that they are facing.
Both Python and R are popular programming languages for statistics. While R’s functionality is developed with
statisticians in mind (think of R's strong data visualization capabilities!), Python is often praised for its easy-tounderstand syntax.
In this post, we will highlight some of the differences between R and Python, and how they both have a place in
the data science and statistics world. If you prefer a visual representation, make sure to check out the
corresponding infographic ”Data Science Wars: R vs Python”.
Introducing R
Ross Ihaka and Robert Gentleman created the open-source language R in 1995 as an implementation of the S
programming language. The purpose was to develop a language that focused on delivering a better and more
user-friendly way to do data analysis, statistics and graphical models. At first, R was primarily used in academics
and research, but lately the enterprise world is discovering R as well. This makes R one of the fastest growing
statistical languages in the corporate world.
One of the main strengths of R is its huge community that provides support through mailing lists, user-contributed
documentation and a very active Stack Overflow group. There is also CRAN, a huge repository of curated R
packages to which users can easily contribute. These packages are a collection of R functions and data that
make it easy to immediately get access to the latest techniques and functionalities without needing to develop
everything from scratch yourself.
To end, if you’re an experienced programmer, you probably won't have a hard time to get up to speed with R. As
a beginner, however, you might find yourself struggling with the steep learning curve. Luckily, there are many
great learning resources you can consult nowadays.
Introducing Python
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Python was created by Guido Van Rossem in 1991 and emphasizes productivity and code readability.
Programmers that want to delve into data analysis or apply statistical techniques are some of the main users of
Python for statistical purposes.
The closer you get to working in an engineering environment, the more likely it is you might prefer Python. It’s a
flexible language that is great to do something novel, and given its focus on readability and simplicity, its learning
curve is relatively low.
Similar to R, Python has packages as well. PyPi is the Python Package index and consists of libraries to which
users can contribute. Just like R, Python has a great community but it is a bit more scattered, since it’s a general
purpose language. Nevertheless, Python for data science is rapidly claiming a more dominant position in the
Python universe: the expectations are growing and more innovative data science applications will see their origin
here.
R and Python: The General Numbers
On the web, you can find many numbers comparing the adoption and popularity of R and Python. While these
figures often give a good indication on how these two languages are evolving in the overall ecosystem of
computer science, it’s hard to compare them side-by-side. The main reason for this is that you will find R only in a
data science environment; As a general purpose language, Python, on the other hand, is widely used in many
fields, such as web development. This often biases the ranking results in favor of Python, while the salaries are
affected somewhat negatively.

When and how to use R?
R is mainly used when the data analysis task requires standalone computing or analysis on individual servers. It’s
great for exploratory work, and it's handy for almost any type of data analysis because of the huge number of
packages and readily usable tests that often provide you with the necessary tools to get up and running quickly. R
can even be part of a big data solution.
When getting started with R, a good first step is to install the amazing RStudio IDE. Once this is done, we
recommend you to have a look at the following popular packages:






dplyr, plyr and data.table to easily manipulate packages,
stringr to manipulate strings,
zoo to work with regular and irregular time series,
ggvis, lattice, and ggplot2 to visualize data, and
caret for machine learning

When and how to use Python?
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You can use Python when your data analysis tasks need to be integrated with web apps or if statistics code
needs to be incorporated into a production database. Being a fully-fledged programming language, it’s a great tool
to implement algorithms for production use.
While the infancy of Python packages for data analysis was an issue in the past, this has improved significantly
over the years. Make sure to install NumPy /SciPy (scientific computing) and pandas (data manipulation) to make
Python usable for data analysis. Also have a look atmatplotlib to make graphics, and scikit-learn for machine
learning.
Unlike R, Python has no clear “winning” IDE. We recommend you to have a look at Spyder,IPython
Notebook and Rodeo to see which one best fits your needs.
R and Python: The Data Science Numbers
If you look at recent polls that focus on programming languages used for data analysis, R often is a clear winner.
If you focus specifically on Python and R's data analysis community, a similar pattern appears.

Despite the above figures, there are signals that more people are switching from R to Python. Furthermore, there
is a growing group of individuals using a combination of both languages when appropriate. This is exactly in line
with what we recommend to our students as well.
If you’re planning to start a career in data science, you are good with both languages. Job trends indicated an
increasing demand for both skills, and wages are well above average.
R: Pros and Cons
Pro: A picture says more than a thousands words
Visualized data can often be understood more efficiently and effectively than the raw numbers alone. R and
visualization are a perfect match. Some must-see visualization packages are ggplot2, ggvis, googleVis and
rCharts.
Pro: R ecosystem
R has a rich ecosystem of cutting-edge packages and active community. Packages are available at CRAN,
BioConductor and Github. You can search through all R packages at Rdocumentation.
Pro: R lingua franca of data science
R is developed by statisticians for statisticians. They can communicate ideas and concepts through R code and
packages, you don’t necessarily need a computer science background to get started. Furthermore, it is
increasingly adopted outside of academia.
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Pro/Con: R is slow
R was developed to make the life of statisticians easier, not the life of your computer. Although R can be
experienced as slow due to poorly written code, there are multiple packages to improve R’s performance: pqR,
renjin and FastR, Riposte and many more.
Con: R has a steep learning curve
R’s learning curve is non-trivial, especially if you come from a GUI for your statistical analysis. Even finding
packages can be time consuming if you’re not familiar with it.
Python: Pros and Cons
Pro: IPython Notebook
The IPython Notebook makes it easier to work with Python and data. You can easily share notebooks with
colleagues, without having them to install anything. This drastically reduces the overhead of organizing code,
output and notes files. This will allow you to spend more time doing real work.
Pro: A general purpose language
Python is a general purpose language that is easy and intuitive. This gives it a relatively flat learning curve, and it
increases the speed at which you can write a program. In short, you need less time to code and you have more
time to play around with it!
Furthermore, the Python testing framework is a built-in, low-barrier-to-entry testing framework that encourages
good test coverage. This guarantees your code is reusable and dependable.
Pro: A multi purpose language
Python brings people with different backgrounds together. As a common, easy to understand language that is
known by programmers and that can easily be learnt by statisticians, you can build a single tool that integrates
with every part of your workflow.
Pro/Con: Visualizations
Visualizations are an important criteria when choosing data analysis software. Although Python has some nice
visualization libraries, such as Seaborn, Bokeh and Pygal, there are maybe too many options to choose from.
Moreover, compared to R, visualizations are usually more convoluted, and the results are not always so pleasing
to the eye.
Con: Python is a challenger
Python is a challenger to R. It does not offer an alternative to the hundreds of essential R packages. Although it’s
catching up, it’s still unclear if this will make people give up R?
And the winner is..
Up to you! As a data scientist it’s your job to pick the language that best fits the needs. Some questions that can
help you:
1.
2.
3.
4.

What problems do you want to solve?
What are the net costs for learning a language?
What are the commonly used tools in your field?
What are the other available tools and how do these relate to the commonly used tools?

Hope this was useful!
On DataCamp
DataCamp is an online interactive education platform that offers courses in data science and R programming.
Each course is built around a certain data science topic, and combines video instruction with in-browser coding
challenges so that you can learn by doing. You can start every course for free, whenever you want, wherever you
want.
Related:
 R leads RapidMiner, Python catches up, Big Data tools grow, Spark ignites
 The Grammar of Data Science: Python vs R
 Top KDnuggets tweets, Apr 2-5: The Data Science ecosystem: Data wrangling useful tools and tips
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Learn To Code: Why I’m Not Looking to Hire Computer-Science Majors
Finding software developers is hard, especially with colleges doing such a rotten job of teaching them skills.

PHOTO: GETTY IMAGES/IKON IMAGES
2015-08-28, By DANIEL GELERNTER, from: http://www.wsj.com/articles/why-im-not-looking-to-hire-computerscience-majors-1440804753
I usually say the hardest part of running a tech startup is raising money, but that’s a bit of a smokescreen: We
spend the money on software developers, who are an incredibly hot commodity in scarce supply. Finding them is
the toughest task.
Part of the problem is that startups have to compete with hegemons like Google and Facebook that offer
extraordinary salaries for the best talent. I recently met a college student whom Facebook recruited as a summer
intern at $10,000 a month. A junior developer fresh out of college can expect to earn around $10,000 monthly,
plus benefits, a $100,000 signing bonus and $200,000 in stock options. For a more experienced developer, the
sky’s the limit. Business Insider reported last year that a startup offering an annual salary of $500,000 was unable
to lure a senior developer away from Google because he was earning $3 million a year in cash and stock.
A small startup has to compensate for its relatively anemic cash offers with more generous stock grants, and—our
best feature—a lifestyle of low authority and high responsibility, where each developer sees his work changing the
product on a daily basis.
The thing I look for in a developer is a longtime love of coding—people who taught themselves to code in high
school and still can’t get enough of it. The eager but not innately passionate coders being churned out of 12- and
19-week boot camps in New York tend not to be the best: There are too many people simply looking for a career
transition, and not enough who love coding for its own sake.
The thing I don’t look for in a developer is a degree in computer science. University computer science
departments are in miserable shape: 10 years behind in a field that changes every 10 minutes. Computer science
departments prepare their students for academic or research careers and spurn jobs that actually pay money.
They teach students how to design an operating system, but not how to work with a real, live development team.
There isn’t a single course in iPhone or Android development in the computer science departments of Yale or
Princeton. Harvard has one, but you can’t make a good developer in one term. So if a college graduate has the
coding skills that tech startups need, he most likely learned them on his own, in between problem sets. As one of
my developers told me: “The people who were good at the school part of computer science—just weren’t good
developers.” My experience in hiring shows exactly that.
This is a shame because the young people who get degrees in computer science or engineering often have the
makings of great software developers—the interest is there. But the education is a failure.
Today we insist on higher-education for everything—where a high-school diploma for a teacher or a reporter was
once adequate, a specialized degree in education or journalism is now required. But my lead developer didn’t
graduate from college, and neither did my other full-stack developer. I do have one developer with a degree in
electrical engineering: Did he learn any of his development skills in college, I ask? No.
There is an opportunity to relieve the drought of qualified software developers that has driven up prices and is
stunting startup growth: A serious alternative to the $100,000 four-year college degree wouldn’t even need to be
accredited—it would merely need to teach students the skills that startups are desperate for, and that universities
couldn’t care less about.
Mr. Gelernter is the CEO of the tech startup Dittach.
Comments
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Wade Schuette
Trying to solve Mr. Gelernter's hiring problem by revising the American educational system strikes me as a multidecade task with poor odds of success.
Suppose we redefine the problem to this: find a great way to match existing people with existing needs of
employers.
Now we know that a huge number of people, companies, and economies would benefit from a solution to that
problem; no such solution currently exists, despite many efforts; computing power is not a constraint; whoever
solves this problem will get very rich overnight; and it is conceivable that there IS a solution, especially if we allow
Artificial Intelligence, hybrid components ( humans ), etc.
Given that, to follow Thomas Edison's approach, what is the "smallest missing piece" that would crack this
problem?
I'd suggest that a serious discussion on the above problem could be valuable, and would be something the WSJ
could sustain.
BTW, I doubt that any number of "coders" would be able to solve this.
gabe micchelli
There's a lot of truth in what Gelernter states early on. "The thing I look for in a developer is a longtime love of
coding." That's the ticket. I started my career as an electronics technician long ago. I worked with guys who
loved troubleshooting. They breathed it. I had some natural talent and more formal education than many of those
guys. But I was not really successful at the creative until I fell in love with it.
I saw an interview with Milton Friedman years ago. He was asked who was the economist with the greatest
understanding, that he had ever met. Friedman said his answer might surprise. It was a colleague who, without
the depth of education and study of many other more prominent economists, had more passion and a greater
innate touch. The guy understood economics in his bones. Confucius was right: any thing will reveal its secrets if
you love it enough.
Gelernter may not be a code master anymore but has a more important skill - finding them.
Richard Silverman15 hours ago
Mr. Gelernter is making a very odd complaint: university departments of computer science are not producing 22year-old developers with deep experience and up-to-the-minute skills in exactly what he needs them to do;
therefore, these departments are failing, and their missions are flawed. Unstated and unargued is why it should
be their mission to do this — and of course, it isn’t, and neither should it be. Gelernter notes that it is expensive to
hire seasoned, experienced, competent employees in a hot field. Well… yes. Welcome to the law of supply and
demand. Typically these people have education in their field, coupled with years of subsequent work experience,
giving them a combination of foundational understanding of their discipline and industry-specific skills.
Tomas Pajaros
interesting and makes me think of parallels to the new technology of an earlier day, that is still true today: you
don't hire auto-mechanics out of a vocational school. The best ones are gearheads who love getting under the
hood and taught themselves; which includes having a network of mentors to call with a hands-on problem.
A 2 year degree means far less than the light in the eyes. The challenge as always is how to ask the right
questions in interviews.
Chaowang Zhang16 hours ago
To be honest, the authors is quite misleading regarding to computer sciences education in general.
If you hire a guy knows nothing about Operating System, how the heck he knows memory management and fine
tuning application performance?
Your argument, that college’s education is out of date because it failed to provide courses for mobile
development, is really amazed me. Seriously? Any experienced computer science majored programmer will laugh
at your reasoning. Simply because we can pick up this mobile development job in a month of self-studying. Why?
Because we have solid foundation understanding of computer science.
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I have been working in IT industry for a decade. There is always different hot name comes up from time to time:
big data, cloud computing and etc. The name is always changing. But something never changes, which requires
your spending 4 years-time to study computer science and math.
Good luck with your tech startup hiring.
Ted Thomas21 hours ago
I am a coder running a small VM consulting firm. I enjoy coding; did it with punch cards in college. Based on that
intro, I'll make this observation: code is a language, like Greek or Spanish, related to math (which is also a
language) but not the same. The difference is that the "listener" is not human, but some form of a machine, and it
is completely unforgiving in terms of it's ability to make "sense of the words". This is where many smart people
get bored, frustrated or completely bewildered... how do you talk to the stupid thing, and get it to "talk" back!
In coding, only the machine whisperers become productive. They are stubborn, unrelenting and exult in the ability
to bring a machine to life. They must also endure exhausting hours, even days, of frustration with other people's
screwups or lack of documentation. In short, they must birth their code, over and over again.
There aren't many with the intelligence, drive, patience or stubbornness to do this.
Nick Brown
@Richard Silverman I'm not asking new graduates to be experts in a dozen programming languages, new
software frameworks, and whatever else is the flavor of the month. I'm asking them to know the difference
between an array and a hashmap. And I cry a little each time I interview someone with a master's degree in CS
who doesn't.
Al Carruth
University curricula are not driven by industry demand but by academic publishing and the tenure system, and the
idea that four years of college is either necessary or sufficient to acquire the skills necessary to get a job is clearly
mistaken. Given the astronomical price of traditional colleges it makes sense to consider alternatives. There is
no need for a multi-million volume library when information is so readily available on the Internet. There is no
need to spend $150 for the 12th edition of a calculus textbook when you can learn calculus for free on the
Internet. It many cases all one really needs is a mentor to guide them through the information and training
available online already and this will eventually revolutionize the way curricula are designed, marketed and
consumed. The brick and mortar universities have priced themselves out of the market.
DAVID STANWICK
I have often said that it is more difficult for developers to stay current in their field than physicians, because the
lack of current knowledge in the former becomes more apparent than the lack of current medical knowledge in the
latter, and besides the human body isn't as exacting as a computer to responding to treatments or procedures.
It can be scary sometimes. When industries contract due to economics, developers get weeded out. Again,
those without the skills most currently useful, as well as a quiver of skills useful for the "next generation" product
can consider themselves skating on thin ice. Market forces at work.
DAVID STANWICK
I've been developing software professionally since the late 1970's and I do not possess a degree in anything. I've
worked with minicomputers, the desktop PC revolution, as well as industrial automation. I've managed contracts,
projects, and development teams. But my favorite place to be is at home in Visual Studio and the .NET
framework. I simply love coding!
That said, I think the article hits the nail on the head. Good developers cost a lot of money because their skills
are relevant in the here and now. In addition, I won't hire anyone who doesn't show engineering discipline and
understand the engineering process thoroughly. Typical CS departments don't even think about the culture of
"Software Engineering".
It is challenging for a developer to keep skills current, hence the high cost. There is an endless treadmill of new
technologies -- no one can keep up with it all -- but one must at least conquer something new regularly or risk
becoming irrelevant.
Hyun Smith
Coding/Developing isn't particularly difficult, just takes times, focus, dedication.
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The lack of talent probably says more about the sorry state of American entitlement/instant gratification mentality
than anything else.
XAVIER L SIMON, @ALAN SEWELL
You woke up on the wrong side of the bed today, Alan. The author doesn't indict the whole educational system,
just says that they don't produce enough of what he needs. I've heard that complaint in a whole bunch of
industries, most especially with small companies that can't afford to train their skilled workers--I've heard the CEO
of Siemens say that of machinists, for instance--and even more so with small startups. I looked up this author's
company and what I found in linkedin suggests his company is under ten employees. A startup of that size needs
to get off to a running start. If you haven't then please read my longer comment just below.
To me the bottom line from what I have read and experienced over many years is that this country needs more
vocational training. But even then it is not going to be easy for a small startup without the resources to look all
over the country to find precisely what it needs to get off to a running start. That's just one of those facts of life.
James Brouillette
Being the owner of a successful software company, I can say there are plenty of great computer science
graduates out there. You just have to work hard to find them. Computer Science departments are doing a decent
job teaching fundamentals, which is most important. The actual code syntax they learn is not as important as their
ability to learn new code. Great coders can code in any language. You have to train them on the specific
technologies your company is using.
Wayne Sadin12 hours ago
Funny reversal--his Dad was the CS Department Chair at SUNY Stony Brook when I started my BS degree. I
arrived on campus with 3 years of hands-on, self-taught Assembler, FORTRAN, and PL/1 skills (which, in 1970,
was almost unheard-of).
I took classes in logic, formal languages, operating systems principles, and even circuit design: everything except
programming (when I asked about learning a programming language my TA's answer was "we're training
scientists, not technicians")...we did take a 'survey of programming languages' class: SNOBOL4, LISP, APL,
ALGOL (I think) that looked at the design of the languages.
I was expected to turn in programs: a parser, a simple O/S, simulations, even a Turing machine simulator. But
most of my grade came from the algorithm design and less from the quality of my code (since I was a decent
coder I took pride in clean, elegant code...but t wasn't required).
I've been in IT for over 30 years, and the foundational principles I learned at Stony Brook and other 'science'
schools have served me well for all this time. Whether working on MVS internals, comparing OS/2 with Windows
NT, or evaluating today's cloud and hyperconverged architectures, the basics remain basic.
Industry needs clever coders, but it also needs skilled computer scientists. I suggest they are complementary and
in many ways overlapping skills, but different enough that their training isn't quite the same.
John Terpening
A lot of bad candidates can be filtered out with a simple interview question:
"Why did you decide to get a degree in _____"
Robert Curry14 hours ago
"University computer science departments are in miserable shape: 10 years behind in a field that changes every
10 minutes."
"The thing I look for in a developer is a longtime love of coding—people who taught themselves to code in high
school and still can’t get enough of it."
All this makes sense to me. Mr. Gelernter understands the best developers learned everything on their own, and
that's who he hires.
Ryan Delucchi
Yes, it is very true that one who has started coding in high-school is one of many possible indicators of the
ambition required to be a successful software engineer: acquiring a CS degree is also one of many ways to gain a
core understanding of underlying theories of algorithms and computation. This core understanding is needed to
solve truly deep software engineering problems.
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I've observed first-hand how software engineer's obliviousness of crucial theoretical CS principles often result in
software that is difficult to maintain, full of defects and fails to perform at scale. Furthermore, there exists many,
increasingly important, specializations in the field that require additional understanding beyond basic CS: Some
examples include Machine Learning (probability and statistics), Bioinformatics (computational biology) and
Functional Programming (Category Theory).
As someone who started coding in high-school and received a C.S. degree, I fully appreciate the value of both.
Nick Brown
@Ryan Delucchi Unfortunately colleges seem to be doing a poor job of teaching any of that. A student who
already loves computer programming can get a lot out of college, I'm sure. I did. But I've interviewed too many
graduates with degrees in computer science, even master's degrees, who don't know a thing about algorithm
analysis, data structures, or anything else that would be needed to actually develop actual software.
Now the people I've interviewed are not a random sample of developers. The population of people actively
looking for jobs does oversamples those who are not skilled enough to land a job they don't want to leave. Maybe
there are plenty of skilled software developers out there with college degrees who just ignore the constant calls
and emails from recruiters (as, admittingly, I do).
But still, how do so many people who completely lack the needed skills to develop software manage to graduate
with CS degrees? Clearly our universities are failing too often.
TOM PAINTER
While the summary conclusion of the author seems spot on, in more ways than he is arguing - the U.S. economy
needs more talented people, four year degrees in hand or not, I would make one exception to what he said.
He said: "Computer science departments prepare their students for academic or research careers and spurn jobs
that actually pay money. They teach students how to design an operating system, but not how to work with a real,
live development team."
I think that statement should have begun with the word "Most". I think the statement is commonly, but not
universally true. There are some non-Ivy league great engineering schools, offering degree programs I think the
author would approve of.
Phil Glowatz
Do most colleges really prepare anyone (outside of those interested in academic-based research) for a job? The
author says computer science departments are 10 years behind the times, but the whole truth is that colleges are
behind the times overall. Most schools are still using fax machines (and plenty of them), a technology that was
obsolete 15 years ago. No courses in Android? Why should there be? A good portion of the senior faculty is
probably still using flip phones. It all speaks to an ironic underlying culture in institutions that should be forwardthinking: Change is bad.
Michael Williams
@Daniel Pressler If you want to be taught by a live teacher, I would recommend your local junior college. Often
they offer a couple of intro courses at very low prices.
If you don't mind learning online, Khan academy offers good introductory programming courses. There is also
codeAcademy.com as a free option. Plus there are a number of fairly inexpensive online options like lynda.com,
treehouse.com or oreilly.com. Lots of options if you have an interest.
Last but not least, once you know the basics, you can always buy a good book on the subject to learn more.
Michael Kennedy
@John Toepfer A few years ago, there was a school in Washington State, I think, that was teaching game design
and had trouble keeping students long enough to graduate. I wonder what happened with that ?
Diane Dewight15 hours ago
@Michael Kennedy @John Toepfer You're talking about digipen, located in Washington State. It continue to grow
and attract students from around the globe. Definitely the premiere school for the gaming industry.
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GEORGE ADLER
Many employers chase the "superstars" of other competitor companies. They also prefer to hire programmers
from India, China, or Russia. The Americans who have either lost their jobs or starting a career with limited
experience have no chance.
Most local programmers are young, motivated, "love coding", want to learn and would be there for you, when
your software crashes. Will they work 2 a.m. to fix the problem? Will they work non-stop until a problem is
resolved? Most of the superstars won't be there unless you pay, but the dedicated interested employee will.
Job listings have over ten acronyms as job requirements, instead of the one or two applications they actually
need. Trained programmers in modern tools, languages can learn a new tool/application in less than one
month. But most companies are unwilling to invest a month in training, paid or unpaid.
I am a semi-retired software engineer after two years looking for a job. I currently tutor, teach programming,
C++, and JAVA.
STEVEN PANKRATZ
@thomas sheehan Although there are clear limitations to software as Thomas brings up, more capital intensive
actions like growing food, drilling wells, and building houses can all be done more efficiently with the use of
software that is being developed today. These industries (I work in Oil and Gas) are years behind Google,
Facebook, and Amazon in the use of "Big Data analytics". I project that as the "internet of things" for these "real"
industries grows, we will continue to see a growing need for developers. The problem that Mr. Gelernter points
out is not only true for startups, but for established capital intensive industries as well.
Raphael Avital
Dear Mr. Gelernter,
The market is flooded with unemployed people with exactly the skills of your non-college-graduate lead developer
and full-stack developer. They are unemployed because they're in their fifties, have been unemployed for months
or years, have no college degree, and despite having a proven track record of decades of successful software
development, having acquired their skills independently and at their own expense, which saves you money, and
would be happy to work for under $100k/year. Problem is, they won't get past your recruiters. So asking you if you
would even consider them is academic. If you're truly looking for them, provide an email address, and prepare to
be flooded with resumes for your consideration. Of course, that means you'll need professional recruiters to sift
through them, so you're back to the original problem.
Tom Wood, @Jerome Abernathy @Tom Wood
I agree that most tech companies are anything but diverse but my point is instead of currently rejecting somebody
because they don't meet diversity guidelines might lower the bar. There have been multiple articles about how
Google, Microsoft, etc don't have the appropriate diversity numbers.
Likewise if a company used paid interns in the $50,000 range with the agreement that they will be let go if they
don't pass the company training and will be "hired" if they do well in training, it will be easier to find the best
employees.
Raphael Avital1 day ago, @Jerome Abernathy @Tom Wood
"In fact, most tech companies are anything but diverse."
Jerome, I'm not sure I understand. If by "anything but diverse" you mean not diverse at all, I beg to differ. IT firms
I've worked for as a developer/programmer were filled with friendly Indians, Hispanics, women of all colors, and
the majority of the managers I reported to were women.
As to training your employees, it's a question of supply and demand. When the supply of people with my skills
was low, an employer spent well over $10,000 on Oracle training for me and several others. The supply today
appears, correctly or not, to be higher than the demand. The author of this column is revealing truths that are not
reflected in the selection processes of recruiters.
Michael Lowry1 day ago
Good programming skill isn't a reflection of intelligence or education. It is an aptitude, like eye-hand coordination
or balance that a person is born with. Combined with motivation it is very valuable. Without motivation it is
worthless.
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There is a whole generation of young people who think being good game players make them good
programmers. This is unfortunate.
Learn to Code: Daphne Koller Brings the World Into Stanford Classes
2012-03-01, By Ari Levy, Levy is a reporter for Bloomberg News in San Francisco. From:
http://www.bloomberg.com/bw/articles/2012-03-01/daphne-koller-brings-the-world-into-stanford-classes

Photograph by Gabriela Hasbun for Bloomberg Businessweek
College: Got a bachelor’s degree at 17, then went to Stanford for her Ph.D., Career: Won a MacArthur Fellowship
for her work in artificial intelligence, Creation: A distance-learning program that automatically grades tests
As Daphne Koller prepares to teach a course called Probabilistic Graphical Models this spring, the Stanford
University computer science professor is in uncharted territory. More than 44,000 people across the globe have
registered for the class, many times the total number of students she has taught in 17 years at Stanford.
Koller, a 43-year-old Israeli who graduated from college in Jerusalem at age 17 before attending Stanford for her
Ph.D., is engaged in one of the most ambitious projects of her career. She and her colleague Andrew Ng last fall
founded Coursera, a company that has created one of the world’s most advanced free online learning efforts.
More than 250,000 people in 172 countries signed up for the first three computer science offerings. A second
batch is expected to include 15 classes, adding other fields such as anatomy and social sciences. Two are being
taught by professors at the University of California at Berkeley and another is from the University of Michigan. The
rest are taught by Stanford professors. The new courses were to begin in February, but most have been delayed
due to legal concerns over copyrighted material used in the classes and other issues. Koller says she is confident
the problems will be ironed out soon.
Coursera’s software, developed by Stanford undergrad and graduate students, is what distinguishes the program
from similar offerings by other schools. Classes involve recorded lectures and quizzes in which the video pauses
to let students answer questions; when the video resumes, they get immediate feedback and the program
automatically grades their responses. Another feature lets students submit questions, which are presented to
other students who help select the most relevant ones. Those are then sent on to the professor. Participants who
satisfactorily complete the coursework get what’s called a statement of accomplishment from Coursera.
Enrollees range from teens to grandparents, Koller says, and include students at other universities, professionals
seeking to improve their skills, and people who can’t afford tuition. “Getting access to such a big component of
what a Stanford student gets was really what grabbed people’s imagination,” says Koller, who won a MacArthur
Fellowship in 2004 for her work in artificial intelligence.
While teaching students across the globe will be new for Koller, she knows a fair amount about where many of
them live. She has visited more than 50 countries, including a recent trip to Vietnam and Cambodia. At the ages
of seven and nine, her two children have already been to Fiji, Israel, Greece, and Costa Rica, among other
places. While Koller hopes Coursera eventually becomes profitable, she says that’s not its primary goal. “There
are millions of people around the world who will never have access to this quality of education,” Koller says. “Let’s
put the content out there.”
Learn To Code: How to Become a Great Programmer / What Surveys Won’t Tell You about the best languages to learn

140

There is no “best” language.




The more technologies you know, the more you need to know.
Few developers have the luxury (or tedium?) of working with a single technology.

There’s only one secret to becoming a great developer: Just build stuff!
First, find a problem — especially one which has a personal interest or benefit to you. Perhaps that’s creating
a résumé website, organizing your finances, automating your home or sending random tweets to your
followers. Ensure the goals are achievable; even the best developers would shudder at the thought of
creating a WordPress or Call of Duty clone.
Now choose an appropriate set of technologies. There may be several options but don’t attempt to force a
language on the solution. You may be able to create a native mobile app in Perl but resources are rare and
it’ll be a frustrating exercise.
Then create your solution. Google, code examples and fellow developers are helpful but don’t expect them to
provide all the answers. Your project is (or should be) unique and only one person can teach you to
program: you.
Finally, don’t expect to become a coding ninja overnight. Some people have a natural aptitude but they also
spent many, many hours honing their skills and are continually learning new technologies and techniques.
Even the most junior roles presume several years development experience. If you find you need a hand along
the way, there are plenty of online resources, like our very own Learnable, that can help.
In summary, choosing a language to learn for the sake of it is a boring academic exercise: few people
succeed. It’s better to learn a language which helps you solve a real problem. Don’t worry if that technology is
obsolete or outside the top ten — all languages are conceptually similar and your skills are transferable.
Don’t worry about your choices: just build something.
Learn to Code: Programmer Training Tips to become a Software Developer
From: From: http://money.usnews.com/careers/best-jobs/software-developer
“It's super important to understand Computer Science (CS) fundamentals like:
1. big O notation
2. common algorithms
3. standard languages
4. technical approaches.

(Note: See Algorithms- Big O Notation above in this paper)
(Common algorithms List at http://en.wikipedia.org/wiki/List_of_algorithms)
(http://en.wikipedia.org/wiki/Lists_of_programming_languages)
(http://en.wikipedia.org/wiki/List_of_object-oriented_programming_languages)
(http://en.wikipedia.org/wiki/Software_development_process)
(See below in this white paper)

You can learn this from school or from apprenticeship, but you need to learn it somehow,” writes Sam Schillace in
an email. Schillace is the senior vice president of engineering at Box, a company that offers cloud storage space
located in Los Altos, California. Before that, he worked for Google and co-founded Writely, which he later sold to
Google where it was used to create Google Docs. So, yes, a bachelor’s degree in computer science is a good
idea, but a degree alone won’t help you snag that dream job. “We look at track records as much as school –
someone from a great school with no outside coding projects or interesting technical accomplishments is
definitely less interesting, and someone who is a rock star coder with no degree but a huge list of achievements
would be an easy hire,” Schillace writes.
How to get a job as a Software Developer
From: Article: Software Developer: Reviews and Advice, at: http://money.usnews.com/careers/best-jobs/softwaredeveloper/reviews
“Write code. Early and often. Good engineers are curious and want to learn how to build new things and are also
constantly trying to find new and interesting things they haven't built yet,” Schillace writes. “If you don't feel
passionate about trying out some new technology or language you've heard, or you aren't obsessed with solving
that problem or building that app you've thought of, you probably shouldn't be a programmer.”
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Employers want to see a proficiency in computer science, but they also want to see practical experience and a
passion for the field. Even if you don’t have an internship on your résumé, there are other ways you can
showcase your work. “These days, it's really easy to find places to write code and solve technical problems –
things like Codecademy make it very easy to get started, and any computer (or even a tablet or phone) can have
some kind of technical environment installed, even if it's something as basic at Python,” Schillace writes. “Start
with a small problem that you want to solve, or a simple course like intro to JavaScript, and go from there.”
If you’re considering
1. client-side:
a) JavaScript
b) HTML5, CSS, image formats, tools and browser quirks. You won’t get far without a solid
understanding
of these.
2. Server-side
a) NodeJS
b) PHP
c) Ruby
d) .NET
e) Java developers normally require:
 understanding of web servers
 HTTP
 SQL/NoSQL databases
 XML and JSON data-exchange formats.
 Even those writing a basic native mobile or desktop Java app on a single platform require
web connectivity, data store, IDE and build tool experience.
Learn to Code: Choosing Which Programs to Learn
One last consideration is whether or not you might want to go from coding as a hobby to doing it as a
career. Dev/Code/Hack breaks down the different job roles and the skills you should pick up for them:
Back-end/Server-side Programmer: Usually uses one of the following: Python, Ruby, PHP, Java or .Net. Has
database knowledge. Possibly has some sysadmin knowledge.
Front-end/Client-side Programmer: HTML, CSS, JavaScript. Possibly has design skill.
Mobile Programmer: Objective-C or Java (for Android). HTML/CSS for mobile websites. Potentially has serverside knowledge.
3D Programmer/Game Programmer: C/C++, OpenGL, Animation. Possibly has good artistic skill.
High-Performance Programmer: C/C++, Java. May have background in mathematics or quantitative analysis.
In the end, though, there's no one way to get started learning to code. The most important thing is to learn the
fundamentals through "scratching your itch," so to speak, with working on a problems you want to solve or
something you want to build. As the programming is terrible blog says:
The first programming language you learn will likely be the hardest to learn. Picking something small and fun
makes this less of a challenge and more of an adventure. It doesn't really matter where you start as long as you
keep going—keep writing code, keep reading code. Don't forget to test it either. Once you have one language
you're happy with, picking up a new language is less of a feat, and you'll pick up new skills on the way.
Learn to Code: Learn Key Computer Science Concepts with These Everyday Analogies
2015-04-22, by Melanie Pinola, From: http://lifehacker.com/learn-key-computer-science-concepts-with-theseeveryday-1699474241
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What’s the difference between computer science and programming? How do you explain Big Data to a nontechnical person? Sometimes, everyday analogies are better than the technical explanations. This list has 40 key
computer science concepts simply explained.
The list is compiled at CarlCheo (http://carlcheo.com/tech-life-hacks )and comes from a variety of sources, such
as Stack Overflow and Programmers Stack Exchange. The concepts are ones that most computer science
students will be exposed to in college, and they can make difficult concepts easier to understand or simply “click.”
Here are a few of my favorite ones from the list:
Q4 – What is the difference between Java and JavaScript?
Java and Javascript are similar like car and carpet are similar. ~ Greg Hewgill/Stack Overflow
Q7 – How many lines of code does an average software engineer write per day?
Measuring software productivity by lines of code is like measuring progress on an airplane by how much it
weighs. ~ Bill Gates
Q8 – What is object-oriented programming?
Objects are like people. They’re living, breathing things that have knowledge inside them about how to do things
and have memory inside them so they can remember things. And rather than interacting with them at a very lowlevel, you interact with them at a very high level of abstraction, like we’re doing right here.
Here’s an example: If I’m your laundry object, you can give me your dirty clothes and send me a message that
says, “Can you get my clothes laundered, please.” I happen to know where the best laundry place in San
Francisco is. And I speak English, and I have dollars in my pockets. So I go out and hail a taxicab and tell the
driver to take me to this place in San Francisco. I go get your clothes laundered, I jump back in the cab, I get back
here. I give you your clean clothes and say, “Here are your clean clothes.”
You have no idea how I did that. You have no knowledge of the laundry place. Maybe you speak French, and you
can’t even hail a taxi. You can’t pay for one, you don’t have dollars in your pocket. Yet I knew how to do all of that.
And you didn’t have to know any of it. All that complexity was hidden inside of me, and we were able to interact at
a very high level of abstraction.
That’s what objects are. They encapsulate complexity, and the interfaces to that complexity are high level.
~ Steve Jobs/Rolling Stone Interview
While not all of the analogies are perfect, they are interesting explanations. Check out the full post below for
more. (Thanks Dan!)
chivenationMelanie Pinola
4/22/15 1:09pm
In compsci, you must learn about a programming language and how to shoot yourself in the foot. Then you can
start having fun. Be sure to watch the video, it is very well done.
How to shoot yourself in the foot:
CSS: You shoot your right foot with one hand, then switch hands to shoot your left foot but you realize that the
gun has turned into a banana.
Concurrent Euclid: You shoot yourself in somebody else’s foot.
Visual Basic: You do a Google search on how to shoot yourself in the foot using Visual Basic. You find seventeen
completely different ways to do it, none of which are properly structured. You paste the first example into the IDE
and compile. It brushes your teeth.
kazar54Melanie Pinola
4/22/15 1:54pm
I struggle in Javascript understanding how to use conditional and nested conditional statements appropriately.
Sometimes when working on CodeSchool they use conditionals in ways I never thought you could and I can not
seem to be able to tell the rhyme or reason they are used like they are. Is there any “Everyday Analogy” out there
to explain IF, ELSE, and ELSE IF statements and their proper use?
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Melanie Pinolakazar54
4/22/15 2:03pm
I’ll take a stab at this. Say I want my daughter to clean her room and I’ll pay her for doing so. I’d prefer her to do it
in the next day, but am okay with her doing it in the next three days. If she doesn’t do it within 3 days, she gets
nothing.
IF she cleans her room in the next day, I’ll pay her $5
... ELSE IF she cleans her room in the next three days, I’ll pay her $2
......ELSE [none of the conditions above are met] I’ll pay her $0
You would use IF and ELSE when there’s just one condition you’re testing for (If you don’t clean your room now,
you get no dessert), but add ELSE IF conditionals if there are other scenarios to take into account.
Melanie PinolaMelanie Pinola
4/22/15 2:58pm
Eh. To clarify: IF you clean your room now THEN you get $5...ELSE you get no dessert.
Learn to Code: Tech-Boom Bet: Coding School General Assembly Raises $70 Million
2015-09-30, http://blogs.wsj.com/digits/2015/09/30/boom-time-bet-tech-school-general-assembly-raises-70million/?mod=trending_now_2

Jake Schwartz co-founded General Assembly in 2010.
(Correction: Steven Newhouse is chairman of Advance.net. A previous version of this article incorrectly stated he
is chairman of Advance Publications.)
General Assembly
In a new video game, a thimble-sized character in pajamas wanders around a disheveled bedroom floor blasting
demonic bunnies and elephants with a rifle.
At first glance, “Thimble Nightmare” looks like a professional title built by a full-fledged studio. But the free online
game was actually created in a few weeks by Sabastian Belser, a former human-resources worker who learned
programming languages like Ruby on Rails during a three-month course that he hopes will prepare him for a
career in coding.
“It’s a pretty dramatic transition from HR to Web development, but one that I’m excited about,” said Mr. Belser, 26,
who graduated from the program in mid-September and is currently looking for a job in programming.
His crash course in coding happened at General Assembly, a five-year-old education startup training workers in
software programming and other technical skills increasingly in demand by employers. The company now offers
classes in 14 cities, from San Francisco to Sydney, and has helped more than 240,000 students learn new skills.
It says more than 99% of them seeking new jobs have succeeded in doing so within six months of completing a
course.
To continue fueling its expansion, the New York-based company has raised a $70 million round of funding from
investors led by Advance Publications, the owner of Condé Nast. Steven Newhouse, chairman of Advance.net, is
joining General Assembly’s board.
The infusion is a bet that the current boom in tech startups will entice more people like Mr. Belser to technical
professions, and that a growing number of employers outside the tech realm will pay to train workers in emerging
areas such as data analytics and digital marketing.
General Assembly is one of several young companies providing professional training to workers in specific areas,
saving some of them the time and expense of getting a degree in engineering.
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Many 20-somethings have flocked to online training programs such as Codecademy and Udemy and offline
courses run by Startup Institute, Flatiron School, Dev Bootcamp and others. But the growth of such programs has
also raised concerns about their ability to prepare students for careers in less than one college semester of
training.

General Assembly offers 12 courses in 14 cities.
General Assembly
Students in these programs are unlikely to compete with engineering grads for roles at major tech firms, but they
can help serve an “unmet need” for workers with some technical training at many other companies, said John
Reed, senior executive director of staffing firm Robert Half Technology.
“You can at least come in and say, ‘I have taken some technical coursework, I have some familiarity with it,” Mr.
Reed said. “It’s not practical, real-world experience but it’s better than the guy who has nothing.”
For its faculty, General Assembly prefers to hire professionals with years of experience working in a field rather
than a teaching pedigree. To become a teacher, one needs to pass an interview, submit a coding exercise, teach
a sample lesson and then, if selected, receive a license from their state.
General Assembly charges $10,000 to $12,000 for full-time, 12-week classes and $3,000 to $4,000 for part-time
courses. Employers including L’Oreal, Visa, American Express and Viacom have also paid for corporate training
programs, which combine offline and online instruction.
Jake Schwartz, who co-founded General Assembly in 2010, said corporate customers now make up one-fifth of
the company’s sales and represent one of its biggest opportunities for expansion. He also plans to develop more
online tools for helping alumni network with each other, in the hopes that they return for more training later in their
career.
“I think of that community as the beating heart of [General Assembly] and the thing we have to keep investing in
and keep growing over time.” Mr. Schwartz, the company’s chief executive, said.
Around 40% of General Assembly’s alumni return to one of its offices at least once a quarter, to attend one-off
seminars or networking events, and about 5% of students return at some point for another full-time class.
It currently offers a total of 12 different courses, including both full-time and part-time, and expects 15,000
students to go through the courses this year.
General Assembly adds courses when it sees an uptick in demand from students and employers. This year, it
added an entry-level data analytics course to help train more students in the area, which, according to a study
done by General Assembly and career site Burning Glass, had the biggest percentage increase in new
openings over the past four years.
Mr. Schwartz declined to discuss his company’s revenue or the valuation it got from investors, but said this
funding is “the last round we ever need to take before we are a fully self-sustaining company.”
The startup has raised a total of $110 million from investors including Institutional Venture Partners, Maveron,
Jefferson Education Accelerator, Learn Capital Venture Partners, Rethink Education, Western Tech and Harmony
Trust. Mutual-fund manager Wellington Management was the only other new investor in the recent funding round.
Learn to Code: How I Taught Myself to Code in Eight Weeks
2013-06-06, By David Sinsky, Lifehacker, From: http://lifehacker.com/how-i-taught-myself-to-code-in-eight-weeks511615189
To a lot of non-developers, learning to code seems like an impossibly daunting task. However, thanks to a
number of great resources that have recently been put online for free— teaching yourself to code has never been
easier. I started learning to code earlier this year and can say from experience that learning enough to build your
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own prototype is not as hard as it seems. In fact, if you want to have a functioning prototype within two
monthswithout taking a day off work, it’s completely doable.
Below, I’ve outlined a simple path from knowing nothing about software development to having a working
prototype in eight weekends that roughly mirrors the steps I took.
Introduce Yourself to the Web Stack (10 Minutes)
The presence of unfamiliar terminology makes any subject seem more confusing than it actually is. Yipit
founder/CEO Vin Vacanti has a great overview of some of the key terms you’ll want to be familiar with in language
you’ll understand.
Get an Introductory Grasp of Python and General Programming Techniques (1 Weekend)


Learn Python the hard way: Despite the title, the straightforward format makes learning basic concepts
really easy and most lessons take less than 10 minutes. However, I found that the format didn’t work as
well for some of the more advanced topics, so I’d recommend stopping after lesson 42 and moving on.



Google’s Python class: Read the notes and / or watch the videos and do all of the associated exercises
until you get them right—without looking at the answers. Struggling through the exercises I kept getting
wrong was the best learning experience. I would have learned far less had I just looked at the answers
and tried to convince myself that I understood the concepts.

These two resources are somewhat substitutable and complementary. I recommend doing the first few lessons
from both to see which you like better. Once you’ve finished one, skim through the other looking for concepts you
aren’t fully comfortable with as a way to get some extra practice.
Get an Introductory Understanding of Django (1 Weekend)
 Work through the Django tutorial.
 Delete all your code.
 Work through the tutorial again, from scratch.
The first time I went through the tutorial I inevitably ended up just following the instructions step-by-step without
really understanding what each step did since everything felt so new.
The second time through I wasn’t as focused on the newness of the concepts was better able to focus on
understanding how all the parts work together.
Get a Deeper Understanding of Python/General Programming Concepts (2-4 Weekends)


Udacity’s intro CS class: Udacity’s courses are generally 7 session classes (2-3 hours per session) that
you can at your own pace. (I’m a huge fan of Udacity’s pedagogy and recommend the intermediate
programming class or the web development class as follow-ups to this two-month curriculum.)



Unit 1 of MIT’s intro CS course: Really well taught and surprisingly approachable.

Again, I would sample each and see which you like the best. I ended up doing both but that was probably overkill.
Practice Building Simple Web Applications (1 Weekend)


Work through a few of the exercises in Django by example. These exercises don’t hold your hand quite
as much as the Django tutorial but they still provide a fair bit of guidance so I found it to be a nice way to
start taking the training wheels off.

Build Your Prototype (1 Weekend)


146

Build a prototype in just one weekend? Yes, you’ll be embarrassed by what it looks like (I sure was)
but that’s the whole point.

That’s it. Eight weekends (or less) and you’ve gone from zero to a functioning prototype. Not so daunting after all
is it?
Author’s Note: It goes without saying that there’s a huge difference between the relatively cursory amount of
knowledge needed to build a simple prototype (the focus of this post) and the depth of knowledge and experience
needed to be a truly qualified software engineer. If you want to learn all that it takes to build modern web
applications at scale, getting professional web development experience at a fast-growing startup likeYipit is a
great next step. If you’re smart, hard-working, and passionate about creating amazing consumer web experiences
drop us a line at jobs@yipit.com—we’re always looking for great people to join our team.
How I Taught Myself to Code in 8 Weeks | Yipit Django Blog, David Sinsky started at Yipit without any prior
coding knowledge. Before long, he was a full developer contributing features directly into the code base.

Learn to Code: Programming Sites that teach coding- The top ones!
How do I get started? If you are already a programmer, it will only take you a week or two to learn each language
that you’re not already familiar with (though of course it takes longer to master each one, you can at least get
comfortable with each of them).
There are countless resources to help you get started, like:
1. Codecademy
Codecademy is indisputably the most famous website to teach you to code interactively, thanks to its helpful
interface and well-structured courses. Upon visiting the main page, you can already start tasting the
programming right away, with its motivating on-screen console. Pick a course that Codecademy offers from
Web Fundamentals, PHP, JavaScript, jQuery, Python, Ruby and APIs.

Inside each lesson is a panel that explains necessary code and instruction. Another panel allows you to get
your hands dirty by writing acceptable code, then checking if you are doing the right thing. Don’t worry about
making mistakes, as both instruction and code panels will warn you of errors, and provide hints. It is as if
there’s a kind teacher right beside you.
2. Code Avengers
Code Avengers is designed to make you love programming. Though it only offers HTML5, CSS3 and
JavaScript course for now, each of the courses is carefully designed to truly entertain you while leveling
your programming skills painlessly. At the end of each lesson you also get to play a mini game to release your
cumulated stress, and keep you going for longer.
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Code Avengers has a gradual approach to interactive learning. It does not explain too much knowledge
that isn’t essential for beginners, just a bit of code and playful instruction, making things very easy to digest.
You also get to play with the code, then see the impact of the changes immediately. It is carefully crafted
with the beginner’s comfort in mind.
3. Code School
After you finished courses in Codecademy or Code Avengers, and you are ready to further expand your
capabilities, Code School is the next quality website you should land on. Unlike most interactive learning
sites, Code School offers more in-depth courses to train and turn you into an expert with the industry’s best
practices.
Overall, the courses are categorized into 4 main paths, and they are
 Ruby
 JavaScript
 HTML/CSS
 Python
 iOS
 Git
 Database
o SQL
o MongoDB

Almost all courses are aggressively polished with impressive design and informative screencasts, though
the challenges after the screencast might bit a bit hard for amateurs. Luckily, there are hints and answers
to refer to. While most of the offered courses are free, certain ones will require you to spend $29/month to
access the entire course including all screencasts and challenges, and also all other courses in Code
School.
4. Treehouse
Treehouse courses are more project-oriented than language-oriented, so they are perfect for novice
programmer with a planned purpose, such as building a website, or an application. For example, the
Websites course is all about building a responsive website, interactive website or even WordPress theme – a
very practical and efficient way to master related languages. Nonetheless, they have released a plethora of
foundation courses with a video-then-quiz approach.
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For Treehouse, every course is divided into different stages or modules, and beyond every first stage the
learner will be invited to pay a monthly subscription fee of $25 to access all courses with 650+ videos,
and an exclusive Treehouse Members Forum as a bonus. If you are serious about your programming future,
you could subscribe the $49 monthly plan to obtain in-depth interviews with leading industry pros and
cutting-edge workshops.
5. LearnStreet
If you are that kind of personnel who do not fancy playful design and prefer to deal with cold hard codes,
LearnStreet is probably your thing. It currently offers JavaScript, Python and Ruby courses at beginner level.
With a click on the ‘Start Course’ button you will start the lesson with an exercise, a code interpreter and a
glossary panel (for new programming terms).

LearnStreet adopts command prompt-styled code interpreters with human language to explain function and
encourage you whenever possible, the kind of command prompt you want for your own local machine.
However, the code interpreter could be as rude as standard command prompt, as most of the times it requires
you to type in the absolute same code and content it asks for.
Other than that, it’s truly friendly and enjoyable, and most importantly, free.
6. Udacity
Udacity is the unification of insightful video lectures and improved quizzes to achieve the interactive feel for
students, so it’s ideal for those who don’t like to read but rather get explanations from industry professionals
such as Google employees.
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You will be given a screencast from pros discussing the topics and instructions, then you will take either logic
or programming quizzes to strengthen your understanding or forge it into a skill. The good thing about Udacity
is it provides more videos than any other site, and the instructors are either real-life professors or industry
veterans.
The only pitfall here is most courses are not much related to each other, so Udacity is probably not your
starting point, but a virtual university to further your study.
7. CodeHS
At this point all websites you read here are mainly dedicated to web development and computer science, but
CodeHS is one with simple and fun game programming lessons that involve problem solving, JavaScript,
animation, data structures, game design and puzzle challenges.

The advantage of CodeHS is it teaches you to think, and solve a problem like a programmer with its first
course, Programming with Karel. The lessons are fun as you will learn how to use the code to move the dog,
Karel to complete given tasks and puzzles like picking up ball and building a towel. It plants a solid concept of
programming and the way it solves the problem systematically in your mind.
Other than the course mentioned above, you must sign up first with $25 per month to continue your
learning journey, but it’s a perfect site to learn basic game programming effectively.
Khan Academy
Although Khan Academy’s courses are not as structured as CodeHS, it serves as an open playground for
both novice and amateurs particularly interested in learning drawing, animation and user interaction with
code. It does not preach any specific programming language, but the code pattern it adopts can be applied
anywhere, as a majority of languages share the similar programming pattern.
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You can first join the Programming Basics course to watch and learn basic concepts, then explore the
given code after the video tutorial to validate your doubts. With Khan Academy, you can save your
modification as a Spin-Off for everyone to enjoy and customize. There have been hundreds of spin-offs just
from one lesson in one course, so imagine the community size, and the lesson’s effectiveness.
8. Scratch 2.0
Think CodeHS and Khan Academy are still too hardcore for your child, who has no comprehension beyond
basic English? No worries, there is something even easier for your aspiring next-gen programmer, and it’s
called Scratch. Previously an offline software that allow kids to create, upload and share their projects
proudly, Scratch is now fully online with its 2.0 successor.

It’s not about programming though, but a combination of visual blocks of commands that tell assigned objects
how to behave, such as telling the cat to move 10 steps, or yell ‘meow’ when it touches the owner’s leg. By
using this visual programming method, the young programmers will form a habit of breaking a problem into
smaller blocks, and solve them one by one logically.
SQLZOO
Structured Query Language (SQL) is just a language purely designed to store and retrieve data from a
database, so imagine the boredom you will experience when programming a warehouse. Yet SQLZOO wants
you to learn SQL happily with its interactive interface and smileys.

Since there is really nothing too deep to explain for a straightforward language like SQL, the site will only ask
you to replace the variables like city names or population number, and raise the difficulty from that level. One
huge let-down will be the shortage of hints, answers and forum, so you are probably doomed if you fail to
solve any one of the quizzes, just like old times.
Comparison Chart
Here’s a comparison chart for you to get a bird’s eye view of all these awesome places to learn how to code.
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Website

Course

Feature

Pricing

Difficulty

Codecademy

HTML, CSS, JavaScript, jQuery,
PHP, Ruby- old version, Python,
API

Code
Interpreter,
Progress Saver,
Project, Forum

Free

Easy –
Intermedi
ate

Website

Course

Feature

Pricing

Difficulty

HTML5, CSS3, JavaScript

Code
Interpreter,
Progress Saver,
Project, Note

Free

Easy

Code School

HTML5, CSS, CSS3, jQuery,
Ruby, Ruby on Rails, iOS

Code
Interpreter,
Screencast,
Progress Saver,
Forum

Free,
$25/mont
h

Intermedi
ate –
Hard

Treehouse

HTML, CSS, CSS3, JavaScript,
jQuery, Ruby, Ruby on Rails,
iOS, Android, UX, Database

Code
Interpreter,
Screencast,
Progress Saver,
Project, Forum

Free,
$25/mont
h,
$49/mont
h

Easy –
Hard

Code
Interpreter,
Progress Saver,
Project, Forum

Free

Easy

Web Development, HTML5,
Python, Java, Computer
Science, Algorithm, AI

Code
Interpreter,
Screencast,
Progress Saver,
Forum

Free

Intermedi
ate –
Nightmare

Problem Solving, JavaScript,
Animation, Game Programming

Code
Interpreter,
Screencast,
Progress Saver

Free,
$25/mont
h,
$75/mont
h

Easy –
Intermedi
ate

Khan Academy

Programming Basics, Canvas
Drawing, Animation, User
Interaction

Code
Interpreter,
Screencast,
Progress Saver,
Project,
Discussion

Free

Easy –
Intermedi
ate

Scratch 2.0

Visual Programming

Visual Editor,
Project, Forum

Free

Easy

Code Avengers

HTML, CSS, JavaScript, Python,
Ruby- best site!

LearnStreet

Udacity

CodeHS
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Pros: 1) Free, 2) Well-structured
for beginner.,
3) Videos very beneficial.
Cons: Videos not from the same
instructor.
Verdict: Best place for beginners
to start learning Ruby online for
free; Free 3rd party 147 page
book at:
http://www.humblelittlerubybook.
com/book/

Website

Course

Feature

Pricing

Difficulty

SQLZOO

SQL

Code Interpreter

Free

Easy –
Hard

JavaScript Tutorial (Best Site)

On-line
beginner to
advanced!

W3schools.com

Microsoft
Virtual
Acadamy
(MVA)

HTML5 and CSS3 Fundamentals
for Absolute Beginners (21
Episodes) by Instructor: Bob
Tabor of LearnVisualStudio.Net

On-line
Beginner

Free

MVA

Javascript Fundamentals:
Development for Absolute
Beginners (21 Episodes)

On-line
Beginner

Free

MVA

C# Fundamentals for Absolute
Beginners (25 Episodes)

On-line
Beginner

Free

MVA

Visual Basic Fundamentals for
Absolute Beginners (26
Episodes)

On-line
Beginner

Free

MVA

Sharepoint web application
platform

IT Pros and
Developers!
Advanced

Free

MVA

All Microsoft Virtual Academy
Classes

On-line
Beginner to
Advanced

Free

MVA

DevOps

On-line
Beginner to
Advanced

Free

Notes:



Ruby and Ruby on Rails Blog advise: https://developer.rackspace.com/blog/how-i-learned-ruby-on-rails/
JavaScript: The simplest of the coding tutorials I tried was W3Schools.com's JavaScript tutorial, which
you can complete without having to register (unlike the other three services). Each of its dozens of
lessons includes plenty of "Try it yourself" options for practicing the technique the step covers.

Programming Sites that teach coding- The top FREE Ones!
1. Lynda.com
2. Udemy
3.
4. tutorialspoint
Learn to Code: Nice Ivy League Degree. Now if You Want a Job, Go to Code School
Pricey coding classes are attracting college grads who want better jobs. The bottom line: Coding boot camps
didn’t exist four years ago. Now 80 of them pull in $59 million a year, mostly from college grads.
2015-05-07, BY: John Lauerman, From: http://www.bloomberg.com/news/articles/2015-05-07/coding-classesattract-college-grads-who-want-better-jobs
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Photographer: Eva O'Leary for Bloomberg Businessweek
In a Boston basement that houses a new kind of vocational training school, Katy Feng says she’s working harder
than she ever did at Dartmouth College. The 22-year-old graduated last year with a bachelor’s degree in
psychology and studio art that cost more than a quarter-million dollars. She sent out dozens of résumés looking
for a full-time job in graphic design but wound up working a contract gig for a Boston clothing store. “I thought,
they’ll see Dartmouth, and they’ll hire me,” Feng says. “That’s not really how it works, I found.” She figures
programming is the best way to get the job she wants. Hence the basement, where she’s paying $11,500 for a
three-month crash course in coding.
Feng sits in the class five days a week from 9 a.m. to 5:30 p.m., tapping on a laptop and squinting at the syntax of
the programming languages JavaScript and Ruby. Homework swallows her nights and weekends—a big change
from Dartmouth, where after a few hours of class “you could just do whatever,” Feng says. “This is definitely like,
you’re doing it all day long.”
Feng is among thousands of students, about 70 percent of whom already have college degrees, flocking to
coding boot camps. Hers is run by a company called General Assembly that promises to transform “thinkers into
creators,” not to mention holders of well-paying jobs. It’s an especially attractive pitch for humanities and social
sciences majors who didn’t learn the skills they need to compete for the plentiful jobs in the technology industry.

Katy Feng. Then: Psychology and Studio Art, Dartmouth. Now: Code at General Assembly
Four years ago, General Assembly was among the first of these training schools; now there are more than 80.
About 6,000 students graduated from a coding boot camp in 2014, triple the previous year, says Course Report, a
website that lets students rate the various courses. The schools took in a combined $59 million in revenue, or
about $9,833 per student, estimates Course Report co-founder Liz Eggleston.
Code-camp students don’t get a diploma they can hang next to an Ivy League one, but they come away with
projects they can show off in interviews, typically apps. Six months after finishing, 59 percent report a salary
increase, averaging $23,000 annually, according to SwitchUp, another rating site. “They do seem to be effective
at helping their candidates win entry-level tech jobs,” says Tyler Willis, a spokesman for tech headhunter Hired.
Jensen Bouzi, Amherst College class of 2014, finished at Dev Bootcamp in December and by March had a coding
job at Avrett Free Ginsberg, a New York ad agency. “This is the best way to go in terms of getting a foot in the
door,” Bouzi says.
Dev Bootcamp, now owned by Kaplan, the SAT-prep and education company, was founded in San Francisco by
a former Microsoft engineer; it also operates in New York and Chicago. General Assembly started as a coworking space in New York’s Flatiron district in 2011 and evolved into boot camps in 13 cities across the U.S.,
U.K., Australia, and Hong Kong. The startup has raised $49.5 million from the likes of Jeff Bezos and Russian email billionaire Yuri Milner. City No. 14, it says, will be Singapore.
The biggest concentration of schools remains in California, and some, including Dev and Hack Reactor, have
established another source of revenue. They’ve cut deals with employers such as tech-industry PR firm Cision,
promising an early crack at top graduates in exchange for fees worth 10 percent of each new employee’s firstyear salary. Hackbright Academy in San Francisco, which enrolls only women, is a feeder for Facebook and
Pinterest. The schools tailor programs to industry needs, says Harsh Patel, a former grade-school math and
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science teacher who co-founded boot camp MakerSquare. By contrast, he says, “Colleges are preparing students
for things that employers were hiring for 15 years ago.”

Max Blaushild. Then: Political Communication, Public Advocacy, Miami University (Ohio), Emerson College. Now:
Code at General Assembly.
The boot camps don’t guarantee employment to graduates, and some students struggle to finish. Fifteen stories
above Wall Street, students in Dev’s open-plan office break only for lunch and occasional snacks, which they
store in plastic bins. Alex Homer, who graduated from Tulane University in 2013 with a degree in English, says he
found Dev’s pace exhilarating but fell ill while toiling 14 hours a day on his final project, though he did finish.
Those who can’t keep up can be held back or even kicked out. “I need time to learn, and this didn’t fit the way I
learn best,” says Vivek Ratkalkar, 26, a Pace University communications graduate who was asked to leave Dev in
March.
In lieu of tuition, App Academy makes students agree to fork over 18 percent of their first year’s pay. A 12-week
boot camp at Hack Reactor in San Francisco costs $17,780; that’s $1,482 a week, about the same as a week’s
worth of tuition at Harvard. The cost covers an 11-hour, six-day-a-week program that has led many to jobs at
companies such as Facebook and Google, says Hack Reactor co-founder Shawn Drost.
The boot camps offer a coding curriculum that’s more accessible than those at many colleges, says Anna
Taberski, an alumna of Dev’s New York school who now codes for Web designer Blenderbox. She graduated in
2012 from the University of California at Berkeley, which has a top-ranked computer-science program, but she
found the programming classes there forbidding. Instead of comp sci, she majored in comp lit. “I think it’s clear
that there was something missing at Berkeley,” she says. The university says it added a more accessible
computer science course, the Beauty and Joy of Computing, in 2010 and is considering an even more basic
offering.
Back in the Boston basement, Katy Feng is working on her final project, an app that helps users personalize their
websites with photos and news sources. Dartmouth says employers highly value its graduates, 90 percent of
whom headed to paying jobs, grad school, or volunteer positions in 2014. Feng says General Assembly has given
her practical training she didn’t get at Dartmouth. “Your day-to-day job, you’re probably not going to learn that in
college. This is where you learn how to do it.”
Learn to Code: Dev Bootcamp, from Wikipedia
FROM: https://en.wikipedia.org/wiki/Dev_Bootcamp
Dev Bootcamp
Location:
Type
Established
Founders
President
Faculty
Number students
Campus
Website

San Francisco, California, Chicago, Illinois,New York City, New York
Private
2012
Shereef Bishay, Jesse Farmer, and Dave Hoover
Jonathan Stowe
40
450 (per year)
Urban
DevBootcamp.com

Dev Bootcamp is an immersive 19-week computer programming program founded by Shereef Bishay, Jesse
Farmer, and Dave Hoover in February 2012.[1][2] It is designed to make graduates job-ready by the end of the
program.[3][4] Dev Bootcamp is headquartered in San Francisco, California, with additional locations
in Chicago and New York City.[1]
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Contents
The Dev Bootcamp Program
The program is:



9 weeks of remote work
9 weeks of intensive onsite training in professional web development, including:
1. Ruby on Rails
2. HTML5
3. CSS
4. JavaScript.



1 week of career training follows the 18 weeks of technical training.

The program takes students with little or no prior programming experience and teaches them the fundamentals of
computer programming. The program's goal is to develop the necessary skills within the students to make them
job-ready for an entry-level developer position.[9] Applicants have varied backgrounds, ranging from students who
have master's degrees in computer science to Starbucks baristas.[9]
The program values learning by building and doing; in contrast to traditional classrooms, Dev Bootcamp students
work through a series of programming challenges, usually working in pairs or small groups, which culminates in a
final group project.
The tuition costs are $13,950 in the New York and San Francisco locations, and $12,700 for the Chicago location
for the 9-week, 40-hour-per-week program. Core class hours are weekdays 9am-6pm in San Francisco and 8am5pm in Chicago. However, most students stay nights and weekends, which amounts to an approximate 70–80
hours per week. Dev Bootcamp organizes hiring days for technology companies to interview students. They then
collect a referral fee from employers that hire their graduates, and they pass along part of that fee to the graduate
in the form of a hiring bonus.
Phases
The program is divided into three core phases, each lasting three weeks. In the first phase, students learn some
of the fundamentals of computer programming in Ruby, including algorithms and database querying. The next
phase introduces front-end technologies and combines them with previously learned material. The final phase
brings everything full-circle with the Ruby on Rails framework. In this phase, students build a web application from
scratch.
Students are also required to remotely complete 9 weeks of preparation material before the on-location courses
begin.
Reception
Dev Bootcamp has been featured in The Chicago Tribune, Fast Company, Business Insider, TechCrunch,
and Inc. Magazine. Of individuals who graduate from Dev Bootcamp, 95% find jobs with an average starting
salary of $85,000.
References[edit]
1. ^ Jump up to:a b Empson, Rip. Startups Court Dev Bootcamp’s Ruby Grads: 88% Have Offers At Average
Of $79K. Tech Crunch. May 10, 2012.
2. Jump up^ Wong, Wailin. Dev Bootcamp Coming to Chicago Next Spring. Chicago Tribune. December 3,
2012.
3. Jump up^ Olanoff, Drew. Dev Bootcamp in San Francisco just increased the number of Ruby devs by
20. The Next Web. March 31, 2012.
4. Jump up^ Rowinski, Dan. Developer Bootcamp Teaches Regular Folks to Code and Maybe Get a Job at
a Startup. Read Write Web. May 10, 2012.
5. Jump up^ E.B. Boyd (February 10, 2012). "A Hacker School That Helps Solve Silicon Valley's Hiring
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RAD: Rapid Application Development
From Wikipedia: http://en.wikipedia.org/wiki/Rapid_application_development
This article is about the software development process. For Scottish ERP vendor, see RAD Software.
"RAD tool" and "Rapid Application Development Tool" redirect here. For development tools focused on making
graphical user interfaces, see graphical user interface builder.
Rapid application development (RAD) is both a general term used to refer to alternatives to the
conventional waterfall model of software development as well as the name for James Martin's approach to rapid
development. In general, RAD approaches to software development put less emphasis on planning tasks and
more emphasis on development. In contrast to the waterfall model, which emphasizes rigorous specification and
planning, RAD approaches emphasize the necessity of adjusting requirements in reaction to knowledge gained as
the project progresses. This causes RAD to use prototypes in addition to or even sometimes in place of design
specifications. RAD approaches also emphasize a flexible process that can adapt as the project evolves rather
than rigorously defining specifications and plans correctly from the start. In addition to James Martin's RAD
methodology, other approaches to rapid development include Agile methodsand the spiral model. RAD is
especially well suited (although not limited to) developing software that is driven by user interface
requirements. Graphical user interface builders are often called rapid application development tools.
History
Rapid application development is a response to processes developed in the 1970s and 1980s, such as
the Structured Systems Analysis and Design Method and other Waterfall models. One of the problems with these
methodologies is that they were based on a traditional engineering model used to design and build things like
bridges and buildings. Software is an inherently different kind of artifact. Software can radically change the entire
process used to solve a problem. As a result knowledge gained from the development process itself can feed
back to the requirements and design of the solution.[1] The waterfall solution to this was to try and rigidly define
the requirements and the plan to implement them and have a process that discouraged changes to either. The
new RAD approaches on the other hand recognized that software development was a knowledge intensive
process and sought to develop flexible processes that could take advantage of knowledge gained over the life of
the project and use that knowledge to reinvent the solution.
The first such RAD alternative was developed by Barry Boehm and was known as the spiral model. Boehm and
other subsequent RAD approaches emphasized developing prototypes as well as or instead of rigorous design
specifications. Prototypes had several advantages over traditional specifications:
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Risk reduction. A prototype could test some of the most difficult potential parts of the system early on in the
life-cycle. This can provide valuable information as to the feasibility of a design and can prevent the team
from pursuing solutions that turn out to be too complex or time consuming to implement. This benefit of
finding problems earlier in the life-cycle rather than later was a key benefit of the RAD approach. The earlier a
problem can be found the cheaper it is to address.



Users are better at using and reacting than at creating specifications. In the waterfall model it was common
for a user to sign off on a set of requirements but then when presented with an implemented system to
suddenly realize that a given design lacked some critical features or was too complex. In general most users

give much more useful feedback when they can experience a prototype of the running system rather than
abstractly define what that system should be.


Prototypes can be usable and can evolve into the completed product. One approach used in some RAD
methodologies was to build the system as a series of prototypes that evolve from minimal functionality to
moderately useful to the final completed system. The advantage of this besides the two advantages above
was that the users could get useful business functionality much earlier in the process. [2]

Starting with the ideas of Barry Boehm and others, James Martin developed the rapid application development
approach during the 1980s at IBM and finally formalized it by publishing a book in 1991, Rapid Application
Development. This has resulted in some confusion over the term RAD even among IT professionals. It is
important to distinguish between RAD as a general alternative to the waterfall model and RAD as the specific
methodology created by Martin. The Martin methodology was tailored toward knowledge intensive and UI
intensive business systems.
The RAD approach also matured during the period of peak interest in business re engineering. The idea of
business process reengineering was to radically rethink core business processes such as sales and customer
support with the new capabilities of Information Technology in mind. RAD was often an essential part of larger
business re engineering programs. The rapid prototyping approach of RAD was a key tool to help users and
analysts "think out of the box" about innovative ways that technology might radically reinvent a core business
process.[3][4]
The James Martin RAD methodology

Phases in the James Martin approach to RAD
The James Martin approach to RAD divides the process into four distinct phases:
1. Requirements planning phase – combines elements of the system planning and systems analysis
phases of theSystems Development Life Cycle (SDLC). Users, managers, and IT staff members discuss
and agree on business needs, project scope, constraints, and system requirements. It ends when the
team agrees on the key issues and obtains management authorization to continue.
2. User design phase – during this phase, users interact with systems analysts and develop models and
prototypes that represent all system processes, inputs, and outputs. The RAD groups or subgroups
typically use a combination of Joint Application Development (JAD) techniques and CASE tools to
translate user needs into working models. User Design is a continuous interactive process that allows
users to understand, modify, and eventually approve a working model of the system that meets their
needs.
3. Construction phase – focuses on program and application development task similar to the SDLC. In
RAD, however, users continue to participate and can still suggest changes or improvements as actual
screens or reports are developed. Its tasks are programming and application development, coding, unitintegration and system testing.
4. Cutover phase – resembles the final tasks in the SDLC implementation phase, including data
conversion, testing, changeover to the new system, and user training. Compared with traditional
methods, the entire process is compressed. As a result, the new system is built, delivered, and placed in
operation much sooner.[5]
Pros and cons of rapid application development
In the modern Information Technology environment many systems are now built using some degree of Rapid
Application Development.[6] Not necessarily the James Martin approach. In addition to Martin's methodology Agile
methods and theRational Unified Process are often used for RAD development.
The advantages of RAD include:
 Better Quality. By having users interact with evolving prototypes the business functionality from a RAD project
can often be much higher than that achieved via a waterfall model. The software can be more usable and has
a better chance to focus on business problems that are critical to end users rather than technical problems of
interest to developers.
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Risk Control. Although much of the literature on RAD focuses on speed and user involvement a critical
feature of RAD done correctly is risk mitigation. It's worth remembering that Boehm initially characterized the
spiral model as a risk based approach. A RAD approach can focus in early on the key risk factors and adjust
to them based on empirical evidence collected in the early part of the process. E.g., the complexity of
prototyping some of the most complex parts of the system.
 More projects completed on time and within budget. By focusing on the development of incremental units the
chances for catastrophic failures that have dogged large waterfall projects is reduced. In the Waterfall model
it was common to come to a realization after six months or more of analysis and development that required a
radical rethinking of the entire system. With RAD this kind of information can be discovered and acted upon
earlier in the process.[2][7]
The disadvantages of RAD include:
 The risk of a new approach. For most IT shops RAD was a new approach that required experienced
professionals to rethink the way they worked. Humans are virtually always averse to change and any project
undertaken with new tools or methods will be more likely to fail the first time simply due to the requirement for
the team to learn.
 Requires time of scarce resources. One thing virtually all approaches to RAD have in common is that there is
much more interaction throughout the entire life-cycle between users and developers. In the waterfall model,
users would define requirements and then mostly go away as developers created the system. In RAD users
are involved from the beginning and through virtually the entire project. This requires that the business is
willing to invest the time of application domain experts. The paradox is that the better the expert, the more
they are familiar with their domain, the more they are required to actually run the business and it may be
difficult to convince their supervisors to invest their time. Without such commitments RAD projects will not
succeed.
 Less control. One of the advantages of RAD is that it provides a flexible adaptable process. The ideal is to be
able to adapt quickly to both problems and opportunities. There is an inevitable trade-off between flexibility
and control, more of one means less of the other. If a project (e.g. life-critical software) values control more
than agility RAD is not appropriate.
 Poor design. The focus on prototypes can be taken too far in some cases resulting in a "hack and test"
methodology where developers are constantly making minor changes to individual components and ignoring
system architecture issues that could result in a better overall design. This can especially be an issue for
methodologies such as Martin's that focus so heavily on the User Interface of the system. [8]
 Very large systems. RAD typically focuses on small to medium-sized project teams. The other issues cited
above (less design and control) present special challenges when using a RAD approach for very large scale
systems.[9][10][11]
Structured programming
From Wikipedia, http://en.wikipedia.org/wiki/Structured_programming
Structured programming is a programming paradigm aimed at improving the clarity, quality, and development time
of a computer program by making extensive use of subroutines, block structures and for and while loops—in
contrast to using simple tests and jumps such as the goto statement which could lead to "spaghetti code" which is
difficult both to follow and to maintain.
It emerged in the 1960s—particularly from a famous letter, Go To Statement Considered Harmful.[1]— and was
bolstered theoretically by the structured program theorem, and practically by the emergence of languages such
as ALGOL with suitably rich control structures.
Elements
Control structures
Following the structured program theorem, all programs are seen as composed of three control structures:
 "Sequence"; ordered statements or subroutines executed in sequence.
 "Selection"; one or a number of statements is executed depending on the state of the program. This is
usually expressed with keywords such as if..then..else..endif .
 "Iteration"; a statement or block is executed until the program reaches a certain state, or operations have
been applied to every element of a collection. This is usually expressed with keywords such
as while , repeat , for or do..until . Often it is recommended that each loop should only have one entry point
(and in the original structural programming, also only one exit point, and a few languages enforce this).
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Types of Languages:


Declarative programming
When you write your code in such a way that it describes what you want to do, and not how you want to do it.
It is left up to the compiler to figure out the how. Examples of declarative programming languages are SQL
Because you do not prescribe the computer which steps to take and in what order, it can rearrange your
program much more freely, maybe even execute some tasks in parallel. A good example is a query planner
and query optimizer for a SQL database. Most SQL databases allow you to display the query that they
are actually executing vs. the query that you asked them to execute. Often, those queries look nothing like
each other.
The query planner takes things into account that you wouldn't even have dreamed of: rotational latency of the
disk platter, for example or the fact that some completely different application for a completely different user
just executed a similar query and the table that you are joining with and that you worked so hard to avoid
loading is already in memory anyway.
There is an interesting trade-off here: the machine has to work harder to figure out how to do something than
it would in an imperative language, but when it does figure it out, it has much more freedom and much more
information for the optimization stage.





Imperative programming
Imperative programming paradigm describes computation in terms of statements that tell the program “how to
change a program state.” In much the same way that the imperative mood in natural languages expresses
commands to take action, imperative programs define sequences of commands for the computer to perform.
Imperative programming (necessary programming) is focused on describinghow a program operates.
The term is often used in contrast to declarative programming, which focuses on what the program should
accomplish without prescribing how to do it in terms of sequences of actions to be taken.
Functional Programming vs. Imperative (procedural) Programming
Functional programming is a form of declarative programming.
With an imperative approach, a developer writes code that describes in exacting detail the steps that the
computer must take to accomplish the goal. This is sometimes referred to as algorithmic programming. In
contrast, a functional approach involves composing the problem as a set of functions to be executed. You
define carefully the input to each function, and what each function returns. The following table describes
some of the general differences between these two approaches.



Procedural programming
Procedural programming is derived from structured programming and is based upon the concept of
the procedure call. Procedures, also known as routines, subroutines, methods, or functions contain a series
of computational steps to be carried out. Any given procedure could be called at any point during a program's
execution, including by other procedures or itself. Procedural programming is a list or set of instructions telling
a computer what to do step by step and how to perform from the first code to the second code.
Procedural programming languages including most mainstream object-oriented programming (OOP)
languages are C, Go, Fortran, Pascal, and BASIC, C#, Visual Basic, C++, and Java.

SaaS vs. PaaS vs. IaaS: The Ultimate Survival Guide
2014-02-25: By: Eric Naiburg, from: http://www.inetu.net/about/server-smarts-blog/february-2014/service-modelstructures-the-ultimate-survival-gui
Software As A Service (SaaS) Vs. Platform As A Service (PaaS) Vs. Infrastructure As A Service (IaaS)
Put simply, cloud computing is an assortment of services that allows for sharing via the Web. Recently, however,
the term has been used to describe a broad range of products, creating some confusion outside the technology
and communications sectors. With a single term being used to describe so many different capabilities, it is easy
for business decision-makers to become confused about the different aspects of cloud computing and how each
might be able to benefit their business.
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In fact, according to a recent report from the Consumer Electronics Association, 96 percent of adults in the U.S.
use cloud services, but 36 percent of those surveyed couldn't define the cloud. Furthermore, only 19 percent said
they knew “a lot” about the technology.
So, What Are The Main Service Models And What Makes Them Unique?
Perhaps the easiest way to understand cloud computing is to drill down on the three primary service models it
offers: Software as a Service (SaaS); Platform as a Service (PaaS); and Infrastructure as a Service (IaaS). This
guide will break down each of the levels of the cloud computing “stack,” explain the business benefits of each and
the differences between them.
Software as a Service (SaaS)
 How applications are delivered (i.e. Salesforce.com, Gmail…)
 Software resides on the software providers servers or a 3rd party host
Platform as a Service (PaaS)
 Where applications are deployed
 Base runtime environments (i.e. database, application server…)
Infrastructure as a Service (IaaS)
 Where runtime environments are deployed
 Base layer for hardware and networking (i.e. Servers, Storage, Virtual Machines…)

The Stack Simplified
The most common pieces within the cloud computing taxonomy are the Software, Platform and Infrastructure
service models. Cloud computing in general is often referred to as a stack and is an accepted definition validated
by the National Information Technology Laboratory (NIST).
The four models of deployment within the stack are Private, Community, Public and Hybrid.
As the industry has grown, so have cloud provider’s abilities to overcome pre-defined barriers such as security
and interoperability. Within the stack, The NIST definition of Cloud Computing includes what it calls “essential
characteristics”. These include:
On-demand self-service
End users have immediate access and can provision computing capabilities, server times, storage and other
elements on an “as needed” basis. This characteristic does not require interaction from a service provider.
Broad Network Access
The characteristic of having the capability to access the network through devices (mobile, tablets, laptops,
etc…)
Resource Pooling
This characteristic deploys computing resources required to serve multiple consumers (multi-tenant) with
different resources such as storage, memory, bandwidth and processing.
Rapid Elasticity
End users have the flexibility to rapidly provision and release capabilities. These capabilities may also be
able to be deployed automatically.
Measured Service
Resource usage can be monitored, controlled and reported on different levels of services providing
transparency between the end user and provider.
With these essential characteristics we define what is in the stack as well as the four models of
deployment. So, what are the differences between SaaS, PaaS and IaaS?
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SOFTWARE AS A SERVICE (SAAS)
Software that is owned and managed remotely by a provider that delivers their software to users remotely at any
time. Customers are often charged for service on a “pay-as-you-go” basis or by subscription calculated with use
metrics.
Software as a Service is the most familiar and often-used cloud service. Customer demand for the model has
continued to grow in large part because of the convenience it offers. SaaS revenues and traditional software
licensing revenues are expected to be split evenly in 2014.

With SaaS, customers don’t have to concern themselves with their hardware, facilities, or operating systems as
they would in a traditional model—they simply pay a fee for the service. SaaS offers scalability, because rather
than buy additional servers or software, customers can quickly add a new offering or increased capacity through
the provider. By limiting the time a company spends on installation and deployment of new features, time to
benefit is also reduced. Having the vendor manage the application means that new features are often just
automatically available and upgrades are seamless vs. the traditional methods of installation, file conversions and
the expanded costs associated with the upgrade efforts. Finally, SaaS is typically available as a “pay for use”
model (vs. buy forever). This allows users to use the platform short term.
eCommerce software is one of those solutions frequently delivered via the cloud because of its reliability,
scalability and ease of change as regulations and laws impact what that software is required to do. Uptime and
easy-to-use applications are so critical to the end-user experience and satisfaction with ecommerce; satisfaction,
in turn, is crucial to high rates of customer cultivation and retention.
Recently, in everything from television commercials to web articles, the term cloud computing has been used to
describe a wide range of products. The broader application of the term has created confusion about the different
service models available with the technology.
More Information on SaaS
While SaaS is being used by businesses across a variety of industries, making a particularly large impact on
ecommerce, especially for companies with limited disposable resources. SaaS makes it possible even for start-up
businesses to create a viable site for ecommerce by providing the vendor freedom to concentrate on selling and
promoting products while an expert maintains the software. For example SaaS may be the right solution for
simple applications like email. A basic application like email just needs to work, and in many cases the cloud
stands apart from on premise systems because of its reliability. Uptime and easy-to-use applications are a major
part of the end-user experience and customer satisfaction; satisfaction, in turn, is crucial to high rates of customer
cultivation and retention.
Saas is often an effective solution for shorter-term projects requiring collaboration. Say a business needs a microsite during the build-up to a major event like an annual fundraiser. The organization can create it in the cloud and
dispose of it as soon as the event is over. The site could also be saved if the enterprise wants to use a slightly
modified version for the same event the following year.
Regulated businesses need to be cautious about who they select as their SaaS provider and who is hosting their
solutions. For instance, medical providers subject to HIPAA compliant hostingregulations will want to be
extraordinarily careful in choosing a provider that can keep the user software compliant.

PLATFORM AS A SERVICE (PAAS)
A broad scope of infrastructure services that permits customers to rent servers to run and test applications. With
this model users can rent hardware, operating systems, storage and network capacity over the Internet.
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Sitting in the middle section of the cloud computing stack—below SaaS and above Infrastructure as a Service
(Iaas) is Platform as a Service —PaaS is where the SaaS based software and hosted applications run and
includes virtual servers and operating systems that allow for the deployment and management of applications and
databases.

Businesses are always looking to create or tinker with tools that offer greater customer service and support. Often
these companies want to make these improvements using web-developed applications but may find creating and
deploying these solutions is cost prohibitive and overly time consuming. PaaS helps solve this problem, as
developers can build software on top of the provided platform and do not have to worry about installing and
maintaining operating systems, load balancing, storage, or other details that take time away from the
development and deployment of an application. By providing the underlying infrastructure, the PaaS model
reduces an organization’s overhead costs.
PaaS is particularly attractive to large enterprises who want to customize applications. The U.S. government has
used the model extensively and expects to do even more in the future. A recent study conducted by Meritalk, a
public-private partnership for advancing government IT, estimated that PaaS could reduce federal IT costs by
close to one third. For organizations that need to monitor every aspect of their system, PaaS may not be the right
solution because the model only offers control within the provider’s parameters.
More Information on PaaS
Writing applications becomes more complex in the PaaS model and application migration becomes more difficult
as well. When application performance is dependent on the flexibility to customize underlying hardware and
software, PaaS may not provide the necessary flexibility.

INFRASTRUCTURE AS A SERVICE (IAAS)
A model where equipment used for operational support is provided and maintained by the hosting service
provider. The provider is responsible for equipment used for storage, networking and hardware and users pay for
the services as they go.

The IaaS model in the cloud computing stack, leaves managing hardware and data centers to a hosting service
provider while keeping IT managers in control of their own software platforms (Like me and a WordPress Site that
I might build). With IaaS businesses don’t have to maintain physical hardware or cool servers, both of which can
be a drain on time and money. The IaaS is where the PaaS runs on, hence the “stack”. When a company does
need to scale up resources for a project, they simply pay for added infrastructure capability on an as needed
basis.
The IaaS model is ideal for businesses that need complete control over high performing applications or new
companies that do not yet have the resources to procure hardware. For a growing company that expects its
system to evolve over time, IaaS is often the way to go. In a regulated industry like retail who abide by PCI, you
need to be careful who you select for your IaaS provider to ensure that your information is kept safe and secure.

More Information on IaaS
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For retailers that experiences major website traffic spikes during specific times of the year, IaaS may be the way
to go. For these businesses, the ability to quickly scale up and down during traffic peaks and valleys is critical.
Because the company’s IT team is free from the burden of managing infrastructure it can focus more on creating
and improving the retailer’s own platforms and applications.

SaaS Software as a Service
From: http://en.wikipedia.org/wiki/Software_as_a_service
Software as a service (SaaS; pronounced /sæs/ or /sɑːs/[1]) is a software licensing and delivery model in which
software is licensed on a subscription basis and is centrally hosted.[2][3] It is sometimes referred to as "on-demand
software".[4]SaaS is typically accessed by users using a thin client via a web browser. SaaS has become a
common delivery model for many business applications, including office and messaging software, payroll
processing software, DBMS software, management software, CAD software, development
software, gamification, virtualization,[4] accounting, collaboration,customer relationship
management (CRM), management information systems (MIS), enterprise resource planning (ERP),
invoicing, human resource management (HRM), content management (CM) and service desk
management.[5] SaaS has been incorporated into the strategy of all leading enterprise software companies. One
of the biggest selling points for these companies is the potential to reduce IT support costs by outsourcing
hardware and software maintenance and support to the SaaS provider.
]

According to a Gartner Group estimate, SaaS sales in 2010 reached $10 billion, and were projected to increase to
$12.1bn in 2011, up 20.7% from 2010.[6] Gartner Group estimates that SaaS revenue will be more than double its
2010 numbers by 2015 and reach a projected $21.3bn. Customer relationship management (CRM) continues to
be the largest market for SaaS. SaaS revenue within the CRM market was forecast to reach $3.8bn in 2011, up
from $3.2bn in 2010.[7]
The term "software as a service" (SaaS) is considered to be part of the nomenclature of cloud computing, along
withinfrastructure as a service (IaaS), platform as a service (PaaS), desktop as a service (DaaS), backend as a
service(BaaS), and information technology management as a service (ITMaaS).
History
Centralized hosting of business applications dates back to the 1960s. Starting in that decade, IBM and
other mainframeproviders conducted a service bureau business, often referred to as time-sharing or utility
computing. Such services included offering computing power and database storage to banks and other large
organizations from their worldwide data centers.
The expansion of the Internet during the 1990s brought about a new class of centralized computing,
called Application Service Providers (ASP). ASPs provided businesses with the service of hosting and managing
specialized business applications, with the goal of reducing costs through central administration and through the
solution provider's specialization in a particular business application. Two of the world's pioneers and largest
ASPs were USI, which was headquartered in the Washington, D.C. area, and Futurelink Corporation,
headquartered in Irvine, California.[8]
Software as a service essentially extends the idea of the ASP model. The term Software as a Service (SaaS),
however, is commonly used in more specific settings:




Whereas most initial ASPs focused on managing and hosting third-party independent software vendors'
software, as of 2012 SaaS vendors typically develop and manage their own software.
Whereas many initial ASPs offered more traditional client-server applications, which require installation of
software on users' personal computers, SaaS solutions of today rely predominantly on the Web and only
require a web browser to use.
Whereas the software architecture used by most initial ASPs mandated maintaining a separate instance of
the application for each business, as of 2012 SaaS solutions normally utilize a multi-tenant architecture, in
which the application serves multiple businesses and users, and partitions its data accordingly.

The acronym allegedly first appeared in an article called "Strategic Backgrounder: Software As A Service,"
internally published in February 2001 by the Software & Information Industry Association's (SIIA) eBusiness
Division.[9]
DbaaS (Database as a Service) has emerged as a sub-variety of SaaS.[10]
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Distribution
The Cloud (or SaaS) model has no physical need for indirect distribution since it is not distributed physically and
is deployed almost instantaneously. The first wave of SaaS companies built their own economic model without
including partner remuneration in their pricing structure (except when there were certain existing affiliations). It
has not been easy for traditional software publishers to enter into the SaaS model. Firstly, because the SaaS
model does not bring them the same income structure, secondly, because continuing to work with a distribution
network was decreasing their profit margins and was damaging to the competitiveness of their product pricing.
Today a landscape is taking shape with SaaS and managed service players who combine the indirect sales
model with their own existing business model, and those who seek to redefine their role within the 3.0 IT
economy.[11]
Pricing
Unlike traditional software which is conventionally sold as a perpetual license with an up-front cost (and an
optional ongoing support fee), SaaS providers generally price applications using a subscription fee, most
commonly a monthly fee or an annual fee.[12] Consequently, the initial setup cost for SaaS is typically lower than
the equivalent enterprise software. SaaS vendors typically price their applications based on some usage
parameters, such as the number of users using the application. However, because in a SaaS environment
customers' data reside with the SaaS vendor, opportunities also exist to charge per transaction, event, or other
unit of value, such as the number of processors required.[13]
The relatively low cost for user provisioning (i.e., setting up a new customer) in a multi-tenant environment
enables some SaaS vendors to offer applications using the freemium model.[13] In this model, a free service is
made available with limited functionality or scope, and fees are charged for enhanced functionality or larger
scope.[13] Some other SaaS applications are completely free to users, with revenue being derived from alternate
sources such as advertising.[14]
A key driver of SaaS growth is SaaS vendors' ability to provide a price that is competitive with on-premises
software. This is consistent with the traditional rationale for outsourcing IT systems, which involves
applying economies of scale to application operation, i.e., an outside service provider may be able to offer better,
cheaper, more reliable applications.
Architecture
The vast majority of SaaS solutions are based on a multi-tenant architecture. With this model, a single version of
the application, with a single configuration (hardware, network, operating system), is used for all customers
("tenants"). To support scalability, the application is installed on multiple machines (called horizontal scaling). In
some cases, a second version of the application is set up to offer a select group of customers with access to prerelease versions of the applications (e.g., a beta version) for testing purposes. This is contrasted with traditional
software, where multiple physical copies of the software — each potentially of a different version, with a
potentially different configuration, and often customized — are installed across various customer sites.
While an exception rather than the norm, some SaaS solutions do not use multi-tenancy, or use other
mechanisms—such as virtualization—to cost-effectively manage a large number of customers in place of multitenancy.[15] Whether multi-tenancy is a necessary component for software-as-a-service is a topic of
controversy.[16]
Characteristics
While not all software-as-a-service applications share all traits, the characteristics below are common among
many SaaS applications:
Configuration and customization
SaaS applications similarly support what is traditionally known as application customization. In other words, like
traditional enterprise software, a single customer can alter the set of configuration options (a.k.a., parameters)
that affect its functionality and look-and-feel. Each customer may have its own settings (or: parameter values) for
the configuration options. The application can be customized to the degree it was designed for based on a set of
predefined configuration options.
For example: to support customers' common need to change an application's look-and-feel so that the application
appears to be having the customer's brand (or—if so desired—co-branded), many SaaS applications let
customers provide (through a self service interface or by working with application provider staff) a custom logo
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and sometimes a set of custom colors. The customer cannot, however, change the page layout unless such an
option was designed for.
Accelerated feature delivery
SaaS applications are often updated more frequently than traditional software, [17] in many cases on a weekly or
monthly basis. This is enabled by several factors:






The application is hosted centrally, so an update is decided and executed by the provider, not by
customers.
The application only has a single configuration, making development testing faster.
The application vendor does not have to expend resources updating and maintaining backdated versions of
the software, since there is only a single version.[18]
The application vendor has access to all customer data, expediting design and regression testing.
The solution provider has access to user behavior within the application (usually via web analytics), making it
easier to identify areas worthy of improvement.

Accelerated feature delivery is further enabled by agile software development methodologies.[19] Such
methodologies, which have evolved in the mid-1990s, provide a set of software development tools and practices
to support frequent software releases.
Open integration protocols
Since SaaS applications cannot access a company's internal systems (databases or internal services), they
predominantly offer integration protocols and application programming interfaces (APIs) that operate over a wide
area network. Typically, these are protocols based on HTTP, REST, SOAP and JSON.
The ubiquity of SaaS applications and other Internet services and the standardization of their API technology has
spawned development of mashups, which are lightweight applications that combine data, presentation and
functionality from multiple services, creating a compound service. Mashups further differentiate SaaS applications
from on-premises software as the latter cannot be easily integrated outside a company's firewall.
Collaborative (and "social") functionality
Inspired by the success of online social networks and other so-called web 2.0 functionality, many SaaS
applications offer features that let its users collaborate and share information.
For example, many project management applications delivered in the SaaS model offer—in addition to traditional
project planning functionality—collaboration features letting users comment on tasks and plans and share
documents within and outside an organization. Several other SaaS applications let users vote on and offer new
feature ideas.
While some collaboration-related functionality is also integrated into on-premises software, (implicit or explicit)
collaboration between users or different customers is only possible with centrally hosted software.
Adoption drivers
Several important changes to the software market and technology landscape have facilitated acceptance and
growth of SaaS solutions:
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The growing use of web-based user interfaces by applications, along with the proliferation of associated
practices (e.g., web design), continuously decreased the need for traditional client-server applications.
Consequently, traditional software vendor's investment in software based on fat clients has become a
disadvantage (mandating ongoing support), opening the door for new software vendors offering a user
experience perceived as more "modern".
The standardization of web page technologies (HTML, JavaScript, CSS), the increasing popularity of web
developmentas a practice, and the introduction and ubiquity of web application frameworks like Ruby on
Rails or Laravel (PHP) gradually reduced the cost of developing new SaaS solutions, and enabled new
solution providers to come up with competitive solutions, challenging traditional vendors.
The increasing penetration of broadband Internet access enabled remote centrally hosted applications to
offer speed comparable to on-premises software.
The standardization of the HTTPS protocol as part of the web stack provided universally available
lightweight securitythat is sufficient for most everyday applications.



The introduction and wide acceptance of lightweight integration protocols such as REST and SOAP enabled
affordable integration between SaaS applications (residing in the cloud) with internal applications over wide
area networks and with other SaaS applications.

Adoption challenges
Some limitations slow down the acceptance of SaaS and prohibit it from being used in some cases:



Since data are being stored on the vendor’s servers, data security becomes an issue. [20]
SaaS applications are hosted in the cloud, far away from the application users. This introduces latency into
the environment; so, for example, the SaaS model is not suitable for applications that demand response
times in the milliseconds.
 Multi-tenant architectures, which drive cost efficiency for SaaS solution providers, limit customization of
applications for large clients, inhibiting such applications from being used in scenarios (applicable mostly to
large enterprises) for which such customization is necessary.
 Some business applications require access to or integration with customer's current data. When such data
are large in volume or sensitive (e.g., end users' personal information), integrating them with remotely hosted
software can be costly or risky, or can conflict with data governance regulations.
 Constitutional search/seizure warrant laws do not protect all forms of SaaS dynamically stored data. The end
result is that a link is added to the chain of security where access to the data, and, by extension, misuse of
these data, are limited only by the assumed honesty of 3rd parties or government agencies able to access
the data on their own recognizance.[21][22][23][24]
 Switching SaaS vendors may involve the slow and difficult task of transferring very large data files over the
Internet.
 Organizations that adopt SaaS may find they are forced into adopting new versions, which might result in
unforeseen training costs or an increase in probability that a user might make an error.
 Relying on an Internet connection means that data are transferred to and from a SaaS firm at Internet
speeds, rather than the potentially higher speeds of a firm’s internal network. [25]
The standard model also has limitations:
 Compatibility with hardware, other software, and operating systems.[26]
 Licensing and compliance problems (unauthorized copies of the software program putting the organization at
risk of fines or litigation).
 Maintenance, support, and patch revision processes.
 Can the SaaS hosting company guarantee the uptime level agreed in the SLA (Service Level Agreement)?
Emerging trends
As a result of widespread fragmentation in the SaaS provider space, [27] there is an emerging trend towards the
development of SaaS Integration Platforms (SIP).[28] These SIPs allow subscribers to access multiple SaaS
applications through a common platform. They also offer new application developers an opportunity to quickly
develop and deploy new applications. This trend is being referred to as the "third wave" in software adoption where SaaS moves beyond standalone applications to become a comprehensive platform. Zoho and Sutisoft are
two companies that offer comprehensive SIPs today. Several other industry players, including Salesforce,
Microsoft, and Oracle are aggressively developing similar integration platforms. Another trend deals with the rise
of software products that combine functions for human resource management, payroll accounting, and expense
management as an all-in-one solution in promoting collaboration between an employer and an employee. This
supplements the ongoing effort of many businesses to create Employee Self-Service tools for their workforce.
Data escrow[edit
Software as a service data escrow is the process of keeping a copy of critical software-as-a-service application
data with an independent third party. Similar to source code escrow, where critical software source code is stored
with an independent third party, SaaS data escrow is the same logic applied to the data within a SaaS application.
It allows companies to protect and insure all the data that resides within SaaS applications, protecting against
data loss.[29]
There are many and varied reasons for considering SaaS data escrow including concerns about vendor
[bankruptcy][30]unplanned service outages and potential data loss or corruption. Many businesses are also keen to
ensure that they are complying with their own data governance standards or want improved reporting
and business analytics against their SaaS data. A research conducted by Clearpace Software Ltd. into the growth
of SaaS showed that 85 percent of the participants wanted to take a copy of their SaaS data. A third of these
participants wanted a copy on a daily basis.[31]
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Criticism
One notable criticism of SaaS comes from Richard Stallman of the Free Software Foundation referring to it as
Service as a Software Substitute (SaaSS).[32] He considers the use of SaaSS to be a violation of the principles
of free software.[33]According to Stallman,
With SaaSS, the users do not have a copy of the executable file: it is on the server, where the users can't see or
touch it. Thus it is impossible for them to ascertain what it really does, and impossible to change it. SaaS
inherently gives the server operator the power to change the software in use, or the users' data being operated
on.
This criticism does not apply to all SaaS products. In 2010, Forbes contributor Dan Woods noted that Drupal
Gardens, a free web hosting platform based on the open source Drupal content management system, is a "new
open source model for SaaS". He added, "Open source provides the escape hatch. In Drupal Gardens, users will
be able to press a button and get a source code version of the Drupal code that runs their site along with the data
from the database. Then, you can take that code, put it up at one of the hosting companies, and you can do
anything that you would like to do."[34]
Andrew Hoppin, a former Chief Information Officer for the New York State Senate, refers to this combination of
SaaS and open source software as OpenSaaS and points to WordPress as another successful example of an
OpenSaaS software delivery model that gives customers "the best of both worlds, and more options. The fact that
it is open source means that they can start building their websites by self-hosting WordPress and customizing
their website to their heart’s content. Concurrently, the fact that WordPress is SaaS means that they don’t have to
manage the website at all -- they can simply pay WordPress.com to host it."[35]
Sandbox (computer security)
From: http://en.wikipedia.org/wiki/Sandbox_(computer_security)
In computer security, a sandbox is a security mechanism for separating running programs. It is often used to
execute untested code, or untrusted programs from unverified third parties, suppliers, untrusted users and
untrusted websites.[1] A sandbox typically provides a tightly controlled set of resources for guest programs to run
in, such as scratch space on disk and memory. Network access, the ability to inspect the host system or read
from input devices are usually disallowed or heavily restricted.
In the sense of providing a highly controlled environment, sandboxes may be seen as a specific example
of virtualization. Sandboxing is frequently used to test unverified programs that may contain a virus or
other malignant code, without allowing the software to harm the host device.[2]
Implementations
A sandbox is implemented by executing the software in a restricted operating system environment, thus
controlling the resources (for example, file descriptors, memory, file system space, etc.) that a process may use.[3]
Examples of sandbox implementations include the following:
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A jail: network-access restrictions, and a restricted file system namespace. Jails are most commonly used
in virtual hosting.[4]
Rule-based execution gives users full control over what processes are started, spawned (by other
applications), or allowed to inject code into other applications and have access to the net, by having the
system assign access levels for users or programs according to a set of determined rules. [5] It also can
control file/registry security (what programs can read and write to the file system/registry). In such an
environment, viruses and trojans have fewer opportunities of infecting a computer.
The SELinux and Apparmor security frameworks are two such implementations for Linux.



Virtual machines emulate a complete host computer, on which a conventional operating system may boot and
run as on actual hardware. The guest operating system runs sandboxed in the sense that it does not function
natively on the host and can only access host resources through the emulator.



Sandboxing on native hosts: Security researchers rely heavily on sandboxing technologies to analyze
malware behavior. By creating an environment that mimics or replicates the targeted desktops, researchers



can evaluate how malware infects and compromises a target host. Numerous malware analysis services are
based on the sandboxing technology.[6]
Capability systems can be thought of as a fine-grained sandboxing mechanism, in which programs are given
opaque tokens when spawned and have the ability to do specific things based on what tokens they hold.
Capability-based implementations can work at various levels, from kernel to user-space. An example of
capability-based user-level sandboxing involves HTML rendering in a Web browser.



Online judge systems to test programs in programming contests.



New-generation pastebins allowing users to execute pasted code snippets.



Secure Computing Mode (seccomp) is a sandbox built in the Linux kernel. When activated, seccomp only
allows thewrite(), read(), exit() and sigreturn() system calls.



HTML5 has a "sandbox" attribute for use with iframes.[7]

Sandbox (software development)
From: http://en.wikipedia.org/wiki/Sandbox_(software_development)
A sandbox is a testing environment that isolates untested code changes and outright experimentation from the
production environment or repository, in the context of software development including Web development and
revision control.
Sandboxing protects "live" servers and their data, vetted source code distributions, and other collections of code,
data and/or content, proprietary or public, from changes that could be damaging (regardless of the intent of the
author of those changes) to a mission-critical system or which could simply be difficult to revert.
Sandboxes replicate at least the minimal functionality needed to accurately test the programs or other code under
development (e.g. usage of the same environment variables as, or access to an identical database to that used
by, the stable prior implementation intended to be modified; there are many other possibilities, as the specific
functionality needs vary widely with the nature of the code and the application[s] for which it is intended.)
The concept of the sandbox (sometimes also called a working directory, a test server or development server) is
typically built into revision control software such as CVS and Subversion (SVN), in which developers "check out"
a copy of the source code tree, or a branch thereof, to examine and work on. Only after the developer has
(hopefully) fully tested the code changes in their own sandbox should the changes be checked back into, and
merged with the repository and thereby made available to other developers or end users of the software. [1]
By further analogy, the term "sandbox" can also be applied in computing and networking to other temporary or
indefinite isolation areas, such as security sandboxes and search engine sandboxes (both of which have highly
specific meanings), that prevent incoming data from affecting a "live" system (or aspects thereof) unless/until
defined requirements or criteria have been met.
In web services
The term sandbox is commonly used for the development of Web services to refer to a mirrored production
environment for use by external developers. Typically, a third-party developer will develop and create an
application that will use a web service from the sandbox, which is used to allow a third-party team to validate their
code before migrating it to the production
environment. Microsoft,[2] Google, Amazon.com,[3] PayPal,[4] eBay[5] and Yahoo,[6] among others, provide such
services.
In wikis[edit]
Wikis also typically employ a shared sandbox model of testing, though it is intended principally for learning and
outright experimentation with features rather than for testing of alterations to existing content (the wiki analog of
source code). An edit preview mode is usually used instead to test specific changes made to the texts or layout of
wiki pages.
Software development process (Software Development Approach)
From http://en.wikipedia.org/wiki/Software_development_process
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Software development process
Core activities








Requirements
Design
Construction
Testing
Debugging
Deployment
Maintenance
Methodologies






















Waterfall
Prototype model
Incremental
Iterative
V-Model
Spiral
Scrum
Cleanroom
RAD
DSDM
UP
XP
Agile software development
Lean
Dual Vee Model
TDD
BDD
FDD
DDD
MDD







Supporting disciplines
Configuration management
Documentation
Software Quality assurance (SQA)
Project management
User experience









Tools
Compiler
Debugger
Profiler
GUI designer
Modeling
IDE
Build automation

In software engineering, a software development methodology (also known as a system development
methodology, software development life cycle, software development process, software process) is a division
of software development work into distinct phases (or stages) containing activities with the intent of better
planning and management. It is often considered a subset of the systems development life cycle. The
methodology may include the pre-definition of specific deliverables and artifacts that are created and completed
by a project team to develop or maintain an application.[1]
Common methodologies include:
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waterfall
prototyping
iterative and incremental development
spiral development
rapid application development
extreme programming
various types of agile methodology.

Some people consider a life-cycle "model" a more general term for a category of methodologies and a
software development "process" a more specific term to refer to a specific process chosen by a specific
organization. For example, there are many specific software development processes that fit the spiral lifecycle model.
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In practice

The three basic approaches applied to software development methodology frameworks.
A variety of such frameworks have evolved over the years, each with its own recognized strengths and
weaknesses. One software development methodology framework is not necessarily suitable for use by all
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projects. Each of the available methodology frameworks are best suited to specific kinds of projects, based on
various technical, organizational, project and team considerations. [1]
Software development organizations implement process methodologies to ease the process of development.
Sometimes, contractors may require methodologies employed, an example is the U.S. defense industry, which
requires a rating based on process models to obtain contracts. The international standard for describing the
method of selecting, implementing and monitoring the life cycle for software is ISO/IEC 12207.
A decades-long goal has been to find repeatable, predictable processes that improve productivity and quality.
Some try to systematize or formalize the seemingly unruly task of designing software. Others apply project
management techniques to designing software. Without effective project management, software projects can
easily be delivered late or over budget. With large numbers of software projects not meeting their expectations in
terms of functionality, cost, or delivery schedule, it is effective project management that appears to be lacking.
Organizations may create a Software Engineering Process Group (SEPG), which is the focal point for process
improvement. Composed of line practitioners who have varied skills, the group is at the center of the collaborative
effort of everyone in the organization who is involved with software engineering process improvement.
A particular development team may also agree to programming environment details, such as which integrated
development environment is used, and one or more dominant programming paradigms, programming style rules,
or choice of specific software libraries or software frameworks. These details are generally not dictated by the
choice of model or general methodology.
History
The software development methodology (also known as SDM) framework didn't emerge until the 1960s.
According to Elliott (2004) thesystems development life cycle (SDLC) can be considered to be the oldest
formalized methodology framework for building information systems. The main idea of the SDLC has been "to
pursue the development of information systems in a very deliberate, structured and methodical way, requiring
each stage of the life cycle from inception of the idea to delivery of the final system, to be carried out rigidly and
sequentially"[2] within the context of the framework being applied. The main target of this methodology framework
in the 1960s was "to develop large scale functional business systems in an age of large scale business
conglomerates. Information systems activities revolved around heavy data processing and number
crunching routines".[2]
Methodologies, processes, and frameworks range from specific proscriptive steps that can be used directly by an
organization in day-to-day work, to flexible frameworks that an organization uses to generate a custom set of
steps tailored to the needs of a specific project or group. In some cases a "sponsor" or "maintenance"
organization distributes an official set of documents that describe the process.
Specific examples include:
1970s
 Structured programming since 1969
 Cap Gemini SDM, originally from PANDATA, the first English translation was published in 1974. SDM stands
for System Development Methodology
1980s
 Structured systems analysis and design method (SSADM) from 1980 onwards
 Information Requirement Analysis/Soft systems methodology
1990s
 Object-oriented programming (OOP) developed in the early 1960s, and became a dominant programming
approach during the mid-1990s
 Rapid application development (RAD), since 1991
 Dynamic systems development method (DSDM), since 1994
 Scrum, since 1995
 Team software process, since 1998
 Rational Unified Process (RUP), maintained by IBM since 1998
 Extreme programming, since 1999
2000s
 Agile Unified Process (AUP) maintained since 2005 by Scott Ambler (Work ceased on this approach)
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Approaches
Several software development approaches have been used since the origin of information technology, in two
main categories. Typically an approach or a combination of approaches is chosen by management or a
development team.
"Traditional" methodologies such as waterfall that have distinct phases are sometimes known as software
development life cycle (SDLC) methodologies, though this term could also be used more generally to refer to any
methodology.
A "life cycle" approach with distinct phases is in contrast to Agile approaches which define a process of iteration,
but where design, construction, and deployment of different pieces can occur simultaneously.
1. Waterfall development, Main article: Waterfall model

The activities of the software development process represented in the waterfall model. There are several
other models to represent this process.
The waterfall model is a sequential development approach, in which development is seen as flowing
steadily downwards (like a waterfall) through several phases, typically:








Requirements analysis resulting in a software requirements specification
Software design
Implementation
Testing
Integration, if there are multiple subsystems
Deployment (or Installation)
Maintenance

The first formal description of the method is often cited as an article published by Winston W. Royce[3] in
1970 although Royce did not use the term "waterfall" in this article. The basic principles are: [1]


Project is divided into sequential phases, with some overlap and splashback acceptable between
phases.



Emphasis is on planning, time schedules, target dates, budgets and implementation of an entire
system at one time.



Tight control is maintained over the life of the project via extensive written documentation, formal
reviews, and approval/signoff by the user and information technology management occurring at the
end of most phases before beginning the next phase.

The waterfall model is a traditional engineering approach applied to software engineering. A strict
waterfall approach discourages revisiting and revising any prior phase once it is complete. This
"inflexibility" in a pure waterfall model has been a source of criticism by supporters of other more "flexible"
models. It has been widely blamed for several large-scale government projects running over budget, over
time and sometimes failing to deliver on requirements due to the Big Design Up Front approach.
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Except when contractually required, the waterfall model has been largely superseded by more flexible
and versatile methodologies developed specifically for software development. SeeCriticism of Waterfall
model.
The waterfall model is also commonly taught with the mnemonic A Dance in the Dark Every Monday,
representing Analysis, Design, Implementation, Testing, Documentation and Execution, and
Maintenance.[citation needed]
2. Prototyping, Software prototyping
The development approach of activities during software development, the creation of prototypes, i.e.,
incomplete versions of the software program being developed.
The basic principles are:[1]
 Not a standalone, complete development methodology, but rather an approach to handle selected
parts of a larger, more traditional development methodology (i.e. incremental, spiral, or rapid
application development (RAD)).
 Attempts to reduce inherent project risk by breaking a project into smaller segments and providing
more ease-of-change during the development process.
 User is involved throughout the development process, which increases the likelihood of user
acceptance of the final implementation.
 Small-scale mock-ups of the system are developed following an iterative modification process until
the prototype evolves to meet the users’ requirements.
 While most prototypes are developed with the expectation that they will be discarded, it is possible in
some cases to evolve from prototype to working system.
 A basic understanding of the fundamental business problem is necessary to avoid solving the wrong
problems.
3. Incremental development
Various methods are acceptable for combining linear and iterative systems development methodologies,
with the primary objective of each being to reduce inherent project risk by breaking a project into smaller
segments and providing more ease-of-change during the development process.
The basic principles are:[1]
 A series of mini-Waterfalls are performed, where all phases of the Waterfall are completed for a small
part of a system, before proceeding to the next increment, or
 Overall requirements are defined before proceeding to evolutionary, mini-Waterfall development of
individual increments of a system, or
 The initial software concept, requirements analysis, and design of architecture and system core are
defined via Waterfall, followed by iterative Prototyping, which culminates in installing the final
prototype, a working system.
4. Iterative and incremental development, Main article: Iterative and incremental development
Iterative development[4] prescribes the construction of initially small but ever-larger portions of a software
project to help all those involved to uncover important issues early before problems or faulty assumptions
can lead to disaster.
5. Spiral development
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Spiral model (Boehm, 1988), Main article: Spiral model
In 1988, Barry Boehm published a formal software system development "spiral model," which combines
some key aspect of thewaterfall model and rapid prototyping methodologies, in an effort to combine
advantages of top-down and bottom-up concepts. It provided emphasis in a key area many felt had been
neglected by other methodologies: deliberate iterative risk analysis, particularly suited to large-scale
complex systems.
The basic principles are:[1]






Focus is on risk assessment and on minimizing project risk by breaking a project into smaller
segments and providing more ease-of-change during the development process, as well as providing
the opportunity to evaluate risks and weigh consideration of project continuation throughout the life
cycle.
"Each cycle involves a progression through the same sequence of steps, for each part of the product
and for each of its levels of elaboration, from an overall concept-of-operation document down to the
coding of each individual program."[5]
Each trip around the spiral traverses four basic quadrants: (1) determine objectives, alternatives, and
constraints of the iteration; (2) evaluate alternatives; Identify and resolve risks; (3) develop and verify
deliverables from the iteration; and (4) plan the next iteration.[6]
Begin each cycle with an identification of stakeholders and their "win conditions", and end each cycle
with review and commitment.[7]

6. Rapid application development

Rapid Application Development (RAD) Model
Rapid application development (RAD) is a software development methodology, which favors iterative
development and the rapid construction of prototypes instead of large amounts of up-front planning. The
"planning" of software developed using RAD is interleaved with writing the software itself. The lack of
extensive pre-planning generally allows software to be written much faster, and makes it easier to change
requirements.
The rapid development process starts with the development of preliminary data models and business
process models using structured techniques. In the next stage, requirements are verified using
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prototyping, eventually to refine the data and process models. These stages are repeated iteratively;
further development results in "a combined business requirements and technical design statement to be
used for constructing new systems".[8]
The term was first used to describe a software development process introduced by James Martin in 1991.
According to Whitten (2003), it is a merger of various structured techniques, especially datadriven Information Engineering, with prototyping techniques to accelerate software systems
development.[8]
The basic principles of rapid application development are:[1]
 Key objective is for fast development and delivery of a high quality system at a relatively low
investment cost.
 Attempts to reduce inherent project risk by breaking a project into smaller segments and providing
more ease-of-change during the development process.
 Aims to produce high quality systems quickly, primarily via iterative Prototyping (at any stage of
development), active user involvement, and computerized development tools. These tools may
include Graphical User Interface (GUI) builders, Computer Aided Software Engineering (CASE)
tools, Database Management Systems (DBMS), fourth-generation programming languages, code
generators, and object-oriented techniques.
 Key emphasis is on fulfilling the business need, while technological or engineering excellence is of
lesser importance.
 Project control involves prioritizing development and defining delivery deadlines or “timeboxes”. If the
project starts to slip, emphasis is on reducing requirements to fit the timebox, not in increasing the
deadline.
 Generally includes joint application design (JAD), where users are intensely involved in system
design, via consensus building in either structured workshops, or electronically facilitated interaction.
 Active user involvement is imperative.
 Iteratively produces production software, as opposed to a throwaway prototype.
 Produces documentation necessary to facilitate future development and maintenance.
 Standard systems analysis and design methods can be fitted into this framework.
7. Agile development, Main article: Agile software development
"Agile software development" refers to a group of software development methodologies based on iterative
development, where requirements and solutions evolve via collaboration between self-organizing crossfunctional teams. The term was coined in the year 2001 when the Agile Manifesto was formulated.
Agile software development uses iterative development as a basis but advocates a lighter and more
people-centric viewpoint than traditional approaches. Agile processes fundamentally incorporate iteration
and the continuous feedback that it provides to successively refine and deliver a software system.
Agile is an approach to software development based on iterative and incremental development to drive
quicker delivery time of the solution. There are many methodologies that support the agile approach:
 Scrum being the most widely accepted, but not the only one. Other methodologies, such as
 Lean
 Crystal
 Kanban
 Extreme Programming (XP)
 Agile Unified Process (AUP)
 Adaptive Software Development (ASD)
and others support the agile principles. However, many are only aware of Scrum and believe it is the
only agile methodology.
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There are many agile methodologies, including:
1. Dynamic systems development method (DSDM)
2. Kanban (development), From: http://en.wikipedia.org/wiki/Kanban_(development)
From Wikipedia, http://en.wikipedia.org/wiki/Kanban_(development)
Kanban is a method for managing knowledge work with an emphasis on just-in-time deliverywhile not
overloading the team members. In this approach, the process, from definition of a task to its delivery
to the customer, is displayed for participants to see. Team members pull work from a queue.
Kanban in the context of software development can mean a visual process-managementsystem that
tells what to produce, when to produce it, and how much to produce - inspired by the Toyota
Production System[1] and by Lean manufacturing.[2]
The Kanban method or LKU Kanban[edit]
The name 'Kanban' originates from Japanese[看板], and translates roughly as "signboard" or
"billboard". It was formulated by David J. Anderson[3][4] as an approach to incremental, evolutionary
process and systems change for organizations. It uses a work-in-progress limited pull system as the
core mechanism to expose system operation (or process) problems and stimulate collaboration to
continuously improve the system. Visualisation is an important aspect of Kanban as it allows
understanding of the work and the workflow.[5] Kanban is rooted in four basic principles:
Start with existing process
The Kanban method does not prescribe a specific set of roles or process steps. The Kanban method
starts with existing roles and processes and stimulates continuous, incremental and evolutionary
changes to the system. The Kanban method is a change management method.
Agree to pursue incremental, evolutionary change
The organization (or team) must agree that continuous, incremental and evolutionary change is the
way to make system improvements and make them stick. Sweeping changes may seem more
effective but have a higher failure rate due to resistance and fear in the organization. The Kanban
method encourages continuous small incremental and evolutionary changes to your current system.
Respect the current process, roles, responsibilities and titles
It is likely that the organization currently has some elements that work acceptably and are worth
preserving. The Kanban method seeks to drive out fear in order to facilitate future change. It attempts
to eliminate initial fears by agreeing to respect current roles, responsibilities and job titles with the
goal of gaining broader support.
Leadership at all levels
Acts of leadership at all levels in the organization, from individual contributors to senior management,
are encouraged.
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Open Kanban is an open source, Agile and Lean based method to deliver value for knowledge work
like information technology, software development, business, product development or personal
organization. On the Lean side it is inspired on the work of Taiichi Ohno (Toyota Production System),
Eliyahu Goldratt (Theory of Constraints) and Edward Deming. On the Agile side it takes inspiration
from the Agile manifesto signers, and in addition contributions from Alan Shalloway’s Kanban for
Teams, Corey Ladas Scrumban and David Anderson's early Kanban work.
It innovates by making the whole method fully open source and free to improve or modify, under
the CC BY license. Open Kanban was written by Joseph Hurtado, and it has been translated by
members of the community to French, Italian, Portuguese, Spanish, Russian and Ukrainian.
Open Kanban Agile and Lean heritage is reflected in its core values Respect for people, Courage,
Focus on Value, Communication-Collaboration, and a Holistic or Systemic
Approach to Change. Those values manifest in 4 key practices:
1. Visualize the workflow.
You cannot improve what you cannot see. Knowledge work needs a way to show progress.
Kanban boards are one of the ways to display progress.
2. Lead using a team approach.
Without a team and leadership, nothing of significant value can be created or improved.
3. Reduce the Batch Size of your Efforts or Reduce BASE.
Science and the work from Donald G. Reinertsen has shown that when the batch unit of work
is decreased, more can be accomplished. This principle goes beyond simply Limiting Work in
Progress.
4. Learn and improve continuously.
This practice implies reflecting so that one can learn from experience, and it aligns with
performing retrospectives and embracingKaizen. In addition Open Kanban itself is open
source and it welcomes contributions or extensions to the method.
Kanban board example: See at: http://en.wikipedia.org/wiki/Kanban_(development)
Kanban Software Development Workflow[6] complements
the Scrum, XP and Waterfall models.
3. Scrum (from Wikipedia)
From: https://en.wikipedia.org/wiki/Scrum_(software_development)
Scrum is an iterative and incremental agile software developmentmethodology for managing product
development. It defines "a flexible,holistic product development strategy where a development team
works as a unit to reach a common goal", challenges assumptions of the "traditional, sequential
approach" to product development, and enables teams to self-organize by encouraging physical colocation or close online collaboration of all team members, as well as daily face-to-face
communication among all team members and disciplines in the project.
A key principle of scrum is its recognition that during a project the customers can change their minds
about what they want and need (often called "requirements churn"), and that unpredicted challenges
cannot be easily addressed in a traditional predictive or planned manner. As such, scrum adopts
an empirical approach—accepting that the problem cannot be fully understood or defined, focusing
instead on maximizing the team's ability to deliver quickly and respond to emerging requirements.
History
Scrum was first defined as "a flexible, holistic product development strategy where a development
team works as a unit to reach a common goal" as opposed to a "traditional, sequential approach" in
1986 by Hirotaka Takeuchi and Ikujiro Nonakain the New Product Development Game.[1] Takeuchi
and Nonaka later argued in The Knowledge Creating Company[2] that it is a form of "organizational
knowledge creation, [...] especially good at bringing about innovation continuously, incrementally and
spirally".
The authors described a new approach to commercial product development that would increase
speed and flexibility, based on case studies from manufacturing firms in the automotive, photocopier
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and printer industries.[3] They called this the holistic or rugby approach, as the whole process is
performed by one cross-functional team across multiple overlapping phases, where the team "tries to
go the distance as a unit, passing the ball back and forth".[3] (In rugby football, a scrum refers to a
tight-packed formation of players with their heads down who attempt to gain possession of the ball. [4])
In the early 1990s, Ken Schwaber used what would become scrum at his company, Advanced
Development Methods, andJeff Sutherland, with John Scumniotales and Jeff McKenna, developed a
similar approach at Easel Corporation, and were the first to refer to it using the single word scrum.[5] In
1995, Sutherland and Schwaber jointly presented a paper describing the scrum methodology at the
Business Object Design and Implementation Workshop held as part of Object-Oriented Programming,
Systems, Languages & Applications '95 (OOPSLA '95) in Austin, Texas, its first public
presentation.[6] Schwaber and Sutherland collaborated during the following years to merge the above
writings, their experiences, and industry best practices into what is now known as scrum. [7]
In 2001, Schwaber worked with Mike Beedle to describe the method in the book Agile Software
Development with Scrum.[8] Its approach to planning and managing projects is to bring decisionmaking authority to the level of operation properties and certainties.[9] Although the word is not
an acronym, some companies implementing the process have been known to spell it with capital
letters as SCRUM. This may be due to one of Ken Schwaber's early papers, which capitalized
SCRUM in the title.[9]
Later, Schwaber with others founded the Scrum Alliance and created the Certified Scrum Master
programs and its derivatives. Schwaber left the Scrum Alliance in the fall of 2009, and founded
Scrum.org to further improve the quality and effectiveness of scrum.
Roles
There are three core roles[10] with a range of ancillary roles. These core roles are those committed to
the project in the scrum process—they are the ones producing the product (objective of the project).
They represent the scrum team. Although other roles may be encountered in real projects, scrum
does not define any team roles other than those described below. [11]
Product owner
The product owner represents the stakeholders and is the voice of the customer. He or she is
accountable for ensuring that the team delivers value to the business. The product owner writes (or
has the team write) customer-centric items (typically user stories), ranks and prioritizes them, and
adds them to the product backlog. Scrum teams should have one product owner, this role should not
be combined with that of the scrum master. The product owner should be on the business side of the
project, and should never interfere or interact with team members on the technical aspects of the
development task.[12] This role is equivalent to the customer representative role in some other agile
frameworks.
Role of product owner in defining and communicating product requirements
Communication is a main function of the product owner. The ability to convey priorities and empathize
with team members and stakeholders are vital to steer the project in the right direction. Product
owners bridge the communication gap between the team and their stakeholders. As Figure 1 shows,
they serve as a proxy stakeholder to the development team and as a project team representative to
the overall stakeholder community.[13]
As the face of the team to the stakeholders, the following are some of the communication tasks of the
product owner to the stakeholders:








demonstrates the solution to key stakeholders who were not present in a normal iteration demo
announces releases
communicates team status
organizes milestone reviews
educates stakeholders in the development process
negotiates priorities, scope, funding, and schedule
ensures that the product backlog is visible, transparent, and clear

Empathy is a key attribute for a product owner to have – the ability to put one’s self in another’s
shoes. A product owner will be conversing with different stakeholders in the project – different people,
with a variety of backgrounds, job roles, and objectives. A product owner needs to be able to see
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from these different points of view. To be effective, it would also be wise for a product owner to know
the level of detail the audience needs from him or her. The development team would need thorough
feedback and specifications so they build a product up to expectation, while an executive sponsor
may just need summaries of progress. Providing more information than necessary may lose
stakeholder interest and waste time. There is also significant evidence that face-to-face
communication around a shared sketching environment is the most effective way to communicate
information instead of documentation. A direct means of communication is then most preferred by
seasoned agile product owners.[14]
A product owner’s ability to communicate effectively is also enhanced by being skilled in techniques
that identify stakeholder needs, negotiate priorities between stakeholder interests, and collaborate
with developers to ensure effective implementation of requirements.
Development team
The development team is responsible for delivering potentially shippable increments (PSIs) of product
at the end of each sprint (the sprint goal). A team is made up of 3–9 individuals who do the actual
work (analyse, design, develop, test, technical communication, document, etc.). Development teams
are cross-functional, with all of the skills as a team necessary to create a product increment. The
development team in scrum is self-organizing, even though there may be some level of interface with
project management offices (PMOs).
Scrum master
Scrum is facilitated by a scrum master, who is accountable for removing impediments to the ability of
the team to deliver the product goals and deliverables. The scrum master is not a traditional team
lead or project manager, but acts as a buffer between the team and any distracting influences. The
scrum master ensures that the scrum process is used as intended. The scrum master helps ensure
the team follows the agreed scrum processes, often facilitates key sessions, and encourages the
team to improve. The role has also been referred to as a team facilitator[15] or servant-leader to
reinforce these dual perspectives.
The core responsibilities of a scrum master include (but are not limited to):[16]
 Helping the product owner maintain the product backlog in a way that ensures the project is well
defined and the team can continually advance forward on the project at any given time
 Helping the team to determine the definition of done for the product, with input from key
stakeholders
 Coaching the team, within the scrum principles, in order to deliver quality valuable features for
their product
 Promoting self-organization within the team
 Helping the scrum team to avoid or remove impediments to their progress, whether internal or
external to the team
 Facilitating team events to ensure regular progress
 Educating key stakeholders in the product on scrum principles
One of the ways in which the scrum master role differs from that of a project manager is that the latter
may have people management responsibilities while the scrum master does not. Scrum does not
formally recognise the role of project manager, as traditional command and control tendencies would
cause difficulties,[17] however, it is possible for scrum teams to work effectively with agile project
managers, especially on large-scale programs.[18]
Events

Scrum Framework
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Sprint[

The scrum process
A sprint (or iteration) is the basic unit of development in scrum. The sprint is atimeboxed effort; that is,
it is restricted to a specific duration.[19] The duration is fixed in advance for each sprint and is normally
between one week and one month, with two weeks being the most common. [9]
Each sprint starts with a sprint planning event, the aim of which is to define a sprint backlog, where
the work for the sprint is identified and an estimated commitment for the sprint goal is made. Each
sprint ends with a sprint review and a sprint retrospective,[5] where the progress is reviewed and
shown to stakeholders and improving lessons for the next sprints are identified.
Scrum emphasizes working product at the end of the sprint that is really done; in the case of
software, this would likely include that the software has been integrated, fully tested, end-user
documented, and is potentially shippable.[17]
Events
Sprint planning
At the beginning of a sprint, the team holds a sprint planning event:[19]
 Select what work is to be done
 Prepare the sprint backlog that details the time it will take to do that work, with the entire team
 Identify and communicate how much of the work is likely to be done during that sprint
 Four-hour time limit for a two-week sprint (pro rata for other sprint durations) [11]
 During the first half, the whole team (development team, scrum master, and product owner)
agree what product backlog items they will consider for that sprint
 During the second half, the development team establish the work (tasks) required to deliver
those backlog items, resulting in the sprint backlog
Daily scrum

A daily scrum in the computing room. This centralized location helps the team start on time.
Each day during a sprint, the team hold a daily scrum (or stand-up) with specific guidelines:
 All members of the development team come prepared.

 The daily scrum starts precisely on time even if some development team members are missing.
 The daily scrum should happen at the same location and same time every day.
 The daily scrum length is constrained (timeboxed) to fifteen minutes.
 Anyone is welcome, although normally only the scrum team roles contribute.
During the daily scrum, each team member answers three questions:
 What did I do yesterday that helped the development team meet the sprint goal?
 What will I do today to help the development team meet the sprint goal?
 Do I see any impediment that prevents me or the development team from meeting the sprint
goal?
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Any impediment (stumbling block, risk, or issue) identified in the daily scrum should be captured by
the scrum master, displayed on the team's scrum board, and someone agreed to be responsible for
working toward a resolution outside of the daily scrum. No detailed discussions should happen during
the daily scrum.
Sprint review and sprint retrospective
At the end of a sprint, the team holds two events: the sprint review and the sprint retrospective.
At the sprint review, the team:
 Reviews the work that was completed and the planned work that was not completed
 Presents the completed work to the stakeholders (a.k.a. the demo)
Guidelines for sprint reviews:
 Incomplete work cannot be demonstrated
 The recommended duration is two hours for a two-week sprint (pro-rata for other sprint durations)
At the sprint retrospective, the team:
 Reflects on the past sprint
 Identifies and agrees continuous process improvement actions
Guidelines for sprint retrospectives:
 Two main questions are asked in the sprint retrospective: What went well during the sprint? What
could be improved in the next sprint?
 The recommended duration is one-and-a-half hours for a two-week sprint (pro-rata for other
sprint durations)
 This event is facilitated by the scrum master
Extensions
Backlog refinement
Backlog refinement (which used to be called backlog grooming) is the ongoing process of reviewing
product backlog items and checking that they are appropriately prioritised and prepared in a way that
makes them clear and executable for teams once they enter sprints via the sprint planning activity.
Product backlog items may be broken into multiple smaller ones; acceptance criteria may be clarified;
and dependencies, investigation, and preparatory work may be identified and agreed as technical
spikes.
Backlog refinement is not a core scrum practice but has been adopted as a way of managing the
quality of backlog items entering a sprint, with a recommended duration of up to 10% of the sprint
capacity.[20]
Scrum of scrums[edit]
The scrum of scrums is a technique to scale scrum up for multiple teams working on the same
product, allowing teams to discuss progress on their interdependencies, focusing on how to
coordinate delivering software,[21] especially on areas of overlap and integration. Depending on the
cadence (timing) of the scrum of scrums, the relevant daily scrum for each scrum team ends by
designating one member as an ambassador to participate in the scrum of scrums with ambassadors
from other teams. Depending on the context, the ambassadors may be technical contributors or each
team’s scrum master.[21]
This should run similar to a daily scrum, with each ambassador answering the following four
questions:[22]
 What impediments have my team resolved since we last met?
 What impediments will my team resolve before we meet again?
 Are there any impediments slowing my team down or getting in our way?
 Are we about to put something in another team's way?
Resolution of impediments is expected to focus on the challenges of coordination between the teams,
and may entail agreeing to interfaces between teams, negotiating responsibility boundaries, etc.
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The scrum of scrums will track these working items via a backlog of its own, such as a ROAM
board,[23] where each item contributes to improving cross-team coordination.[21]
As Jeff Sutherland commented,[21]
Since I originally defined the Scrum of Scrums (Ken Schwaber was at IDX working with me), I can
definitively say the Scrum of Scrums is not a "meta Scrum". The Scrum of Scrums as I have used it is
responsible for delivering the working software of all teams to the Definition of Done at the end of the
Sprint, or for releases during the sprint. PatientKeeper delivered to production four times per Sprint.
Ancestry.com delivers to production 220 times per two week sprint. Hubspot delivers live software
100-300 times a day. The Scrum of Scrums Master is held accountable for making this work. So the
Scrum of Scrums is an operational delivery mechanism.
Artifacts
Product backlog
The product backlog comprises an ordered list of requirements that a scrum team maintains for
a product. It consists offeatures, bug fixes, non-functional requirements, etc.—whatever needs doing
in order to successfully deliver a viable product. The product owner orders the product backlog
items (PBIs) based on considerations such as risk, business value, dependencies, and date needed.
Items added to a backlog are commonly written in story format. The product backlog is what will be
delivered, ordered into the sequence in which it should be delivered. It is open and editable by
anyone, but the product owner is ultimately responsible for ordering the items on the backlog for the
development team to choose.
The product backlog contains the product owner's assessment of business value and the
development team's assessment of development effort, which are often, but not always, stated
in story points using a rounded Fibonacci sequence. These estimates help the product owner to
gauge the timeline and may influence ordering of backlog items; for example, if the "add spellcheck"
and "add table support" features have the same business value, the product owner may schedule
earlier delivery of the one with the lower development effort (because the return on investment is
higher) or the one with higher development effort (because it is more complex or riskier, and they
want to retire that risk earlier).[24]
The product backlog and the business value of each backlog item is the responsibility of the product
owner. The size (i.e. estimated complexity or effort) of each backlog item is, however, determined by
the development team, who contributes by sizing items, either in story points or in estimated hours.
There is a common misunderstanding that only user stories are allowed in a product backlog. By
contrast, scrum is neutral on requirement techniques. As the Scrum Primer[17] states,
Product Backlog items are articulated in any way that is clear and sustainable. Contrary to popular
misunderstanding, the Product Backlog does not contain "user stories"; it simply contains items.
Those items can be expressed as user stories, use cases, or any other requirements approach that
the group finds useful. But whatever the approach, most items should focus on delivering value to
customers.
Scrum advocates that the role of product owner be assigned. The product owner is responsible for
maximizing the value of the product. The product owner gathers input and takes feedback from, and
is lobbied by, many people, but ultimately makes the call on what gets built.
The product backlog is used to:



capture requests for modifying a product. This can include adding new features, replacing old
features, removing features and fixing issues
ensure the development team is given work which maximizes the business benefit to the owner
of the product

Typically, the product owner and the scrum team come together and write down everything that
needs to be prioritized and this becomes content for the first sprint, which is a block of time meant for
focused work on selected items that can be accommodated within a timeframe. The product backlog
can evolve as new information surfaces about the product and about its customers, and so later
sprints may address new work.
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The following items typically comprise a scrum backlog: features, bugs, technical work, and
knowledge acquisition. Web development can entail confusion as to the difference between a feature
and a bug: technically a feature is "wanted", while a bug is a feature that is "unintended" or
"unwanted" (but may not be necessarily a defective thing). An example of technical work would be:
"run virus check on all developers' workstations". An example of knowledge acquisition could be a
scrum backlog item about researching Wordpress plugin libraries and making a selection.
Managing the product backlog between product owner and scrum team
A backlog, in its simplest form, is merely a list of items to be worked on. Having well-established rules
about how work is added, removed and ordered helps the whole team make better decisions about
how to change the product.
The product owner prioritizes which of the items in the product backlog are most needed. The team
then chooses which items they can complete in the coming sprint. On the scrum board, the team
moves items from the product backlog to the sprint backlog, which is the list of items they will build.
Conceptually, it is ideal for the team to only select what they think they can accomplish from the top of
the list, but it is not unusual to see in practice that teams are able to take lower-priority items from the
list along with the top ones selected. This normally happens because there is time left within the
sprint to accommodate more work. Items at the top of the backlog, the items that are going to be
worked on first, should be broken down into stories that are suitable for the development team to
work on. The further down the backlog goes, the less refined the items should be. As Schwaber and
Beedle put it "The lower the priority, the less detail, until you can barely make out the backlog item." [9]
As the team works through the backlog, it needs to be assumed that "changes in the world can
happen"—the team can learn about new market opportunities to take advantage of, competitor
threats that arise, and feedback from customers that can change the way the product was meant to
work. All of these new ideas tend to trigger the team to adapt the backlog to incorporate new
knowledge. This is part of the fundamental mindset of an agile team. The world changes, the backlog
is never finished.[13]
Sprint backlog

A scrum task board
The sprint backlog is the list of work the development team must address during the next sprint. The
list is derived by selecting product backlog items from the top of the product backlog until the
development team feels it has enough work to fill the sprint. This is done by the development team
asking "Can we also do this?" and adding product backlog items to the sprint backlog. The
development team should keep in mind its past performance assessing its capacity for the new sprint,
and use this as a guide line of how much "effort" they can complete.
The product backlog items are broken down into tasks by the development team. Tasks on the sprint
backlog are never assigned; rather, tasks are signed up for by the team members as needed
according to the set priority and the development team member skills. This promotes selforganization of the development team, and developer buy-in.
The sprint backlog is the property of the development team, and all included estimates are provided
by the development team. Often an accompanying task board is used to see and change the state of
the tasks of the current sprint, like "to do", "in progress" and "done".
Once a sprint backlog is committed, no additional functionality can be added to the sprint backlog
except by the team. Once a sprint has been delivered, the product backlog is analyzed and
reprioritized if necessary, and the next set of functionality is selected for the next sprint.
Product increment
The increment (or potentially shippable increment, PSI) is the sum of all the product backlog items
completed during a sprint and all previous sprints. At the end of a sprint, the increment must be
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complete, according to the scrum team's Definition of Done (DoD), and in a usable condition
regardless of whether the product owner decides to actually release it.
Sprint burn-down chart[edit]

A sample burn down chart for a completed iteration, showing remaining effort and tasks for each of
the 21 work days of the 1-month iteration
Main article: Burn down chart
The sprint burndown chart is a public displayed chart showing remaining work in the sprint backlog.
Updated every day, it gives a simple view of the sprint progress. It also provides quick visualizations
for reference. During sprint planning the ideal burndown chart is plotted. Then, during the sprint, each
member picks up tasks from the sprint backlog and works on them. At the end of the day, they update
the remaining hours for tasks to be completed. In such way the actual burndown chart is updated day
by day.
It should not be confused with an earned value chart.
Release burn-down chart[edit]
The release burndown chart is the way for the team to track progress and provide visibility. The
release burndown chart is updated at the end of each sprint by the scrum master. The horizontal axis
of the release burndown chart shows the sprints; the vertical axis shows the amount of work
remaining at the start of each sprint. The release burndown chart makes it easy to drill down into a
sprint and understand what is the remaining work, what work has been added, what work has been
done, what work will have to be done. You can see what the team has completed as well as how
scope changed.
Terminology
The following terms are often used in a scrum process.
Scrum team
Product owner, scrum master and development team
Product owner
The person responsible for maintaining the product backlog by representing the interests of the
stakeholders, and ensuring the value of the work the development team does.
Scrum master
The person responsible for the scrum process, making sure it is used correctly and maximizing its
benefits.
Development team
A cross-functional group of people responsible for delivering potentially shippable increments of
product at the end of every sprint.
Sprint burn-down chart
Daily progress for a sprint over the sprint's length
Release burn-down chart
Feature level progress of completed product backlog items in the product backlog.
Product backlog (PBL) list
A prioritized list of high-level requirements
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Sprint backlog (SBL) list
A prioritized list of tasks to be completed during the sprint.
Sprint
A time period (typically 1–4 weeks) in which development occurs on a set of backlog items that the
team has committed to. Also commonly referred to as a time-box or iteration.
Spike
A time boxed period used to research a concept and/or create a simple prototype. Spikes can either
be planned to take place in between sprints or, for larger teams, a spike might be accepted as one of
many sprint delivery objectives. Spikes are often introduced before the delivery of large or complex
product backlog items in order to secure budget, expand knowledge, and/or produce a proof of
concept. The duration and objective(s) of a spike will be agreed between the product owner and
development team before the start. Unlike sprint commitments, spikes may or may not deliver
tangible, shippable, valuable functionality. For example, the objective of a spike might be to
successfully reach a decision on a course of action. The spike is over when the time is up, not
necessarily when the objective has been delivered.[25]
Tracer Bullet
The tracer bullet is a spike with the current architecture, current technology set, current set of best
practices which results in production quality code. It might just be a very narrow implementation of the
functionality but is not throw away code. It is of production quality and the rest of the iterations can
build on this code. The name has military origins as ammunition that makes the path of the bullet
visible, allowing for corrections. Often these implementations are a 'quick shot' through all layers of an
application, such as connecting a single form's input field to the back-end, to prove the layers will
connect as expected.[citation needed]
Tasks
Work items added to the sprint backlog at the beginning of a sprint and broken down into hours. Each
task should not exceed 12 hours (or two days), but it's common for teams to insist that a task take no
more than a day to finish.
Definition of Done (DoD)
The exit-criteria to determine whether a product backlog item is complete. In many cases the DoD
requires that allregression tests should be successful. The definition of "done" may vary from one
scrum team to another, but must be consistent within one team. [26]
Velocity
The total effort a team is capable of in a sprint. The number is derived by evaluating the work
(typically in user storypoints) completed from the last sprint's backlog items. The collection of
historical velocity data is a guideline for assisting the team in understanding how much work they can
do in a future sprint.
Impediment
Anything that prevents a team member from performing work as efficiently as possible.[27]
Sashimi
A term used to describe one or more user stories, indicating that they are thin slices of a product
feature or capability.
Abnormal Termination
The product owner can cancel a sprint if necessary.[11] The product owner may do so with input from
the team, scrum master or management. For instance, management may wish to cancel a sprint if
external circumstances negate the value of the sprint goal. If a sprint is abnormally terminated, the
next step is to conduct a new sprint planning, where the reason for the termination is reviewed.
ScrumBut
ScrumBut (or Scrum But) is a term to describe the approach of a team who have adapted the scrum
process to their own needs in some way contradictory to supposed pure scrum.[28][29]
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Scrum-baN
Main article: Scrum ban
Scrum-ban is a software production model based on scrum and kanban. Scrum-ban is especially
suited for maintenance projects or (system) projects with frequent and unexpected work items or
programming errors.[30] In such cases the time-limited sprints of the scrum model are of no
appreciable use, but scrum's daily events and other practices can be applied, depending on the team
and the situation at hand. Visualization of the work stages and limitations for simultaneous unfinished
work and defects are familiar from the Kanban model. Using these methods, the team's workflow is
directed in a way that allows for minimum completion time for each work item or programming error,
and on the other hand ensures each team member is constantly employed. [31]
To illustrate each stage of work, teams working in the same space often use post-it notes or a large
whiteboard.[32] In the case of decentralized teams, stage-illustration software such
as Assembla, TargetProcess, Eylean Board, JIRA or Agilo for Scrum.
In their simplest, the tasks are categorized into the work stages:
 Unstarted
 Ongoing
 Completed
If desired, though, the teams can add more stages of work (such as "defined", "designed", "tested" or
"delivered"). These additional phases can be of assistance if a certain part of the work becomes a
bottleneck and the limiting values of the unfinished work cannot be raised. A more specific task
division also makes it possible for employees to specialize in a certain phase of work. [33]
There are no set limiting values for unfinished work. Instead, each team has to define them
individually by trial and error; a value too small results in workers standing idle for lack of work,
whereas values too high tend to accumulate large amounts of unfinished work, which in turn hinders
completion times.[34] A rule of thumb worth bearing in mind is that no team member should have more
than two simultaneous selected tasks, and that on the other hand not all team members should have
two tasks simultaneously.[33]
The major differences between scrum and kanban are derived from the fact that, in scrum, work is
divided into sprints that last a certain amount of time, whereas in Kanban the workflow is continuous.
This is visible in work stage tables, which in scrum are emptied after each sprint. In Kanban all tasks
are marked on the same table. Scrum focuses on teams with multifaceted know-how, whereas
Kanban makes specialized, functional teams possible.[34]
Since scrum-ban is such a new development model, there is not much reference material. Kanban,
on the other hand, has been applied by Microsoft and Corbis. [35]
Tools for implementation
Like other agile methods, scrum can be implemented through a wide range of tools.
Many companies use universal tools, such as spreadsheets to build and maintain artifacts such as
the sprint backlog. There are also open-source and proprietary packages dedicated to management
of products under the scrum process. Other organizations implement scrum without the use of any
software tools, and maintain their artifacts in hard-copy forms such as paper, whiteboards, and sticky
notes.[36]
Adaptations
The hybridization of scrum with other software development methodologies is common as scrum
does not cover the wholeproduct development lifecycle; therefore, organizations find the need to add
in additional processes to create a more comprehensive implementation. For example, at the start of
the project, organizations commonly add process guidance on requirements gathering and
prioritization, initial high-level design, and budget and schedule forecasting.
Various authors and communities of people who use scrum have also suggested more detailed
techniques for how to apply or adapt scrum to particular problems or organizations. Many refer to
these methodological techniques as "patterns" - by analogy with design patterns in architecture and
software.[37][38]
187

See also
 Disciplined Agile Delivery
 Extreme programming
 Kanban
 Lean software development
 Project management
 Unified Process
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A reader remarked about my recent article on Salesforce.com, “Frankly, this looks like a plug for
Scrum.” Well, yes.
If there was a Nobel Prize for management, and if there was any justice in the world, I believe that the
prize would be awarded, among others, to Jeff Sutherland, Ken Schwaber and Mike Cohn for their
contributions to the invention of Scrum. Until recently, like most people, I had never heard of Scrum.
This is not surprising, as it is rarely mentioned in general management textbooks or discussed in
business schools. I came across Scrum several years ago, almost by accident.
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My discovery of Scrum
At the time, I was working on a book focused on resolving an old management conundrum: how do
you combine rapid innovation with disciplined execution? I was proceeding by asking people if they
knew about any such workplaces where this was already happening.
I surprised to find that an unusually high proportion of the workplaces that I heard about were in
software development. Initially I didn’t pay it any attention. After all, these were geeks, and they talked
in a strange, barely comprehensible vocabulary. What could I possibly learn about management from
people who had, I imagined, gone into computing because they preferred machines to people?
A colleague, Hans Samios, a manager at Intergraph Corporation in Alabama, contacted me and
suggested that I check out what was happening in software development firms, under the names of
Agile and in particular, the practices known as Scrum. I had never heard of Scrum, but I decided to
check it out.
The history of Scrum
I learned that the first full implementation of Scrum had occurred in 1993 when Jeff Sutherland along
with John Scumniotales and Jeff McKenna implemented Scrum at the Easel Corporation.
They drew on the inspiration of the classic 1986 HBR article “The New New Product Development
Game,” where Takeuchi and Nonaka had compared a new holistic approach to innovation to the sport
of rugby, where the whole team “tries to go to the distance as a unit, passing the ball back and forth”.
This paper in turn drew on a long experience of iterative methods.[1]
In 1995, Sutherland and Schwaber jointly presented a paper, ”The SCRUM Development Process,” at
Object-Oriented Programming, Systems, Languages & Applications (OOPSLA) Conference ‘95 in
Austin, Texas, its first public appearance.
In 2001, Sutherland, Schwaber, and fifteen colleagues got together in Snowbird, Colorado, and
drafted the Agile Manifesto, which became a clarion call to software developers around the globe to
pursue this radically different type of management.[2]
Since then, Sutherland, Schwaber, and their colleagues have gone on to generate thousands of highperformance teams in hundreds of companies all around the world under the labels
of Scrum and Agile.
Other important contributions to the Scrum practices were made by Mike Cohn with the development
of user stories as the principal tool for describing client-oriented goals of work, along with the
development of story points as a way of measuring the quantity of work and the velocity of teams.
What are the practices of Scrum?
When I checked out what was going on in these companies, I could see that underneath the cover of
an esoteric terminology, these software developers had discovered a solution to the problem of
combining disciplined execution of high-level intellectual work with continuous innovation.
If you extract the practices of Scrum from the esoteric vocabulary in which it is expressed for software
developers (“sprints”, “burndown charts”, “product owner”, “scrum-master”) it comprises in essence
the following core practices:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
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Organize work in short cycles:
The management doesn’t interrupt the team during a work cycle.
The team reports to the client, not the manager:
The team estimates how much time work will take:
The team decides how much work it can do in an iteration:
The team decides how to do the work in the iteration:
The team measures its own performance:
Define work goals before each cycle starts:
Define work goals through user stories:
Systematically remove impediments:

None of these practices is by itself new. What is new is doing all the practices together in a
disciplined way of getting all work done.
When the practices are generalized in this way, beyond software development, they can be
collectively described as dynamic linking, to distinguish them from the traditional practices of
hierarchical bureaucracy, where individuals reports to bosses to produce outputs.
Teams using the practices that Sutherland and his colleagues had pioneered have been
unexpectedly productive. These were not just improvements where the teams were just slightly better
than the norm. The best teams routinely obtain productivity increases of 200 to 400 percent, changes
that are potentiallyindustry-disruptive improvements.
Some mixed implementation results of Scrum
Nevertheless, despite the enormous potential that individual teams and departments have shown with
Scrum, the overall picture of implementation has been quite mixed. More than 70% of Scrum
implementations have failed to achieve their goals.
Most of these implementations with mixed results, which Sutherland derisively calls “Scrum-butt”, are
examples of a failure to implement the full array of Scrum practices. When only some of the practices
are implemented, such doing the work in short cycles but interrupting the team during the cycle, the
potential gains in productivity don’t occur.
In part these problems of implementation have flowed from the way Scrum is sometimes viewed and
introduced.
For instance, according to the Wikipedia, “Scrum is an iterative, incremental framework for project
management often seen in agile software development, a type of software engineering.”
When you try to embed Scrum as a project management framework within a larger setting of a
traditional management of hierarchical bureaucracy, there are inevitable tensions. Usually the
prevailing culture of hierarchical bureaucracy is triumphant.
This experience sometimes leads people to believe that Scrum is just another management fad that
didn’t work.
What the experience really shows is the opposite: that hierarchical bureaucracy is a work culture that
no longer fits the marketplace of 2011. Scrum works. It’s the traditional management culture that
doesn’t work.
The potential of Scrum as a different way of managing
The real question is: what can you accomplish if you execute Scrum well? The answer is now
apparent with the results shown by Salesforce.com, which has been growing by 41% over a
sustained period, and whose CEO, Marc Benioff, has been identified by Forbes as the most valuable
CEO on the planet.
A turning point for Salesforce.com came in 2006, when the leadership realized that as the firm had
grown, innovation in the firm had started to slow down. Instead of doing what most firms do, i.e. trying
harder with more-of-the same kind of management, Salesforce.com adopted a different kind of
management: Scrum.
That was the point of my article Six Common Mistakes That Salesforce.com Didn’t Make.
Unlike many firms that have tried to implement Scrum, the leadership at Salesforce.com saw that
Scrum involved not just the adoption of a new business process, or a framework for managing
software development, but rather as a fundamental transformation of the way work was managed in
the company. They realized that they were introducing a new way of thinking, speaking and acting in
the workplace for both managers and workers. They committed to it boldly and the results have been
extraordinary.
Application of Scrum beyond software
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The success of software development at firms like Salesforce.com [CRM], along similar customerdriven iterative methods in auto manufacture at firms like Toyota, has led to the spread of this
different way of managing to related fields.


The Quality Software Engineering group at IBM [IBM] is responsible for
software development processes and practices across the company. As
part of the effort to promulgate Scrum in developing software, an iterative
process of working was adopted for doing change management.



At the Chicago software firm Total Attorneys, iterative work patterns were
so successful that they spread to the staff of call centers: small crossfunctional teams work in cycles of three weeks.



At the Danish software firm, Systematic, iterative methods have been
spreading from software development to other parts of the firm.



At the Swedish software firm Trifork, iterative methods have spread from
software development to conference management.



And OpenView Venture Partners, a Boston-based venture capital firm,
has expanded client-driven iterations into consulting and finance.

Once a firm sees the dramatic benefits of small client-driven iterations in one area, it becomes natural
to ask: Why not do all work in this fashion?
What to call these radically different management practices? In manufacturing, they are known as
Lean. In software development they are known as Scrum and Agile. When they are applied to
management in general, none of those terms is really applicable, as they carry the baggage of their
origins in software and manufacturing. The Agile Manifesto for instance dwells on the goal of work as
“working software”, which is fine for software development, but not relevant to other sectors.
Scrum, Agile and Lean are in effect subsets of a radical shift in management more generally, or what
I have called radical management.
________________________
Steve Denning’s most recent book is: The Leader’s Guide to Radical Management: Reinventing the
Workplace For the 21st Century (Jossey-Bass, 2010).
[1] The early history of iterative approaches in software development is described in detail by Craig
Larman and Victor Basili in “Iterative and Incremental Development: A Brief History.” Computer, 2003,
36(6), 47–56. Iterative approaches to work build on the 1930s work of Walter Shewhart, a quality
expert at Bell Labs who proposed a series of short plan-do-study-act (PDSA) cycles for quality
improvement: Shewhart, W. Statistical Method from the Viewpoint of Quality Control. New York:
Dover, 1986. (Originally published 1939.)
[2] For the twelve principles behind the manifesto:http://agilemanifesto.org/principles.html.
4. Extreme programming (XP) ( A subset of Agile Programming)
A software development methodology which is intended to improve software quality and
responsiveness to changing customer requirements.
As a type of agile software development,[1][2][3] it advocates frequent "releases" in short development
cycles, which is intended to improve productivity and introduce checkpoints at which new customer
requirements can be adopted.
Other elements of extreme programming include:
 programming in pairs
 doing extensive code review
 unit testing of all code
 avoiding programming of features until they are actually needed
 a flat management structure
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simplicity and clarity in code
expecting changes in the customer's requirements as time passes and the problem is better
understood
frequent communication with the customer and among programmers. [2][3][4]

The methodology takes its name from the idea that the beneficial elements of traditional software
engineering practices are taken to "extreme" levels. As an example, code reviews are considered a
beneficial practice; taken to the extreme, code can be reviewed continuously, i.e. the practice of pair
programming.
Critics have noted several potential drawbacks,[5] including problems with unstable requirements, no
documented compromises of user conflicts, and a lack of an overall design specification or document.
History
Extreme Programming was created by Kent Beck during his work on the Chrysler Comprehensive
Compensation System (C3) payroll project.[5] Beck became the C3 project leader in March 1996 and
began to refine the development methodology used in the project and wrote a book on the
methodology (in October 1999, Extreme Programming Explained was published).[5] Chrysler
cancelled the C3 project in February 2000, after seven years, when the company was acquired by
Daimler-Benz.[6]
Although extreme programming itself is relatively new, many of its practices have been around for
some time; the methodology, after all, takes "best practices" to extreme levels. For example, the
"practice of test-first development, planning and writing tests before each micro-increment" was used
as early as NASA's Project Mercury, in the early 1960s (Larman 2003).
To shorten the total development time, some formal test documents (such as for acceptance testing)
have been developed in parallel (or shortly before) the software is ready for testing. A NASA
independent test group can write the test procedures, based on formal requirements and logical
limits, before the software has been written and integrated with the hardware. In XP, this concept is
taken to the extreme level by writing automated tests (perhaps inside of software modules) which
validate the operation of even small sections of software coding, rather than only testing the larger
features.
Origins
Software development in the 1990s was shaped by two major influences: internally, object-oriented
programming replaced procedural programming as the programming paradigm favored by some in
the industry; externally, the rise of the Internet and the dot-com boom emphasized speed-to-market
and company growth as competitive business factors. Rapidly changing requirements demanded
shorter product life-cycles, and were often incompatible with traditional methods of software
development.
The Chrysler Comprehensive Compensation System (C3) was started in order to determine the best
way to use object technologies, using the payroll systems at Chrysler as the object of research,
with Smalltalk as the language and GemStone as the data access layer. They brought in Kent
Beck,[5] a prominent Smalltalk practitioner, to do performance tuning on the system, but his role
expanded as he noted several problems they were having with their development process. He took
this opportunity to propose and implement some changes in their practices based on his work with his
frequent collaborator, Ward Cunningham. Beck describes the early conception of the methods:[7]
The first time I was asked to lead a team, I asked them to do a little bit of the things I thought were
sensible, like testing and reviews. The second time there was a lot more on the line. I thought, "Damn
the torpedoes, at least this will make a good article," [and] asked the team to crank up all the knobs to
10 on the things I thought were essential and leave out everything else.
Beck invited Ron Jeffries to the project to help develop and refine these methods. Jeffries thereafter
acted as a coach to instill the practices as habits in the C3 team.
Information about the principles and practices behind XP was disseminated to the wider world
through discussions on the original wiki, Cunningham's WikiWikiWeb. Various contributors discussed
and expanded upon the ideas, and some spin-off methodologies resulted (seeagile software
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development). Also, XP concepts have been explained, for several years, using a hypertext system
map on the XP website at "http://www.extremeprogramming.org" circa 1999.
Beck edited a series of books on XP, beginning with his own Extreme Programming
Explained (1999, ISBN 0-201-61641-6), spreading his ideas to a much larger audience. Authors in
the series went through various aspects attending XP and its practices. The series included a book
that was critical of the practices.
Current state
XP generated significant interest among software communities in the late 1990s and early 2000s,
seeing adoption in a number of environments radically different from its origins.
The high discipline required by the original practices often went by the wayside, causing some of
these practices, such as those thought too rigid, to be deprecated or reduced, or even left unfinished,
on individual sites. For example, the practice of end-of-day integration tests
for a particular project could be changed to an end-of-week schedule, or simply reduced to mutually
agreed dates. Such a more relaxed schedule could avoid people feeling rushed to generate artificial
stubs just to pass the end-of-day testing. A less-rigid schedule allows, instead, for some complex
features to be more fully developed over a several-day period. However, some level of periodic
integration testing can detect groups of people working in non-compatible, tangent efforts before too
much work is invested in divergent, wrong directions.
Meanwhile, other agile development practices have not stood still, and XP is still evolving,
assimilating more lessons from experiences in the field, to use other practices. In the second edition
of Extreme Programming Explained (November 2004), five years after the first edition, Beck added
more values and practices and differentiated between primary and corollary practices.
Concept
Goals
Extreme Programming Explained describes extreme programming as a software-development
discipline that organizes people to produce higher-quality software more productively.
XP attempts to reduce the cost of changes in requirements by having multiple short development
cycles, rather than a long one. In this doctrine, changes are a natural, inescapable and desirable
aspect of software-development projects, and should be planned for, instead of attempting to define a
stable set of requirements.
Extreme programming also introduces a number of basic values, principles and practices on top of
the agile programming framework.
Activities
XP describes four basic activities that are performed within the software development process:
coding, testing, listening, and designing. Each of those activities is described below.
Coding
The advocates of XP argue that the only truly important product of the system development process
is code – software instructions that a computer can interpret. Without code, there is no working
product.
Coding can also be used to figure out the most suitable solution. Coding can also help to
communicate thoughts about programming problems. A programmer dealing with a complex
programming problem, or finding it hard to explain the solution to fellow programmers, might code it in
a simplified manner and use the code to demonstrate what he or she means. Code, say the
proponents of this position, is always clear and concise and cannot be interpreted in more than one
way. Other programmers can give feedback on this code by also coding their thoughts.
Testing
Main article: Test-driven development
Extreme programming's approach is that if a little testing can eliminate a few flaws, a lot of testing can
eliminate many more flaws.
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Unit tests determine whether a given feature works as intended. A programmer writes as many
automated tests as they can think of that might "break" the code; if all tests run successfully, then
the coding is complete. Every piece of code that is written is tested before moving on to the next
feature.
Acceptance tests verify that the requirements as understood by the programmers satisfy the
customer's actual requirements.

System-wide integration testing was encouraged, initially, as a daily end-of-day activity, for early
detection of incompatible interfaces, to reconnect before the separate sections diverged widely from
coherent functionality. However, system-wide integration testing has been reduced, to weekly, or less
often, depending on the stability of the overall interfaces in the system.
Listening
Programmers must listen to what the customers need the system to do, what "business logic" is
needed. They must understand these needs well enough to give the customer feedback about the
technical aspects of how the problem might be solved, or cannot be solved. Communication between
the customer and programmer is further addressed in the planning game.
Designing
From the point of view of simplicity, of course one could say that system development doesn't need
more than coding, testing and listening. If those activities are performed well, the result should always
be a system that works. In practice, this will not work. One can come a long way without designing
but at a given time one will get stuck. The system becomes too complex and the dependencies within
the system cease to be clear. One can avoid this by creating a design structure that organizes the
logic in the system. Good design will avoid lots of dependencies within a system; this means that
changing one part of the system will not affect other parts of the system.
Values
Extreme programming initially recognized four values in 1999: communication, simplicity, feedback,
and courage. A new value, respect, was added in the second edition of Extreme Programming
Explained. Those five values are described below.
1. Communication
Building software systems requires communicating system requirements to the developers of the
system. In formal software development methodologies, this task is accomplished through
documentation. Extreme programming techniques can be viewed as methods for rapidly building
and disseminating institutional knowledge among members of a development team. The goal is to
give all developers a shared view of the system which matches the view held by the users of the
system. To this end, extreme programming favors simple designs, common metaphors,
collaboration of users and programmers, frequent verbal communication, and feedback.
2. Simplicity
Extreme programming encourages starting with the simplest solution. Extra functionality can then
be added later. The difference between this approach and more conventional system
development methods is the focus on designing and coding for the needs of today instead of
those of tomorrow, next week, or next month. This is sometimes summed up as the "You aren't
gonna need it" (YAGNI) approach.[8]Proponents of XP acknowledge the disadvantage that this
can sometimes entail more effort tomorrow to change the system; their claim is that this is more
than compensated for by the advantage of not investing in possible future requirements that
might change before they become relevant. Coding and designing for uncertain future
requirements implies the risk of spending resources on something that might not be needed,
while perhaps delaying crucial features. Related to the "communication" value, simplicity in
design and coding should improve the quality of communication. A simple design with very simple
code could be easily understood by most programmers in the team.
3. Feedback
Within extreme programming, feedback relates to different dimensions of the system
development:
 Feedback from the system: by writing unit tests,[5] or running periodic integration tests, the
programmers have direct feedback from the state of the system after implementing changes.
 Feedback from the customer: The functional tests (aka acceptance tests) are written by the
customer and the testers. They will get concrete feedback about the current state of their
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system. This review is planned once in every two or three weeks so the customer can easily
steer the development.
 Feedback from the team: When customers come up with new requirements in the planning
game the team directly gives an estimation of the time that it will take to implement.
Feedback is closely related to communication and simplicity. Flaws in the system are easily
communicated by writing a unit test that proves a certain piece of code will break. The direct
feedback from the system tells programmers to recode this part. A customer is able to test the
system periodically according to the functional requirements, known as user stories.[5] To
quote Kent Beck, "Optimism is an occupational hazard of programming. Feedback is the
treatment."[9]
4. Courage
Several practices embody courage. One is the commandment to always design and code for
today and not for tomorrow. This is an effort to avoid getting bogged down in design and requiring
a lot of effort to implement anything else. Courage enables developers to feel comfortable
with refactoring their code when necessary.[5] This means reviewing the existing system and
modifying it so that future changes can be implemented more easily. Another example of courage
is knowing when to throw code away: courage to remove source code that is obsolete, no matter
how much effort was used to create that source code. Also, courage means persistence: A
programmer might be stuck on a complex problem for an entire day, then solve the problem
quickly the next day, but only if they are persistent.
5. Respect
The respect value includes respect for others as well as self-respect. Programmers should never
commit changes that break compilation, that make existing unit-tests fail, or that otherwise delay
the work of their peers. Members respect their own work by always striving for high quality and
seeking for the best design for the solution at hand through refactoring.
Adopting the four earlier values leads to respect gained from others in the team. Nobody on the
team should feel unappreciated or ignored. This ensures a high level of motivation and
encourages loyalty toward the team and toward the goal of the project. This value is very
dependent upon the other values, and is very much oriented toward people in a team.
Rules
The first version of rules for XP was published in 1999 by Don Wells [10] at the XP website. 29 rules
are given in the categories of planning, managing, designing, coding, and testing. Planning,
managing and designing are called out explicitly to counter claims that XP doesn't support those
activities.
Another version of XP rules was proposed by Ken Auer [11] in XP/Agile Universe 2003. He felt XP was
defined by its rules, not its practices (which are subject to more variation and ambiguity). He defined
two categories: "Rules of Engagement" which dictate the environment in which software development
can take place effectively, and "Rules of Play" which define the minute-by-minute activities and rules
within the framework of the Rules of Engagement.
Principles
The principles that form the basis of XP are based on the values just described and are intended to
foster decisions in a system development project. The principles are intended to be more concrete
than the values and more easily translated to guidance in a practical situation.
Feedback
Extreme programming sees feedback as most useful if it is done frequently and promptly. It stresses
that minimal delay between an action and its feedback is critical to learning and making changes.
Unlike traditional system development methods, contact with the customer occurs in more frequent
iterations. The customer has clear insight into the system that is being developed, and can give
feedback and steer the development as needed. With frequent feedback from the customer, a
mistaken design decision made by the developer will be noticed and corrected quickly, before the
developer spends much time implementing it.
Unit tests contribute to the rapid feedback principle. When writing code, running the unit test provides
direct feedback as to how the system reacts to the changes made. This includes running not only the
unit tests that test the developer's code, but running in addition all unit tests against all the software,
using an automated process that can be initiated by a single command. That way, if the developer's
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changes cause a failure in some other portion of the system that the developer knows little or nothing
about, the automated all-unit-test suite will reveal the failure immediately, alerting the developer of the
incompatibility of his change with other parts of the system, and the necessity of removing or
modifying his change.
Under traditional development practices, the absence of an automated, comprehensive unit-test suite
meant that such a code change, assumed harmless by the developer, would have been left in place,
appearing only during integration testing – or worse, only in production; and determining which code
change caused the problem, among all the changes made by all the developers during the weeks or
even months previous to integration testing, was a formidable task.
Assuming simplicity
This is about treating every problem as if its solution were "extremely simple". Traditional system
development methods say to plan for the future and to code for reusability. Extreme programming
rejects these ideas.
The advocates of extreme programming say that making big changes all at once does not work.
Extreme programming applies incremental changes: for example, a system might have small
releases every three weeks. When many little steps are made, the customer has more control over
the development process and the system that is being developed.
Embracing change
The principle of embracing change is about not working against changes but embracing them. For
instance, if at one of the iterative meetings it appears that the customer's requirements have changed
dramatically, programmers are to embrace this and plan the new requirements for the next iteration.
Practices
For more details on this topic, see Extreme programming practices.
Extreme programming has been described as having 12 practices, grouped into four areas:
Fine-scale feedback
 Pair programming[5]
 Planning game
 Test-driven development
 Whole team
Continuous process
 Continuous integration
 Refactoring or design improvement[5]
 Small releases
Shared understanding
 Coding standards
 Collective code ownership[5]
 Simple design[5]
 System metaphor
Programmer welfare
 Sustainable pace
Coding
 The customer is always available
 Code the unit test first
 Only one pair integrates code at a time
 Leave optimization until last
 No overtime
Testing
 All code must have unit tests
 All code must pass all unit tests before it can be released.
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When a bug is found tests are created before the bug is addressed (a bug is not an error in logic,
it is a test that was not written)
Acceptance tests are run often and the results are published

Controversial aspects
The practices in XP have been heavily debated.[5] Proponents of extreme programming claim that by
having the on-site customer[5] request changes informally, the process becomes flexible, and saves
the cost of formal overhead. Critics of XP claim this can lead to costly rework and project scope
creep beyond what was previously agreed or funded.
Change-control boards are a sign that there are potential conflicts in project objectives and
constraints between multiple users. XP's expedited methods are somewhat dependent on
programmers being able to assume a unified client viewpoint so the programmer can concentrate on
coding, rather than documentation of compromise objectives and constraints. This also applies when
multiple programming organizations are involved, particularly organizations which compete for shares
of projects.
Other potentially controversial aspects of extreme programming include:
 Requirements are expressed as automated acceptance tests rather than specification
documents.
 Requirements are defined incrementally, rather than trying to get them all in advance.
 Software developers are usually required to work in pairs.
 There is no Big Design Up Front. Most of the design activity takes place on the fly and
incrementally, starting with "the simplest thing that could possibly work" and adding complexity
only when it's required by failing tests. Critics compare this to "debugging a system into
appearance" and fear this will result in more re-design effort than only re-designing when
requirements change.
 A customer representative is attached to the project. This role can become a single-point-offailure for the project, and some people have found it to be a source of stress. Also, there is the
danger of micro-management by a non-technical representative trying to dictate the use of
technical software features and architecture.
 Dependence upon all other aspects of XP: "XP is like a ring of poisonous snakes, daisy-chained
together. All it takes is for one of them to wriggle loose, and you've got a very angry, poisonous
snake heading your way."[12]
Scalability
Historically, XP only works on teams of twelve or fewer people. One way to circumvent this limitation
is to break up the project into smaller pieces and the team into smaller groups. It has been claimed
that XP has been used successfully on teams of over a hundred developers. ThoughtWorks has
claimed reasonable success on distributed XP projects with up to sixty people.
In 2004, industrial extreme programming (IXP)[13] was introduced as an evolution of XP. It is intended
to bring the ability to work in large and distributed teams. It now has 23 practices and flexible values.
Severability and responses
In 2003, Matt Stephens and Doug Rosenberg published Extreme Programming Refactored: The
Case Against XP, which questioned the value of the XP process and suggested ways in which it
could be improved.[6] This triggered a lengthy debate in articles, Internet newsgroups, and web-site
chat areas. The core argument of the book is that XP's practices are interdependent but that few
practical organizations are willing/able to adopt all the practices; therefore the entire process fails.
The book also makes other criticisms, and it draws a likeness of XP's "collective ownership" model to
socialism in a negative manner.
Certain aspects of XP have changed since the publication of Extreme Programming Refactored; in
particular, XP now accommodates modifications to the practices as long as the required objectives
are still met. XP also uses increasingly generic terms for processes. Some argue that these changes
invalidate previous criticisms; others claim that this is simply watering the process down.
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Other authors have tried to reconcile XP with the older methodologies in order to form a unified
methodology. Some of these XP sought to replace, such as the waterfall methodology;
example: Project Lifecycles: Waterfall, Rapid Application Development, and All That.
JPMorgan Chase & Co. tried combining XP with the computer programming methods of capability
maturity model integration (CMMI), andSix Sigma. They found that the three systems reinforced each
other well, leading to better development, and did not mutually contradict. [14]
Criticism
Extreme programming's initial buzz and controversial tenets, such as pair
programming and continuous design, have attracted particular criticisms, such as the ones coming
from McBreen[15] and Boehm and Turner.,[16] Matt Stephens and Doug Rosenberg.[17] Many of the
criticisms, however, are believed by Agile practitioners to be misunderstandings of agile
development.[18]
In particular, extreme programming has been reviewed and critiqued by Matt Stephens's and Doug
Rosenberg's Extreme Programming Refactored.[6][19]
Criticisms include:
 a methodology is only as effective as the people involved, Agile does not solve this
 often used as a means to bleed money from customers through lack of defining a deliverable
product
 lack of structure and necessary documentation
 only works with senior-level developers
 incorporates insufficient software design
 requires meetings at frequent intervals at enormous expense to customers
 requires too much cultural change to adopt
 can lead to more difficult contractual negotiations
 can be very inefficient; if the requirements for one area of code change through various
iterations, the same programming may need to be done several times over. Whereas if a plan
were there to be followed, a single area of code is expected to be written once.
 impossible to develop realistic estimates of work effort needed to provide a quote, because at the
beginning of the project no one knows the entire scope/requirements
 can increase the risk of scope creep due to the lack of detailed requirements documentation
 Agile is feature-driven; non-functional quality attributes are hard to be placed as user stories.
See also
 Agile software development
 Continuous obsolescence
 EXtreme Manufacturing
 Extreme project management
 Extreme programming practices
 Kaizen
 List of software development philosophies
 Pair programming
 Scrum (development)
 Software engineering
 Software craftsmanship
 Stand-up meeting
 Timeboxing
8. Code and fix
Main article: Cowboy coding
"Code and fix" development is not so much a deliberate strategy as a result of schedule pressure
on software developers.[9] Without much of a design in the way, programmers immediately begin
producing code. At some point, testing begins (often late in the development cycle), and the
unavoidable bugs must then be fixed before the product can be shipped. Programming without a plannedout design is also known as cowboy coding.
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Lightweight methodologies
9. Lightweight Methodology, Main article: Lightweight methodology
A lightweight methodology has a small number of rules. Some of these methodologies are also
considered "agile".







Adaptive Software Development by Jim Highsmith, described in his 1999 book Adaptive Software
Development
Crystal Clear family of methodologies with Alistair Cockburn,
Extreme Programming (XP), promoted by people such as Kent Beck and Martin Fowler. In extreme
programming, the phases are carried out in extremely small (or "continuous") steps compared to the
older, "batch" processes. The (intentionally incomplete) first pass through the steps might take a day
or a week, rather than the months or years of each complete step in the Waterfall model. First, one
writes automated tests, to provide concrete goals for development. Next is coding (by programmers
working in pairs, a technique known as "pair programming"), which is complete when all the tests
pass, and the programmers can't think of any more tests that are needed. Design and architecture
emerge from refactoring, and come after coding. The same people who do the coding do design.
(Only the last feature — merging design and code — is common to all the other agile processes.) The
incomplete but functional system is deployed or demonstrated for (some subset of) the users (at least
one of which is on the development team). At this point, the practitioners start again on writing tests
for the next most important part of the system.[10]
Feature Driven Development (FDD) developed (1999) by Jeff De Luca and Peter Coad
ICONIX - UML-based object modeling with use cases, a lightweight precursor to the Rational Unified
Process

10. Miscellaneous other high-level software project methodologies include:
 Chaos model - The main rule is always resolve the most important issue first.
 Incremental funding methodology - an iterative approach
 Structured systems analysis and design method - a specific version of waterfall
 Slow programming, as part of the larger Slow Movement, emphasizes careful and gradual work
without (or minimal) time pressures. Slow programming aims to avoid bugs and overly quick release
schedules.
 V-Model (software development) - an extension of the waterfall model
 Unified Process (UP) is an iterative software development methodology framework, based on Unified
Modeling Language (UML).
UP organizes the development of software into four phases, each consisting of one or more
executable iterations of the software at that stage of development: inception, elaboration,
construction, and guidelines. Many tools and products exist to facilitate UP implementation. One of
the more popular versions of UP is the Rational Unified Process (RUP).
11. Process meta-models
Some "process models" are abstract descriptions for evaluating, comparing, and improving the specific
process adopted by an organization.
 ISO/IEC 12207 is the international standard describing the method to select, implement, and monitor
the life cycle for software.
 The Capability Maturity Model Integration (CMMI) is one of the leading models and based on best
practice. Independent assessments grade organizations on how well they follow their defined
processes, not on the quality of those processes or the software produced. CMMI has replaced CMM.
 ISO 9000 describes standards for a formally organized process to manufacture a product and the
methods of managing and monitoring progress. Although the standard was originally created for the
manufacturing sector, ISO 9000 standards have been applied to software development as well. Like
CMMI, certification with ISO 9000 does not guarantee the quality of the end result, only that
formalized business processes have been followed.
 ISO/IEC 15504 Information technology — Process assessment also known as Software Process
Improvement Capability Determination (SPICE), is a "framework for the assessment of software
processes". This standard is aimed at setting out a clear model for process comparison. SPICE is
used much like CMMI. It models processes to manage, control, guide and monitor software
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development. This model is then used to measure what a development organization or project team
actually does during software development. This information is analyzed to identify weaknesses and
drive improvement. It also identifies strengths that can be continued or integrated into common
practice for that organization or team.
Soft systems methodology - a general method for improving management processes
Method engineering - a general method for improving information system processes

12. Formal methods, Formal methods
A mathematical approaches to solving software (and hardware) problems at the requirements,
specification, and design levels. Formal methods are most likely to be applied to safety-critical or securitycritical software and systems, such as avionics software. Software safety assurance standards, such
as DO-178B, DO-178C, and Common Criteria demand formal methods at the highest levels of
categorization.
For sequential software, examples of formal methods include the B-Method, the specification languages
used in automated theorem proving, RAISE, and the Z notation.
Formalization of software development is creeping in, in other places, with the application of Object
Constraint Language (and specializations such as Java Modeling Language) and especially with modeldriven architecture allowing execution of designs, if not specifications.
For concurrent software and systems, Petri nets, process algebra, and finite state machines (which are
based on automata theory - see also virtual finite state machine or event driven finite state machine) allow
executable software specification and can be used to build up and validate application behavior.
Another emerging trend in software development is to write a specification in some form of logic—usually
a variation of first-order logic(FOL)—and then to directly execute the logic as though it were a program.
The OWL language, based on Description Logic (DL), is an example. There is also work on mapping
some version of English (or another natural language) automatically to and from logic, and executing the
logic directly. Examples are Attempto Controlled English, and Internet Business Logic, which do not seek
to control the vocabulary or syntax. A feature of systems that support bidirectional English-logic mapping
and direct execution of the logic is that they can be made to explain their results, in English, at the
business or scientific level.
See also








Computer-aided software engineering (some of these tools support specific methodologies)
List of software development philosophies
Outline of software engineering
Project management
Software development
Software development effort estimation
Software release life cycle

Stack (abstract data type) from Wikipedia
From: http://en.wikipedia.org/wiki/Stack_(abstract_data_type)
For the use of the term LIFO in accounting, see LIFO (accounting).
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Simple representation of a stack
In computer science, a stack or LIFO (last in, first out) is an abstract data type that serves as a collection of
elements, with two principal operations: push, which adds an element to the collection, and pop, which removes
the last element that was added.[1]
The term LIFO stems from the fact that, using these operations, each element "popped off" a stack in series of
pushes and pops is the last (most recent) element that was "pushed into" within the sequence. This is equivalent
to the requirement that, considered as a linear data structure, or more abstractly a sequential collection, the push
and pop operations occur only at one end of the structure, referred to as thetop of the stack. (Additionally,
a peek operation may give access to the top.)
A stack may be implemented to have a bounded capacity. If the stack is full and does not contain enough space
to accept an entity to be pushed, the stack is then considered to be in an overflow state. The pop operation
removes an item from the top of the stack. A pop either reveals previously concealed items or results in an empty
stack, but, if the stack is empty, it goes into underflow state, which means no items are present in stack to be
removed.
A stack is a restricted data structure, because only a small number of operations are performed on it. The nature
of the pop and push operations also means that stack elements have a natural order. Elements are removed from
the stack in the reverse order to the order of their addition. Therefore, the lower elements are those that have
been on the stack the longest.[2]
History
The stack was first proposed in 1946, in the computer design of Alan M. Turing (who used the terms "bury" and
"unbury") as a means of calling and returning from subroutines.
Non-essential operations
In many implementations, a stack has more operations than "push" and "pop". An example is "top of stack", or
"peek", which observes the top-most element without removing it from the stack.[7] Since this can be done with a
"pop" and a "push" with the same data, it is not essential. An underflow condition can occur in the "stack top"
operation if the stack is empty, the same as "pop". Also, implementations often have a function which just returns
whether the stack is empty.
Software stacks
Implementation
In most high level languages, a stack can be easily implemented either through an array or a linked list. What
identifies the data structure as a stack in either case is not the implementation but the interface: the user is only
allowed to pop or push items onto the array or linked list, with few other helper operations. The following will
demonstrate both implementations, using pseudocode.
Array
An array can be used to implement a (bounded) stack, as follows. The first element (usually at the zero offset) is
the bottom, resulting in array[0] being the first element pushed onto the stack and the last element popped off.
The program must keep track of the size (length) of the stack, using a variable top that records the number of
items pushed so far, therefore pointing to the place in the array where the next element is to be inserted
(assuming a zero-based index convention). Thus, the stack itself can be effectively implemented as a threeelement structure:

structure stack:
maxsize : integer
top : integer
items : array of item
procedure initialize(stk : stack, size : integer):
stk.items ← new array of size items, initially empty
stk.maxsize ← size
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stk.top ← 0

The push operation adds an element and increments the top index, after checking for overflow:

procedure push(stk : stack, x : item):
if stk.top = stk.maxsize:
report overflow error
else:
stk.items[stk.top] ← x
stk.top ← stk.top + 1

Similarly, pop decrements the top index after checking for underflow, and return the item that was previously the
top one:

procedure pop(stk : stack):
if stk.top = 0:
report underflow error
else:
stk.top ← stk.top − 1
r ← stk.items[stk.top]

Using a dynamic array, it is possible to implement a stack that can grow or shrink as much as needed. The size of
the stack is simply the size of the dynamic array, which is a very efficient implementation of a stack since adding
items to or removing items from the end of a dynamic array requires amortized O(1) time.
Linked list
Another option for implementing stacks is to use a singly linked list. A stack is then a pointer to the "head" of the
list, with perhaps a counter to keep track of the size of the list:

structure frame:
data : item
next : frame or nil
structure stack:
head : frame or nil
size : integer
procedure initialize(stk : stack):
stk.head ← nil
stk.size ← 0

Pushing and popping items happens at the head of the list; overflow is not possible in this implementation (unless
memory is exhausted):

procedure push(stk : stack, x : item):
newhead ← new frame
newhead.data ← x
newhead.next ← stk.head
stk.head ← newhead
procedure pop(stk : stack):
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if stk.head = nil:
report underflow error
r ← stk.head.data
stk.head ← stk.head.next
return r

Stacks and programming languages
Some languages, like Perl, LISP and Python, do not call for stack implementations, since push and pop functions
are available for any list. All Forth-like languages (such as Adobe PostScript) are also designed around languagedefined stacks that are directly visible to and manipulated by the programmer. Examples from Common Lisp:
(setf stack (list 'a 'b 'c))
;; ⇒ (A B C)
(pop stack)
;; ⇒ A
stack
;; ⇒ (B C)
(push 'new stack)
;; ⇒ (NEW B C)
C++'s Standard Template Library provides a " stack " templated class which is restricted to only push/pop
operations. Java's library contains a Stack class that is a specialization of Vector . PHP has an SplStack class.
Hardware stacks
A common use of stacks at the architecture level is as a means of allocating and accessing memory.
Basic architecture of a stack[edit]

A typical stack, storing local data and call information for nested procedure calls (not necessarily nested
procedures!). This stack grows downward from its origin. The stack pointer points to the current topmost datum on
the stack. A push operation decrements the pointer and copies the data to the stack; a pop operation copies data
from the stack and then increments the pointer. Each procedure called in the program stores procedure return
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information (in yellow) and local data (in other colors) by pushing them onto the stack. This type of stack
implementation is extremely common, but it is vulnerable to buffer overflow attacks (see the text).
A typical stack is an area of computer memory with a fixed origin and a variable size. Initially the size of the stack
is zero. A stack pointer, usually in the form of a hardware register, points to the most recently referenced location
on the stack; when the stack has a size of zero, the stack pointer points to the origin of the stack.
The two operations applicable to all stacks are:



a push operation, in which a data item is placed at the location pointed to by the stack pointer, and the
address in the stack pointer is adjusted by the size of the data item;
a pop or pull operation: a data item at the current location pointed to by the stack pointer is removed, and the
stack pointer is adjusted by the size of the data item.

There are many variations on the basic principle of stack operations. Every stack has a fixed location in memory
at which it begins. As data items are added to the stack, the stack pointer is displaced to indicate the current
extent of the stack, which expands away from the origin.
Stack pointers may point to the origin of a stack or to a limited range of addresses either above or below the origin
(depending on the direction in which the stack grows); however, the stack pointer cannot cross the origin of the
stack. In other words, if the origin of the stack is at address 1000 and the stack grows downwards (towards
addresses 999, 998, and so on), the stack pointer must never be incremented beyond 1000 (to 1001, 1002, etc.).
If a pop operation on the stack causes the stack pointer to move past the origin of the stack, a stack
underflow occurs. If a push operation causes the stack pointer to increment or decrement beyond the maximum
extent of the stack, a stack overflow occurs.
Some environments that rely heavily on stacks may provide additional operations, for example:
 Duplicate: the top item is popped, and then pushed again (twice), so that an additional copy of the former top
item is now on top, with the original below it.
 Peek: the topmost item is inspected (or returned), but the stack pointer is not changed, and the stack size
does not change (meaning that the item remains on the stack). This is also called top operation in many
articles.
 Swap or exchange: the two topmost items on the stack exchange places.
 Rotate (or Roll): the n topmost items are moved on the stack in a rotating fashion. For example, if n=3, items
1, 2, and 3 on the stack are moved to positions 2, 3, and 1 on the stack, respectively. Many variants of this
operation are possible, with the most common being called left rotate and right rotate.
Stacks are often visualized growing from the bottom up (like real-world stacks). They may also be visualized
growing from left to right, so that "topmost" becomes "rightmost", or even growing from top to bottom. The
important feature is that the bottom of the stack is in a fixed position. The image above and to the right is an
example of a top to bottom growth visualization: the top (28) is the stack 'bottom', since the stack 'top' is where
items are pushed or popped from.
A right rotate will move the first element to the third position, the second to the first and the third to the second.
Here are two equivalent visualizations of this process:

apple
banana
banana ===right rotate==> cucumber
cucumber
apple
cucumber
apple
banana ===left rotate==> cucumber
apple
banana

A stack is usually represented in computers by a block of memory cells, with the "bottom" at a fixed location, and
the stack pointer holding the address of the current "top" cell in the stack. The top and bottom terminology are
used irrespective of whether the stack actually grows towards lower memory addresses or towards higher
memory addresses.
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Pushing an item on to the stack adjusts the stack pointer by the size of the item (either decrementing or
incrementing, depending on the direction in which the stack grows in memory), pointing it to the next cell, and
copies the new top item to the stack area. Depending again on the exact implementation, at the end of a push
operation, the stack pointer may point to the next unused location in the stack, or it may point to the topmost item
in the stack. If the stack points to the current topmost item, the stack pointer will be updated before a new item is
pushed onto the stack; if it points to the next available location in the stack, it will be updated after the new item is
pushed onto the stack.
Popping the stack is simply the inverse of pushing. The topmost item in the stack is removed and the stack
pointer is updated, in the opposite order of that used in the push operation.
Hardware support
Stack in main memory
Most CPUs have registers that can be used as stack pointers. Processor families like the x86, Z80, 6502, and
many others have special instructions that implicitly use a dedicated (hardware) stack pointer to conserve opcode
space. Some processors, like the PDP-11 and the 68000, also have special addressing modes for implementation
of stacks, typically with a semi-dedicated stack pointer as well (such as A7 in the 68000). However, in most
processors, several different registers may be used as additional stack pointers as needed (whether updated via
addressing modes or via add/sub instructions).
Stack in registers or dedicated memory
The x87 floating point architecture is an example of a set of registers organised as a stack where direct access to
individual registers (relative the current top) is also possible. As with stack-based machines in general, having the
top-of-stack as an implicit argument allows for a small machine code footprint with a good usage
of bus bandwidth and code caches, but it also prevents some types of optimizations possible on processors
permitting random access to the register file for all (two or three) operands. A stack structure also
makes superscalar implementations with register renaming (forspeculative execution) somewhat more complex to
implement, although it is still feasible, as exemplified by modern x87implementations.
Sun SPARC, AMD Am29000, and Intel i960 are all examples of architectures using register windows within a
register-stack as another strategy to avoid the use of slow main memory for function arguments and return
values.
There are also a number of small microprocessors that implements a stack directly in hardware and
some microcontrollershave a fixed-depth stack that is not directly accessible. Examples are the PIC
microcontrollers, the Computer CowboysMuP21, the Harris RTX line, and the Novix NC4016. Many stack-based
microprocessors were used to implement the programming language Forth at the microcode level. Stacks were
also used as a basis of a number of mainframes and mini computers. Such machines were called stack
machines, the most famous being the Burroughs B5000.
Applications
Stacks are present everyday life, from the books in a library, to the blank sheets of paper in a printer tray. All
these applications follow the Last In First Out (LIFO) logic, which means that (for example) a book is added on top
of a pile of books, while removing a book from a pile also takes the book on top of a pile.
Below are a few applications of stacks in computing.
Expression evaluation and syntax parsing
Calculators employing reverse Polish notation use a stack structure to hold values. Expressions can be
represented in prefix, postfix or infix notations and conversion from one form to another may be accomplished
using a stack. Many compilers use a stack for parsing the syntax of expressions, program blocks etc. before
translating into low level code. Most programming languages are context-free languages, allowing them to be
parsed with stack based machines.
Backtracking
Main article: Backtracking
Another important application of stacks is backtracking. Consider a simple example of finding the correct path in a
maze. There are a series of points, from the starting point to the destination. We start from one point. To reach
the final destination, there are several paths. Suppose we choose a random path. After following a certain path,
we realise that the path we have chosen is wrong. So we need to find a way by which we can return to the
beginning of that path. This can be done with the use of stacks. With the help of stacks, we remember the point
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where we have reached. This is done by pushing that point into the stack. In case we end up on the wrong path,
we can pop the last point from the stack and thus return to the last point and continue our quest to find the right
path. This is called backtracking.
Runtime memory management
Main articles: Stack-based memory allocation and Stack machine
A number of programming languages are stack-oriented, meaning they define most basic operations (adding two
numbers, printing a character) as taking their arguments from the stack, and placing any return values back on
the stack. For example, PostScript has a return stack and an operand stack, and also has a graphics state stack
and a dictionary stack. Many virtual machines are also stack-oriented, including the p-code machine and the Java
Virtual Machine.
Almost all calling conventions—the ways in which subroutines receive their parameters and return results—use a
special stack (the "call stack") to hold information about procedure/function calling and nesting in order to switch
to the context of the called function and restore to the caller function when the calling finishes. The functions
follow a runtime protocol between caller and callee to save arguments and return value on the stack. Stacks are
an important way of supporting nested or recursive function calls. This type of stack is used implicitly by the
compiler to support CALL and RETURN statements (or their equivalents) and is not manipulated directly by the
programmer.
Some programming languages use the stack to store data that is local to a procedure. Space for local data items
is allocated from the stack when the procedure is entered, and is deallocated when the procedure exits. The C
programming language is typically implemented in this way. Using the same stack for both data and procedure
calls has important security implications (see below) of which a programmer must be aware in order to avoid
introducing serious security bugs into a program.
Security
Some computing environments use stacks in ways that may make them vulnerable to security breaches and
attacks. Programmers working in such environments must take special care to avoid the pitfalls of these
implementations.
For example, some programming languages use a common stack to store both data local to a called procedure
and the linking information that allows the procedure to return to its caller. This means that the program moves
data into and out of the same stack that contains critical return addresses for the procedure calls. If data is moved
to the wrong location on the stack, or an oversized data item is moved to a stack location that is not large enough
to contain it, return information for procedure calls may be corrupted, causing the program to fail.
Malicious parties may attempt a stack smashing attack that takes advantage of this type of implementation by
providing oversized data input to a program that does not check the length of input. Such a program may copy the
data in its entirety to a location on the stack, and in so doing it may change the return addresses for procedures
that have called it. An attacker can experiment to find a specific type of data that can be provided to such a
program such that the return address of the current procedure is reset to point to an area within the stack itself
(and within the data provided by the attacker), which in turn contains instructions that carry out unauthorized
operations.
This type of attack is a variation on the buffer overflow attack and is an extremely frequent source of security
breaches in software, mainly because some of the most popular compilers use a shared stack for both data and
procedure calls, and do not verify the length of data items. Frequently programmers do not write code to verify the
size of data items, either, and when an oversized or undersized data item is copied to the stack, a security breach
may occur.
See also
Computer programming portal
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List of data structures
Queue
Double-ended queue
Call stack
FIFO (computing and electronics)
Stack-based memory allocation





Stack machine
Stack overflow
Stack-oriented programming language

Strongly and Weakly Typed Programming Languages
http://en.wikipedia.org/wiki/Strong_and_weak_typing
In computer programming, programming languages are often colloquially referred to as strongly typed or weakly
typed. These terms do not have a precise definition, but in general:


a strongly typed language is more likely to generate an error or refuse to compile if the argument passed
to a function does not closely match the expected type.



a very weakly typed language may produce unpredictable results or may perform implicit type
conversion.[1]

History
In 1974, Liskov and Zilles described a strongly-typed language as one in which "whenever an object is passed
from a calling function to a called function, its type must be compatible with the type declared in the called
function."[2] In 1977, Jackson wrote, "In a strongly typed language each data area will have a distinct type and
each process will state its communication requirements in terms of these types."[3]
Definitions of "strong" or "weak"
A number of different language design decisions have been referred to as evidence of "strong" or "weak" typing.
In fact, many of these are more accurately understood as the presence or absence of type safety, memory
safety, static type-checking, or dynamic type-checking.
Implicit type conversions and "type punning"
Some programming languages make it easy to use a value of one type as if it were a value of another type. This
is sometimes described as "weak typing".
For example, Aahz Maruch writes that "Type Conversion occurs when you have a statically typed language and
you use the syntactic features of the language to force the usage of one type as if it were a different type
(consider the common use of void* in C). Coercion is usually a symptom of weak typing. Conversion, on the other
hand, creates a brand-new object of the appropriate type."[4]
As another example, GCC describes this as type-punning and warns that it will break strict aliasing. Thiago
Macieiradiscusses several problems that can arise when type-punning causes the compiler to make
inappropriate optimizations.[5]
It is easy to focus on the syntax, but Macieira's argument is really about semantics. There are many examples of
languages which allow implicit conversions, but in a type-safe manner. For example, both C++ and C# allow
programs to define operators to convert a value from one type to another in a semantically meaningful way. When
a C++ compiler encounters such a conversion, it treats the operation just like a function call. In contrast,
converting a value to the C type "void*" is an unsafe operation which is invisible to the compiler.
Pointers
Some programming languages expose pointers as if they were numeric values, and allow users to perform
arithmetic on them. These languages are sometimes referred to as "weakly typed", since pointer arithmetic can
be used to bypass the language's type system.
Untagged unions
Some programming languages support untagged unions, which allow a value of one type to be viewed as if it
were a value of another type. In the article titled A hacked Boolean, Bill McCarthy demonstrates how
a Boolean value in .NETprogramming may become internally corrupted so that two values may both be "true" and
yet still be considered unequal to each other.[6]
Dynamic type-checking
Some programming languages do not have static type-checking. In many such languages, it is easy to write
programs which would be rejected by most static type-checkers. For example, a variable might store either a
208

number or the Boolean value "false". Some programmers [who?] refer to these languages as "weakly typed", since
they do not seem to enforce the "strong" type discipline found in a language with a static type-checker.
Static type-checking
In Luca Cardelli's article Typeful Programming,[7] a "strong type system" is described as one in which there is no
possibility of an unchecked runtime type error. In other writing, the absence of unchecked run-time errors is
referred to as safety ortype safety; Tony Hoare's early papers call this property security.
Predictability
If simple operations do not behave in a way that one would expect, a programming language can be said to be
"weakly typed". For example, consider the following program:
x = "5" + 6
Different languages will assign a different value to 'x':
 One language might convert 6 to a string, and concatenate the two arguments to produce the string "56"
(e.g. Java,JavaScript)
 Another language might convert "5" to a number, and add the two arguments to produce the number 11
(e.g. Perl,PHP)
 Yet another language might convert the string "5" to a pointer representing where the string is stored within
memory, and add 6 to that value to produce an address in memory (e.g. C)
 In yet another language, the + operation might fail during execution, saying that the two operands have
incompatible type (e.g. Ruby, Python)
 And in many compiled languages, the compiler would reject this program because the addition is ill-typed,
without ever running the program (e.g. BASIC)
Languages that work like the first three examples have all been called "weakly typed" at various times, even
though only one of them (the third) represents a possible safety violation.
Type inference
Languages with static type systems differ in the extent to which users are required to manually state the types
used in their program. Some languages, such as C, require that every variable be declared with a type. Other
languages, such as Haskell, use the Hindley-Milner method to infer all types based on a global analysis. Other
languages, such as C# and C++, lie somewhere in between; some types can be inferred based on local
information, while others must be specified. Some programmers use the term weakly typed to refer to languages
with type inference, often without realizing that the type information is present but implicit.
Variation across programming languages
Note that some of these definitions are contradictory, others are merely orthogonal, and still others are special
cases (with additional constraints) of other, more "liberal" (less strong) definitions. Because of the wide
divergence among these definitions, it is possible to defend claims about most programming languages that they
are either strongly or weakly typed. For instance:
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Java, Pascal, Ada and C require all variables to have a declared type, and support the use of explicit casts of
arithmetic values to other arithmetic types. Java, C#, Ada and Pascal are sometimes said to be more strongly
typed than C, a claim that is probably based on the fact that C supports more kinds of implicit conversions,
and C also allows pointer values to be explicitly cast while Java and Pascal do not. Java itself may be
considered more strongly typed than Pascal as manners of evading the static type system in Java are
controlled by the Java Virtual Machine's type system. C# is similar to Java in that respect, though it allows
disabling dynamic type checking by explicitly putting code segments in an "unsafe context". Pascal's type
system has been described as "too strong", because the size of an array or string is part of its type, making
some programming tasks very difficult.[8][9]



The object-oriented programming languages Smalltalk, Perl, JavaScript, Ruby, Python, and Self are all
"strongly typed" in the sense that typing errors are prevented at runtime and they do little implicit type
conversion, but these languages make no use of static type checking: the compiler does not check or enforce
type constraint rules. The term duck typing is now used to describe the dynamic typing paradigm used by the
languages in this group



The Lisp family of languages are all "strongly typed" in the sense that typing errors are prevented at runtime.
Some Lisp dialects like Common Lisp or Clojure do support various forms of type declarations[10] and some

compilers (CMUCL[11] and related) use these declarations together with type inference to enable various
optimizations and also limited forms of compile time type checks.


Standard ML, F#, OCaml, Scala and Haskell are statically type checked but the compiler automatically infers
a precise type for all values. These languages (along with most functional languages) are considered to have
stronger type systems than Java, as they permit no implicit type conversions. While OCaml's libraries allow
one form of evasion (Object magic), this feature remains unused in most applications.



Visual Basic is a hybrid language. In addition to variables with declared types, it is also possible to declare a
variable of "Variant" data type that can store data of any type. Its implicit casts are fairly liberal where, for
example, one can sum string variants and pass the result into an integer variable.



Assembly language and Forth have been said to be untyped. There is no type checking; it is up to the
programmer to ensure that data given to functions is of the appropriate type. Any type conversion required is
explicit.

For this reason, writers who wish to write unambiguously about type systems often eschew the term "strong
typing" in favor of specific expressions such as "type safety".
Subroutine From Wikipedia
From: http://en.wikipedia.org/wiki/Subroutine b
In computer programming, a subroutine is a sequence of program instructions that perform a specific task,
packaged as a unit. This unit can then be used in programs wherever that particular task should be performed.
Subprograms may be defined within programs, or separately in libraries that can be used by multiple programs. In
different programming languages, a subroutine may be called a procedure, a function, a routine, a method, or
a subprogram. The generic term callable unit is sometimes used.[1]
As the name subprogram suggests, a subroutine behaves in much the same way as a computer program that is
used as one step in a larger program or another subprogram. A subroutine is often coded so that it can be started
(called) several times and from several places during one execution of the program, including from other
subroutines, and then branch back (return) to the next instruction after the call once the subroutine's task is
done. Maurice Wilkes, David Wheeler, and Stanley Gill are credited with the invention of this concept, which they
termed a closed subroutine,[2][3] contrasted with an open subroutine or macro.[4]
Macro (Open Subroutine) Overview
A macro (short for "macroinstruction", from Greek μακρο- 'long') in computer science is a
rule or pattern that specifies how a certain input sequence (often a sequence of characters) should be
mapped to a replacement output sequence (also often a sequence of characters) according to a defined
procedure. The mapping process that instantiates (transforms) a macro use into a specific sequence is
known as macro expansion. A facility for writing macros may be provided as part of a software
application or as a part of a programming language. In the former case, macros are used to make tasks
using the application less repetitive. In the latter case, they are a tool that allows a programmer to
enable code reuse or even to design domain-specific languages (DSLs).
Macros are used to make a sequence of computing instructions available to the programmer as a single
program statement, making the programming task less tedious and less error-prone.[1][2] (Thus, they are
called "macros" because a big block of code can be expanded from a small sequence of characters.)
Macros often allow positional or keyword parameters that dictate what the conditional assembler program
generates and have been used to create entire programs or program suites according to such variables
as operating system, platform or other factors. The term derives from "macro instruction", and such
expansions were originally used in generating assembly language code.
Domain Specific Language (DSL) Overview
A domain-specific language is created specifically to solve problems in a particular domain and is not
intended to be able to solve problems outside it (although that may be technically possible). In contrast,
general-purpose languages are created to solve problems in many domains. The domain can also be a
business area. Some examples of business areas include:
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domain-specific language for life insurance policies developed internally in large insurance enterprise
domain-specific language for combat simulation
domain-specific language for salary calculation
domain-specific language for billing

A domain-specific language is somewhere between a tiny programming language and a scripting
language, and is often used in a way analogous to a programming library. The boundaries between these
concepts are quite blurry, much like the boundary between scripting languages and general-purpose
languages.
Subroutines are a powerful programming tool,[5] and the syntax of many programming languages includes support
for writing and using them.
Judicious use of subroutines (for example, through the structured programming approach) will often substantially
reduce the cost of developing and maintaining a large program, while increasing its quality and reliability. [6]
Subroutines, often collected into libraries, are an important mechanism for sharing and trading software. The
discipline of object-oriented programming is based on objects and methods (which are subroutines attached to
these objects or object classes).
In the compiling method called threaded code, the executable program is basically a sequence of subroutine
calls.
Main concepts
The content of a subroutine is its body, the piece of program code that is executed when the subroutine
is called or invoked.
A subroutine may be written so that it expects to obtain one or more data values from the calling program
(its parameters or formal parameters). The calling program provides actual values for these parameters,
called arguments. Different programming languages may use different conventions for passing arguments:
Convention

Description

Common use

Call by value

Argument is evaluated and
copy of value is passed to
subroutine

Default in most Algol-like languages after Algol 60, such as Pascal,
Delphi, Simula, CPL, PL/M, Modula, Oberon, ADA, and many others.
C, C++, Java (References to objects and arrays are also passed by
value)

Call by
reference

Reference to argument,
typically its address is passed

Selectable in most Algol-like languages after Algol 60, such as Algol
68, Pascal, Delphi, Simula, CPL, PL/M, Modula, Oberon, ADA, and
many others. C++, Fortran, PL/I

Call by result

Parameter value is copied
back to argument on return
from the subroutine

Ada OUT parameters

Call by valueresult

Parameter value is copied
back on entry to the
subroutine and again on return

Algol

Call by name

Like a macro – replace the
parameters with the
unevaluated argument
expressions

Algol, Scala

Call by
constant value

Like call by value except that
the parameter is treated as a
constant

PL/I NONASSIGNABLE parameters, Ada IN parameters

The subroutine may also return a computed value to its caller (its return value), or provide various result values
or out (put) parameters. Indeed, a common use of subroutines is to implement mathematical functions, in which
the purpose of the subroutine is purely to compute one or more results whose values are entirely determined by
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the parameters passed to the subroutine. (Examples might include computing the logarithm of a number or
the determinant of a matrix.)
However, a subroutine call may also have side effects, such as modifying data structures in a computer memory,
reading from or writing to a peripheral device, creating a file, halting the program or the machine, or even delaying
the program's execution for a specified time. A subprogram with side effects may return different results each time
it is called, even if it is called with the same arguments. An example is a random number function, available in
many languages, that returns a different random-looking number each time it is called. The widespread use of
subroutines with side effects is a characteristic of imperative programming languages.
A subroutine can be coded so that it may call itself recursively, at one or more places, to perform its task. This
method allows direct implementation of functions defined by mathematical induction and recursive divide and
conquer algorithms.
A subroutine whose purpose is to compute one boolean-valued function (that is, to answer a yes/no question) is
called a predicate. In logic programming languages, often[vague] all subroutines are called predicates, since they
primarily[vague]determine success or failure.[citation needed] For example, any type of function is a subroutine but not
main().
Language support
High-level programming languages usually include specific constructs to:
 delimit the part of the program (body) that makes up the subroutine
 assign an identifier (name) to the subroutine
 specify the names and data types of its parameters and return values
 provide a private naming scope for its temporary variables
 identify variables outside the subroutine that are accessible within it
 call the subroutine
 provide values to its parameters
 specify the return values from within its body
 return to the calling program
 dispose of the values returned by a call
 handle any exceptional conditions encountered during the call
 package subroutines into a module, library, object, class, etc.
Some programming languages, such as Pascal, Fortran, Ada and many dialects of BASIC, distinguish
between functionsor function subprograms, which provide an explicit return value to the calling program,
and subroutines or procedures, which do not. In those languages, function calls are normally embedded
in expressions (e.g., a sqrt function may be called as y = z + sqrt(x) ); whereas procedure calls behave
syntactically as statements (e.g., a print procedure may be called as if x > 0 then print(x) . Other languages, such
as C and Lisp, do not make this distinction, and treat those terms as synonymous.
In strictly functional programming languages such as Haskell, subprograms can have no side effects, and will
always return the same result if repeatedly called with the same arguments. Such languages typically only
support functions, since subroutines that do not return a value have no use unless they can cause a side effect.
In programming languages such as C, C++, and C#, subroutines may also simply be called functions, not to be
confused with mathematical functions or functional programming, which are different concepts.
A language's compiler will usually translate procedure calls and returns into machine instructions according to a
well-defined calling convention, so that subroutines can be compiled separately from the programs that call them.
The instruction sequences corresponding to call and return statements are called the procedure's prologue and
epilogue.
Advantages
The advantages of breaking a program into subroutines include:
 decomposing a complex programming task into simpler steps: this is one of the two main tools of structured
programming, along with data structures
 reducing duplicate code within a program
 enabling reuse of code across multiple programs
 dividing a large programming task among various programmers, or various stages of a project
212




hiding implementation details from users of the subroutine
improving traceability, i.e. most languages offer ways to obtain the call trace which includes the names of the
involved subroutines and perhaps even more information such as file names and line numbers; by not
decomposing the code into subroutines, debugging would be impaired severely

Disadvantages
Invoking a subroutine (versus using in-line code) imposes some computational overhead in the call mechanism.
The subroutine typically requires standard housekeeping code – both at entry to, and exit from, the function
(function prologue and epilogue – usually saving general purpose registers and return address as a minimum).
History
Language support
In the (very) early assemblers, subroutine support was limited. Subroutines were not explicitly separated from
each other or from the main program, and indeed the source code of a subroutine could be interspersed with that
of other subprograms. Some assemblers would offer predefined macros to generate the call and return
sequences. Later assemblers (1960s) had much more sophisticated support for both in-line and separately
assembled subroutines that could be linked together.
Self-modifying code
The first use of subprograms was on early computers that were programmed in machine code or assembly
language, and did not have a specific call instruction.[citation needed] On those computers, each subroutine call had to
be implemented as a sequence of lower level machine instructions that relied on self-modifying code. By
replacing the operand of a branch instruction at the end of the procedure's body, execution could then be returned
to the proper location (designated by thereturn address) in the calling program (usually just after the instruction
that jumped into the subroutine).
Subroutine libraries
Even with this cumbersome approach, subroutines proved very useful. For one thing they allowed the same code
to be used in many different programs. Morever, memory was a very scarce resource on early computers, and
subroutines allowed significant savings in program size.
In many early computers, the program instructions were entered into memory from a punched paper tape. Each
subroutine could then be provided by a separate piece of tape, loaded or spliced before or after the main
program; and the same subroutine tape could then be used by many different programs. A similar approach was
used in computers whose main input was through punched cards. The name subroutine library originally meant a
library, in the literal sense, which kept indexed collections of such tapes or card decks for collective use.
Return by indirect jump
To remove the need for self-modifying code, computer designers eventually provided an indirect jump instruction,
whose operand, instead of being the return address itself, was the location of a variable or processor
register containing the return address.
On those computers, instead of modifying the subroutine's return jump, the calling program would store the return
address in a variable so that when the subroutine completed, it would execute an indirect jump that would direct
execution to the location given by the predefined variable.
Jump to subroutine
Another advance was the jump to subroutine instruction, which combined the saving of the return address with
the calling jump, thereby minimizing overhead significantly.
In the IBM System/360, for example, the branch instructions BAL or BALR, designed for procedure calling, would
save the return address in a processor register specified in the instruction. To return, the subroutine had only to
execute an indirect branch instruction (BR) through that register. If the subroutine needed that register for some
other purpose (such as calling another subroutine), it would save the register's contents to a private memory
location or a register stack.
In the HP 2100, the JSB instruction would perform a similar task, except that the return address was stored in the
memory location that was the target of the branch. Execution of the procedure would actually begin at the next
memory location. In the HP 2100 assembly language, one would write, for example
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...
JSB MYSUB (Calls subroutine MYSUB.)
BB ...
(Will return here after MYSUB is done.)
to call a subroutine called MYSUB from the main program. The subroutine would be coded as
MYSUB NOP
(Storage for MYSUB's return address.)
AA ...
(Start of MYSUB's body.)
...
JMP MYSUB,I (Returns to the calling program.)

The JSB instruction placed the address of the NEXT instruction (namely, BB) into the location specified as its
operand (namely, MYSUB), and then branched to the NEXT location after that (namely, AA = MYSUB + 1). The
subroutine could then return to the main program by executing the indirect jump JMP MYSUB,I which branched to
the location stored at location MYSUB.
Compilers for Fortran and other languages could easily make use of these instructions when available. This
approach supported multiple levels of calls; however, since the return address, parameters, and return values of a
subroutine were assigned fixed memory locations, it did not allow for recursive calls.
Incidentally, a similar method was used by Lotus 1-2-3, in the early 1980s, to discover the recalculation
dependencies in a spreadsheet. Namely, a location was reserved in each cell to store the return address.
Since circular references are not allowed for natural recalculation order, this allows a tree walk without reserving
space for a stack in memory, which was very limited on small computers such as the IBM PC.
Call stack
Most modern implementations use a call stack, a special case of the stack data structure, to implement
subroutine calls and returns. Each procedure call creates a new entry, called a stack frame, at the top of the
stack; when the procedure returns, its stack frame is deleted from the stack, and its space may be used for other
procedure calls. Each stack frame contains the private data of the corresponding call, which typically includes the
procedure's parameters and internal variables, and the return address.
The call sequence can be implemented by a sequence of ordinary instructions (an approach still used in reduced
instruction set computing (RISC) and very long instruction word (VLIW) architectures), but many traditional
machines designed since the late 1960s have included special instructions for that purpose.
The call stack is usually implemented as a contiguous area of memory. It is an arbitrary design choice whether
the bottom of the stack is the lowest or highest address within this area, so that the stack may grow forwards or
backwards in memory; however, many architectures chose the latter.[citation needed]
Some designs, notably some Forth implementations, used two separate stacks, one mainly for control information
(like return addresses and loop counters) and the other for data. The former was, or worked like, a call stack and
was only indirectly accessible to the programmer through other language constructs while the latter was more
directly accessible.
When stack-based procedure calls were first introduced, an important motivation was to save precious
memory.[citation needed] With this scheme, the compiler does not have to reserve separate space in memory for the
private data (parameters, return address, and local variables) of each procedure. At any moment, the stack
contains only the private data of the calls that are currently active (namely, which have been called but haven't
returned yet). Because of the ways in which programs were usually assembled from libraries, it was (and still is)
not uncommon to find programs that include thousands of subroutines, of which only a handful are active at any
given moment.[citation needed] For such programs, the call stack mechanism could save significant amounts of
memory. Indeed, the call stack mechanism can be viewed as the earliest and simplest method for automatic
memory management.
However, another advantage of the call stack method is that it allows recursive subroutine calls, since each
nested call to the same procedure gets a separate instance of its private data.
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Delayed stacking
One disadvantage of the call stack mechanism is the increased cost of a procedure call and its matching return.
The extra cost includes incrementing and decrementing the stack pointer (and, in some architectures, checking
for stack overflow), and accessing the local variables and parameters by frame-relative addresses, instead of
absolute addresses. The cost may be realized in increased execution time, or increased processor complexity, or
both.
This overhead is most obvious and objectionable in leaf procedures or leaf functions, which return without making
any procedure calls themselves.[7][8][9] To reduce that overhead, many modern compilers try to delay the use of a
call stack until it is really needed.[citation needed] For example, the call of a procedure P may store the return address
and parameters of the called procedure in certain processor registers, and transfer control to the procedure's
body by a simple jump. If procedure P returns without making any other call, the call stack is not used at all.
If P needs to call another procedure Q, it will then use the call stack to save the contents of any registers (such as
the return address) that will be needed after Qreturns.
C and C++ examples
In the C and C++ programming languages, subprograms are termed functions (or member functions when
associated with a class). These languages use the special keyword void to indicate that a function takes no
parameters (especially in C) or does not return any value. Note that C/C++ functions can have side-effects,
including modifying any variables whose addresses are passed as parameters (i.e., passed by reference).
Examples:
void function1(void) { /* some code */ }
The function does not return a value and has to be called as a stand-alone function, e.g., function1();
int function2(void)
{
return 5;
}
This function returns a result (the number 5), and the call can be part of an expression, e.g., x + function2()
char function3(int number)
{
char selection[] = {'S','M','T','W','T','F','S'};
return selection[number];
}
This function converts a number between 0 to 6 into the initial letter of the corresponding day of the week, namely
0 to 'S', 1 to 'M', ..., 6 to 'S'. The result of calling it might be assigned to a variable, e.g., num_day =
function3(number); .
void function4(int *pointer_to_var)
{
(*pointer_to_var)++;
}
This function does not return a value but modifies the variable whose address is passed as the parameter; it
would be called with " function4(&variable_to_increment); ".
Visual Basic 6 examples[edit
In the Visual Basic 6 language, subprograms are termed functions or subs (or methods when associated with a
class). Visual Basic 6 uses various terms called types to define what is being passed as a parameter. By default,
an unspecified variable is registered as a variant type and can be passed as ByRef (default) or ByVal. Also, when
a function or sub is declared, it is given a public, private, or friend designation, which determines whether it can be
accessed outside the module or project that it was declared in.
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By value [ByVal] – a way of passing the value of an argument to a procedure instead of passing the
address. This allows the procedure to access a copy of the variable. As a result, the variable's actual value
can't be changed by the procedure to which it is passed.
By reference [ByRef] – a way of passing the address of an argument to a procedure instead of passing the
value. This allows the procedure to access the actual variable. As a result, the variable's actual value can be
changed by the procedure to which it is passed. Unless otherwise specified, arguments are passed by
reference.





Public (optional) – indicates that the function procedure is accessible to all other procedures in all modules. If
used in a module that contains an Option Private, the procedure is not available outside the project.
Private (optional) – indicates that the function procedure is accessible only to other procedures in the module
where it is declared.
Friend (optional) – used only in a class module. Indicates that the Function procedure is visible throughout
the project, but not visible to a controller of an instance of an object.

Private Function Function1()
' Some Code Here
End Function
The function does not return a value and has to be called as a stand-alone function, e.g., Function1
Private Function Function2() as Integer
Function2 = 5
End Function
This function returns a result (the number 5), and the call can be part of an expression, e.g., x + Function2()
Private Function Function3(ByVal intValue as Integer) as String
Dim strArray(6) as String
strArray = Array("M", "T", "W", "T", "F", "S", "S")
Function3 = strArray(intValue)
End Function
This function converts a number between 0 and 6 into the initial letter of the corresponding day of the week,
namely 0 to 'M', 1 to 'T', ..., 6 to 'S'. The result of calling it might be assigned to a variable, e.g., num_day =
Function3(number) .
Private Function Function4(ByRef intValue as Integer)
intValue = intValue + 1
End Function
This function does not return a value but modifies the variable whose address is passed as the parameter; it
would be called with " Function4(variable_to_increment) ".
PL/I example
In PL/I a called procedure may be passed a descriptor providing information about the argument, such as string
lengths and array bounds. This allows the procedure to be more general and eliminates the need for the
programmer to pass such information. By default PL/I passes arguments by reference. A (trivial) subroutine to
change the sign of each element of a two-dimensional array might look like:
change_sign: procedure(array);
declare array(*,*) float;
array = -array;
end change_sign;
This could be called with various arrays as follows:
/* first array bounds from -5 to +10 and 3 to 9 */
declare array1 (-5:10, 3:9)float;
/* second array bounds from 1 to 16 and 1 to 16 */
declare array2 (16,16) float;
call change_sign(array1);
call change_sign(array2);
Local variables, recursion and reentrancy
A subprogram may find it useful to make use of a certain amount of scratch space; that is, memory used during
the execution of that subprogram to hold intermediate results. Variables stored in this scratch space are
termed local variables, and the scratch space is termed an activation record. An activation record typically has
a return address that tells it where to pass control back to when the subprogram finishes.
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A subprogram may have any number and nature of call sites. If recursion is supported, a subprogram may even
call itself, causing its execution to suspend while another nested execution of the same subprogram
occurs. Recursion is a useful means to simplify some complex algorithms, and breaking down complex problems.
Recursive languages generally provide a new copy of local variables on each call. If the programmer desires the
value of local variables to stay the same between calls, they can be declared static in some languages, or global
values or common areas can be used. Here is an example of recursive subroutine in C/C++ to
find Fibonacci numbers:
int fib(int n)
{
if(n<=1) return n;
return fib(n-1)+fib(n-2);
}
Early languages like Fortran did not initially support recursion because variables were statically allocated, as well
as the location for the return address. Most computers before the late 1960s such as the PDP-8 did not have
support for hardware stack registers.[citation needed]
Modern languages after ALGOL such as PL/1 and C almost invariably use a stack, usually supported by most
modern computer instruction sets to provide a fresh activation record for every execution of a subprogram. That
way, the nested execution is free to modify its local variables without concern for the effect on other suspended
executions in progress. As nested calls accumulate, a call stack structure is formed, consisting of one activation
record for each suspended subprogram. In fact, this stack structure is virtually ubiquitous, and so activation
records are commonly termed stack frames.
Some languages such as Pascal and Ada also support nested subroutines, which are subroutines callable only
within thescope of an outer (parent) subroutine. Inner subroutines have access to the local variables of the outer
subroutine that called them. This is accomplished by storing extra context information within the activation record,
also termed a display.
If a subprogram can function properly even when called while another execution is already in progress, that
subprogram is said to be reentrant. A recursive subprogram must be reentrant. Reentrant subprograms are also
useful in multi-threadedsituations, since multiple threads can call the same subprogram without fear of interfering
with each other. In the IBMCICS transaction processing system, quasi-reentrant was a slightly less restrictive, but
similar, requirement for application programs that were shared by many threads.
In a multi-threaded environment, there is generally more than one stack. An environment that fully
supports coroutines orlazy evaluation may use data structures other than stacks to store their activation records.
Overloading
In strongly typed languages, it is sometimes desirable to have a number of functions with the same name, but
operating on different types of data, or with different parameter profiles. For example, a square root function might
be defined to operate on reals, complex values or matrices. The algorithm to be used in each case is different,
and the return result may be different. By writing three separate functions with the same name, the programmer
has the convenience of not having to remember different names for each type of data. Further if a subtype can be
defined for the reals, to separate positive and negative reals, two functions can be written for the reals, one to
return a real when the parameter is positive, and another to return a complex value when the parameter is
negative.
In object-oriented programming, when a series of functions with the same name can accept different parameter
profiles or parameters of different types, each of the functions is said to be overloaded.
Here is an example of subroutine overloading in C++:
#include <iostream>
double area(double h, double w) {
return h * w;
}
double area(double r) {
return r * r * 3.14;
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}
int main() {
double rectangle_area = area(3, 4);
double circle_area = area(5);
std::cout << "Area of a rectangle is " << rectangle_area << std::endl;
std::cout << "Area of a circle is " << circle_area << std::endl;
return 0;
}
In this code there are two functions of same name but they have different parameters.
As another example, a subroutine might construct an object that will accept directions, and trace its path to these
points on screen. There are a plethora of parameters that could be passed in to the constructor (colour of the
trace, starting x and y co-ordinates, trace speed). If the programmer wanted the constructor to be able to accept
only the color parameter, then he could call another constructor that accepts only color, which in turn calls the
constructor with all the parameters passing in a set of default values for all the other parameters (X and Y would
generally be centered on screen or placed at the origin, and the speed would be set to another value of the
coder's choosing).
Closures
Main article: Closure (computer science)
A closure is a subprogram together with the values of some of its variables captured from the environment in
which it was created. Closures were a notable feature of the Lisp programming language, introduced by John
McCarthy. Depending on the implementation, closures can serve as a mechanism for side-effects.
Conventions
A wide number of conventions for the coding of subroutines have been developed. Pertaining to their naming,
many developers have adopted the approach that the name of a subroutine should be a verb when it does a
certain task, anadjective when it makes some inquiry, and a noun when it is used to substitute variables.
Some programmers suggest that a subroutine should perform only one task, and if a subroutine does perform
more than one task, it should be split up into more subroutines. They argue that subroutines are key components
in code maintenance, and their roles in the program must remain distinct.
Proponents of modular programming (modularizing code) advocate that each subroutine should have minimal
dependency on other pieces of code. For example, the use of global variables is generally deemed unwise by
advocates for this perspective, because it adds tight coupling between the subroutine and these global variables.
If such coupling is not necessary, their advice is to refactor subroutines to accept passed parameters instead.
However, increasing the number of parameters passed to subroutines can affect code readability.
Return codes
Besides its main or normal effect, a subroutine may need to inform the calling program
about exceptional conditions that may have occurred during its execution. In some languages and programming
standards, this is often done through areturn code, an integer value placed by the subroutine in some standard
location, which encodes the normal and exceptional conditions.
In the IBM System/360, where a return code was expected from the subroutine, the return value was often
designed to be a multiple of 4—so that it could be used as a direct branch table index into a branch table often
located immediately after the call instruction to avoid extra conditional tests, further improving efficiency. In
the System/360 assembly language, one would write, for example:

BAL 14,SUBRTN01 go to subroutine, storing return address in R14
B TABLE(15)
use returned value in reg 15 to index the branch table,
*
branching to the appropriate branch instr.
TABLE
B OK
return code =00 GOOD
}
B BAD
return code =04 Invalid input
} Branch table
B ERROR
return code =08 Unexpected condition }
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Optimization of subroutine calls
There is a significant runtime overhead in a calling a subroutine, including passing the arguments, branching to
the subprogram, and branching back to the caller. The overhead often includes saving and restoring certain
processor registers, allocating and reclaiming call frame storage, etc.. In some languages, each subroutine call
also implies automatic testing of the subroutine's return code, or the handling of exceptions that it may raise. In
object-oriented languages, a significant source of overhead is the intensively used dynamic dispatch for method
calls.
There are some seemingly obvious optimizations of procedure calls that cannot be applied if the procedures may
have side effects. For example, in the expression (f(x)-1)/(f(x)+1) , the function f must be called twice, because
the two calls may return different results. Moreover, the value of x must be fetched again before the second call,
since the first call may have changed it. Determining whether a subprogram may have a side effect is very difficult
(indeed,undecidable).[citation needed] So, while those optimizations are safe in purely functional programming
languages, compilers of typical imperative programming usually have to assume the worst.
Inlining
A method used to eliminate this overhead is inline expansion or inlining of the subprogram's body at each call
site (versus branching to the subroutine and back). Not only does this avoid the call overhead, but it also allows
the compiler tooptimize the procedure's body more effectively by taking into account the context and arguments at
that call. The inserted body can be optimized by the compiler. Inlining however, will usually increase the code
size, unless the program contains only one call to the subroutine, or the subroutine body is less code than the call
overhead.
See also
Look
up subroutine in
Wiktionary, the free
dictionary.











Function (mathematics)
Method (computer programming)
Evaluation strategy
Modular programming
Transclusion
Operator overloading
Functional programming
Command-query separation
Coroutines, subprograms that call each other as if both were the main programs
Event handler, a subprogram that is called in response to an input event or interrupt
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Waterfall Model
From: http://en.wikipedia.org/wiki/Waterfall_model
The waterfall model is a sequential design process, used in software development processes, in which progress
is seen as flowing steadily downwards (like a waterfall) through the phases of conception,
initiation,analysis, design, construction, testing, production/implementation andmaintenance.
The waterfall development model originates in the manufacturing and construction industries: highly structured
physical environments in which after-the-fact changes are prohibitively costly, if not impossible. Since no formal
software development methodologies existed at the time, this hardware-oriented model was simply adapted for
software development.[1]
History
The first known presentation describing use of similar phases in software engineering was held by Herbert D.
Benington at Symposium on advanced programming methods for digital computers on 29 June 1956.[2] This
presentation was about the development of software forSAGE. In 1983 the paper was republished with a foreword
by Benington pointing out that the process was not in fact performed in a strict top-down fashion, but depended
on a prototype.[1]
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The first formal description of the waterfall model is often cited as a 1970 article by Winston W.
Royce,[3][4] although Royce did not use the term waterfall in that article. Royce presented this model as an
example of a flawed, non-working model; which is how the term is generally used in writing about software
development—to describe a critical view of a commonly used software development practice.[5]
The earliest use of the term "waterfall" may have been a 1976 paper by Bell and Thayer. [6]
In 1985, the United States Department of Defense captured this approach in DOD-STD-2167A, their standards for
working with software development contractors, which stated that "the contractor shall implement a software
development cycle that includes the following six phases: Preliminary Design, Detailed Design, Coding and Unit
Testing, Integration, and Testing".[7]
Model
In Royce's original waterfall model, the following phases are followed in order:
1. System and software requirements: captured in a product requirements document
2. Analysis: resulting in models, schema, and business rules
3. Design: resulting in the software architecture
4. Coding: the development, proving, and integration of software
5. Testing: the systematic discovery and debugging of defects
6. Operations: the installation, migration, support, and maintenance of complete systems
Thus the waterfall model maintains that one should move to a phase only when its preceding phase is reviewed
and verified.
Various modified waterfall models (including Royce's final model), however, can include slight or major variations
on this process.[3] These variations included returning to the previous cycle after flaws were found downstream, or
returning all the way to the design phase if downstream phases deemed insufficient.
Supporting arguments
Time spent early in the software production cycle can avoid costs at later stages, for example a problem found in
the early stages (such as requirements specification) is cheaper to fix than the same bug found later on in the
process (by a factor of 50 to 200).[8]
In common practice waterfall methodologies result in a project schedule with 20–40% of the time invested for the
first two phases, 30–40% of the time to coding, and the rest dedicated to testing and implementation. The actual
project organization needs to be highly structured. Most medium and large projects will include a detailed set of
procedures and controls, which regulate every process on the project.[9]
A further argument for the waterfall model is that it places emphasis on documentation (such as requirements
documents and design documents) as well as source code. In less thoroughly designed and documented
methodologies, knowledge is lost if team members leave before the project is completed, and it may be difficult
for a project to recover from the loss. If a fully working design document is present (as is the intent of Big Design
Up Front and the waterfall model), new team members or even entirely new teams should be able to familiarize
themselves by reading the documents.[10]
The waterfall model provides a structured approach; the model itself progresses linearly through discrete, easily
understandable and explainable phases and thus is easy to understand; it also provides easily identifiable
milestones in the development process. It is perhaps for this reason that the waterfall model is used as a
beginning example of a development model in many software engineering texts and courses.[11]
It is argued that the waterfall model can be suited to projects where requirements and scope are fixed, the product
itself is firm and stable, and the technology is clearly understood.[12]
Criticism
Clients may not know exactly what their requirements are before they see working software and so change their
requirements, leading to redesign, redevelopment, and retesting, and increased costs. [13]
Designers may not be aware of future difficulties when designing a new software product or feature; in which
case, it is better to revise the design than persist in a design that does not account for any newly discovered
constraints, requirements, or problems.[14]
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In response to the perceived problems with the pure waterfall model, modified waterfall models were introduced,
such as "Sashimi (Waterfall with Overlapping Phases), Waterfall with Subprojects, and Waterfall with Risk
Reduction".[8]
Some organizations, such as the United States Department of Defense, now have a stated preference against
waterfall type methodologies, starting with MIL-STD-498, which encourages evolutionary acquisition and Iterative
and Incremental Development.[15]
While advocates of agile software development argue the waterfall model is an ineffective process for developing
software, some sceptics suggest that the waterfall model is a false argument used purely to
market alternativedevelopment methodologies.[16]
ODE?|

What is code? Business Week Special Edition, June 11, 2015
Bloomberg Businessweek devotes double issue to computer coding. Magazine aims to ‘demystify’ software by
explaining languages such as Java, C++ and Python in an accessible way
2015-06-22, From: http://www.bloomberg.com/graphics/2015-paul-ford-what-is-code/

Paul Ford is a writer and programmer who lives in Brooklyn, N.Y. He is a founding partner of Postlight, a
company in New York City that builds Internet platforms and develops interactive products. He is writing a book of
essays about Web pages that Farrar, Straus and Giroux will publish in 2016. His article, “The Surprising
Sophistication of Twitter,” appeared in the Nov. 7, 2013, issue of Bloomberg Businessweek. Email: ford@ftrain.com. Twitter: @ftrain. GitHub:ftrain.
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3.5 Look How Big and Weird Things Get With Just Python
Why Are Coders Angry?
4.1 The Legend of the 10x Programmer
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4.4 Why Are There So Many Languages?
The Time You Attended the E-mail Address Validation Meeting
5.1 What Is the Relationship Between Code and Data?
5.2 Where Does Data Live?
5.3 The Language of White Collars
5.4 Briefly on the Huge Subject of Microsoft
5.5 Liquid Infrastructure
5.6 Off the Shelf
5.7 What About JavaScript?
5.8 What’s the Absolute Minimum I Must Know About PHP?
How Are Apps Made?
6.1 The Framework: Wilder, Younger Cousin of the Software Development Kit
6.2 What Is Debugging?
6.3 Nothing Is Built
6.4 How Does Testing Work?
6.5 And Now for Something Beautiful
The Triumph of Middle Management
7.1 How Do You Pick a Programming Language?
7.2 Welcome to the Scrum
7.3 Managing Programmers
7.4 “We Are Going to Ship”
7.5 Should You Learn to Code?

Bloomberg is dedicating an entire issue of its Businessweek magazine to a 38,000-word essay on
computer coding.
The double issue has 112 pages and will run on newsstands for two weeks from Friday.
The cover features an excerpt of coding language Python with the title: “If You Can’t Read This, You’d Better
Read This – Code: An Essay.”
Online, it will feature interactive elements such as a “screamer” which tracks words per minute and warns when it
is being read too fast, as well as tools for explaining aspects of coding.
Bloomberg Businessweek editor Josh Tyrangiel said the issue was trying to address widespread ignorance about
code at a time when software plays an increasingly central role in people’s lives.
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“It’s no longer acceptable to be ignorant about the ways it works,” he said. “If everybody brought the same
ignorance about software to medicine, it would be insane, we would be mocked.”
“Software is a completely different discipline and we wanted to help to demystify it for the world that doesn’t think
that way. What if you explain code in the same way you explain the arts? Why is someone attracted to Java vs
C++? In the same way someone might be attracted to writing rock songs vs R&B.”
Bloomberg Businessweek has a global circulation of almost 1m. Bloomberg bought the title in 2009 from McGraw
Hill and added its own name to the masthead. Bloomberg has been trying to find a larger audience for its media
arm, which is far less profitable than the information services it provides to the finance sector.
However, Tyrangiel said he did not expect the issue to significantly boost sales.
“This isn’t one of those situations where we are going to say ‘let’s triple the print order,’” he said “If you put Steve
Jobs or Warren Buffett on the cover, everybody knows there are certain things that work on a newsstand, certain
things that aren’t.
“If it brings greater interest to the magazine, terrific. If people say ‘Oh God those people are crazy’ it’s less terrific,
but I can live with that.”
A message from Josh Tyrangiel, the author:
Software has been around since the 1940s. Which means that people have been faking their way through
meetings about software, and the code that builds it, for generations. Now that software lives in our
pockets, runs our cars and homes, and dominates our waking lives, ignorance is no longer acceptable.
The world belongs to people who code. Those who don’t understand will be left behind.
This issue comprises a single story devoted to demystifying code and the culture of the people who make
it.
There’s some technical language along with a few pretty basic mathematical concepts. There are also
lots of solid jokes and lasting insights. It may take a few hours to read, but that’s a small price to pay for
adding decades to your career.
—Josh Tyrangiel
1.0 The Man in the Taupe Blazer (TMitTB)
You are an educated, successful person capable of abstract thought. A VP doing an SVP’s job. Your office,
appointed with decent furniture and a healthy amount of natural light filtered through vertical blinds, is
commensurate with nearly two decades of service to the craft of management.
Copper plaques on the wall attest to your various leadership abilities inside and outside the organization: One, the
Partner in Innovation Banquet Award 2011, is from the sales team for your support of its 18-month effort to reduce
cycle friction—net sales increased 6.5 percent; another, the Civic Guidelight 2008, is for overseeing a volunteer
team that repainted a troubled public school top to bottom.
You have a reputation throughout the organization as a careful person, bordering on penny-pinching. The way
you’d put it is, you are loath to pay for things that can’t be explained. You expect your staff to speak in plain
language. This policy has served you well in many facets of operations, but it hasn’t worked at all when it comes
to overseeing software development.
For your entire working memory, some Internet thing has come along every two years and suddenly hundreds of
thousands of dollars (inevitably millions) must be poured into amorphous projects with variable deadlines. Content
management projects, customer relationship management integration projects, mobile apps, paperless office
things, global enterprise resource planning initiatives—no matter how tightly you clutch the purse strings, software
finds a way to pry open your fingers.
Here we go again. On the other side of your (well-organized) desk sits this guy in his mid-30s with a computer in
his lap. He’s wearing a taupe blazer. He’s come to discuss spending large sums to create intangible abstractions
on a “website re-architecture project.” He needs money, support for his team, new hires, external resources. It’s
preordained that you’ll give these things to him, because the CEO signed off on the initiative—and yet should it all
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go pear-shaped, you will be responsible. Coders are insanely expensive, and projects that start with
uncomfortably large budgets have an ugly tendency to grow from there. You need to understand where the hours
will go.

PHOTOGRAPHER: COREY OLSEN FOR BLOOMBERG BUSINESSWEEK
He says: “We’re basically at the limits with WordPress.”
Who wears a taupe blazer?
The CTO was fired six months ago. That CTO has three kids in college and a mustache. It was a bad exit. The
man in the taupe blazer (TMitTB) works for the new CTO. She comes from Adobe and has short hair and no
mustache.
Here is what you’ve been told: All of the computer code that keeps the website running must be replaced. At one
time, it was very valuable and was keeping the company running, but the new CTO thinks it’s garbage. She tells
you the old code is spaghetti and your systems are straining as a result. That the third-party services you use,
and pay for monthly, are old and busted. Your competitor has an animated shopping cart that drives across the
top of the screen at checkout. That cart remembers everything customers have ever purchased and generates
invoices on demand. Your cart has no memory at all.
Salespeople stomp around your office, sighing like theater students, telling you how embarrassed they are by the
site. Nothing works right on mobile. Orders are cutting off halfway. People are logged out with no warning.
Something must be done.
Which is why TMitTB is here.
Who’s he, anyway? Webmaster? IT? No, he’s a “Scrum Master.”
“My people are split on platform,” he continues. “Some want to use Drupal 7 and make it work with Magento—
which is still PHP.” He frowns. “The other option is just doing the back end in Node.js with Backbone in front.”
You’ve furrowed your brow; he eyes you sympathetically and explains: “With that option it’s all JavaScript, front
and back.”
Those are all terms you’ve heard. You’ve read the first parts of the Wikipedia pages and a book on software
project estimation. It made some sense at the time.
You ask the universal framing question: “Did you cost these options?”
He gives you a number and a date. You know in your soul that the number is half of what it should be and that the
project will go a year over schedule. He promises long-term efficiencies: The $85,000 in Oracle licenses will no
longer be needed; engineering is moving to a free, open-sourced database. “We probably should have done that
back when we did the Magento migration,” he says. Meaning, of course, that his predecessor probably should
have done that.
You consult a spreadsheet and remind him that the Oracle contract was renewed a few months ago. So, no,
actually, at least for now, you’ll keep eating that cost. Sigh.
This man makes a third less than you, and his education ended with a B.S. from a large, perfectly fine state
university. But he has 500+ connections on LinkedIn. That plus sign after the “500” bothers you. How many more
than 500 people does he know? Five? Five thousand?
What is Code 3:02 minute Video (Would be great introduction for intro coding class)
In some mysterious way, he outranks you. Not within the company, not in restaurant reservations, not around
lawyers. Still: He strokes his short beard; his hands are tanned; he hikes; his socks are embroidered with little
ninja.
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“Don’t forget,” he says, “we’ve got to budget for apps.”
This is real. A Scrum Master in ninja socks has come into your office and said, “We’ve got to budget for apps.”
Should it all go pear-shaped, his career will be just fine.
You keep your work in perspective by thinking about barrels of cash. You once heard that a U.S. dry barrel can
hold about $100,000 worth of singles. Next year, you’ll burn a little under a barrel of cash on Oracle. One barrel
isn’t that bad. But it’s never one barrel. Is this a 5-barrel project or a 10-barreler? More? Too soon to tell. But you
can definitely smell money burning.
At this stage in the meeting, you like to look supplicants in the eye and say, OK, you’ve given me a date and a
budget. But when will it be done? Really, truly, top-line-revenue-reporting finished? Come to confession;
unburden your soul.
This time you stop yourself. You don’t want your inquiry to be met by a patronizing sigh of impatience or another
explanation about ship dates, Agile cycles, and continuous delivery. Better for now to hide your ignorance. When
will it be done? You are learning to accept that the answer for software projects is never.
1.1 Why Are We Here?
We are here because the editor of this magazine asked me, “Can you tell me what code is?”
“No,” I said. “First of all, I’m not good at the math. I’m a programmer, yes, but I’m an East Coast programmer, not
one of these serious platform people from the Bay Area.”
I began to program nearly 20 years ago, learning via oraperl, a special version of the Perl language modified to
work with the Oracle database. A month into the work, I damaged the accounts of 30,000 fantasy basketball
players. They sent some angry e-mails. After that, I decided to get better.
Which is to say I’m not a natural. I love computers, but they never made any sense to me. And yet, after two
decades of jamming information into my code-resistant brain, I’ve amassed enough knowledge that the computer
has revealed itself. Its magic has been stripped away. I can talk to someone who used to work at Amazon.com or
Microsoft about his or her work without feeling a burning shame. I’d happily talk to people from Google and Apple,
too, but they so rarely reenter the general population.
The World Wide Web is what I know best (I’ve coded for money in the programming languages Java, JavaScript,
Python, Perl, PHP, Clojure, and XSLT), but the Web is only one small part of the larger world of software
development. There are 11 million professional software developers on earth, according to the research firm IDC.
(An additional 7 million are hobbyists.) That’s roughly the population of the greater Los Angeles metro area.
Imagine all of L.A. programming. East Hollywood would be for Mac programmers, West L.A. for mobile, Beverly
Hills for finance programmers, and all of Orange County for Windows.
There are lots of other neighborhoods, too: There are people who write code for embedded computers smaller
than your thumb. There are people who write the code that runs your TV. There are programmers for everything.
They have different cultures, different tribal folklores, that they use to organize their working life. If you told me a
systems administrator was taking a juggling class, that would make sense, and I’d expect a product manager to
take a trapeze class. I’ve met information architects who list and rank their friendships in spreadsheets. Security
research specialists love to party.
What I’m saying is, I’m one of 18 million. So that’s what I’m writing: my view of software development, as an
individual among millions. Code has been my life, and it has been your life, too. It is time to understand how it all
works.
Every month it becomes easier to do things that have never been done before, to create new kinds of chaos and
find new kinds of order. Even though my math skills will never catch up, I love the work. Every month, code
changes the world in some
interesting,

Wonderful
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,
or disturbing way.

2.0 Let’s Begin
A computer is a clock with benefits. They all work the same, doing second-grade math, one step at a time: Tick,
take a number and put it in box one. Tick, take another number, put it in box two. Tick, operate (an operation
might be addition or subtraction) on those two numbers and put the resulting number in box one. Tick, check if the
result is zero, and if it is, go to some other box and follow a new set of instructions.
OFFORXORORORORXORANDONXORANDANDANDXORORXORONORXORNANDANDNANDANDANDONO
RANDXORORNANDORANDOFFANDXORORXORORNANDNANDONNANDNANDNANDANDNANDANDNAND
OFFXORXORXORNANDXORNANDANDONXORXORNANDXORORANDAND
This is a simulated circuitry (that is only available on-line) that’s computing as you watch. The switches on
the left turn the current on and off at random, and the logic gates direct the flow of the current. Click the
boxes to change the circuits. Enough of these can compute anything computable.
You, using a pen and paper, can do anything a computer can; you just can’t do those things billions of times per
second. And those billions of tiny operations add up. They can cause a phone to boop, elevate an elevator, or
redirect a missile. That raw speed makes it possible to pull off not one but multiple sleights of hand, card tricks on
top of card tricks. Take a bunch of pulses of light reflected from an optical disc, apply some math to unsqueeze
them, and copy the resulting pile of expanded impulses into some memory cells—then read from those cells to
paint light on the screen. Millions of pulses, 60 times a second. That’s how you make the rubes believe they’re
watching a movie.
Apple has always made computers; Microsoft used to make only software (and occasional accessory hardware,
such as mice and keyboards), but now it’s in the hardware business, with Xbox game consoles, Surface tablets,
and Lumia phones. Facebook assembles its own computers for its massive data centers.
So many things are computers, or will be. That includes watches, cameras, air conditioners, cash registers,
toilets, toys, airplanes, and movie projectors. Samsung makes computers that look like TVs, and Tesla makes
computers with wheels and engines. Some things that aren’t yet computers—dental floss, flashlights—will fall
eventually.
When you “batch” process a thousand images in Photoshop or sum numbers in Excel, you’re programming, at
least a little. When you use computers too much—which is to say a typical amount—they start to change you. I’ve
had Photoshop dreams, Visio dreams, spreadsheet dreams, and Web browser dreams. The dreamscape
becomes fluid and can be sorted and restructured. I’ve had programming dreams where I move text around the
screen.
You can make computers do wonderful things, but you need to understand their limits. They’re not all-powerful,
not conscious in the least. They’re fast, but some parts—the processor, the RAM—are faster than others—like the
hard drive or the network connection. Making them seem infinite takes a great deal of work from a lot of
programmers and a lot of marketers.
The turn-of-last-century British artist William Morris once said you can’t have art without resistance in the
materials. The computer and its multifarious peripherals are the materials. The code is the art.
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2.1 How Do You Type an “A”?
Consider what happens when you strike a key on your keyboard. Say a lowercase “a.” The keyboard is waiting for
you to press a key, or release one; it’s constantly scanning to see what keys are pressed down. Hitting the key
sends a scancode.
Keyboard scanboard (only available on-line)
Just as the keyboard is waiting for a key to be pressed, the computer is waiting for a signal from the keyboard.
When one comes down the pike, the computer interprets it and passes it farther into its own interior. “Here’s what
the keyboard just received—do with this what you will.”
It’s simple now, right? The computer just goes to some table, figures out that the signal corresponds to the letter
“a,” and puts it on screen. Of course not—too easy. Computers are machines. They don’t know what a screen or
an “a” are. To put the “a” on the screen, your computer has to pull the image of the “a” out of its memory as part of
a font, an “a” made up of lines and circles. It has to take these lines and circles and render them in a little box of
pixels in the part of its memory that manages the screen. So far we have at least three representations of one
letter: the signal from the keyboard; the version in memory; and the lines-and-circles version sketched on the
screen. We haven’t even considered how to store it, or what happens to the letters to the left and the right when
you insert an “a” in the middle of a sentence. Or what “lines and circles” mean when reduced to binary data.
There are surprisingly many ways to represent a simple “a.” It’s amazing any of it works at all.
Coders are people who are willing to work backward to that key press. It takes a certain temperament to page
through standards documents, manuals, and documentation and read things like “data fields are transmitted least
significant bit first” in the interest of understanding why, when you expected “ü,” you keep getting “�.”
2.2 From Hardware to Software
Hardware is a tricky business. For decades the work of integrating, building, and shipping computers was a way
to build fortunes. But margins tightened. Look at Dell, now back in private hands, or Gateway, acquired by Acer.
Dell and Gateway, two world-beating companies, stayed out of software, typically building PCs that came
preinstalled with Microsoft Windows—plus various subscription-based services to increase profits.
This led to much cursing from individuals who’d spent $1,000 or more on a computer and now had to figure out
how to stop the antivirus software from nagging them to pay up.

Ballmer chants “Developers!”
SOURCE: YOUTUBE
Years ago, when Microsoft was king, Steve Ballmer, sweating through his blue button-down, jumped up and down
in front of a stadium full of people and chanted, “Developers! Developers! Developers! Developers!”
He yelled until he was hoarse: “I love this company!” Of course he did. If you can sell the software, if you can light
up the screen, you’re selling infinitely reproducible nothings. The margins on nothing are great—until other people
start selling even cheaper nothings or giving them away. Which is what happened, as free software-based
systems such as Linux began to nibble, then devour, the server market, and free-to-use Web-based applications
such as Google Apps began to serve as viable replacements for desktop software.
Expectations around software have changed over time. IBM unbundled software from hardware in the 1960s and
got to charge more; Microsoft rebundled Internet Explorer with Windows in 1998 and got sued; Apple initially
refused anyone else the ability to write software for the iPhone when it came out in 2007, and then opened the
App Store, which expanded into a vast commercial territory—and soon the world had Angry Birds. Today, much
hardware comes with some software—a PC comes with an operating system, for example, and that OS includes
hundreds of subprograms, from mail apps to solitaire. Then you download or buy more.
There have been countless attempts to make software easier to write, promising that you could code in plain
English, or manipulate a set of icons, or make a list of rules—software development so simple that a bright senior
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executive or an average child could do it. Decades of efforts have gone into helping civilians write code as they
might use a calculator or write an e-mail. Nothing yet has done away with developers, developers, developers,
developers.
Thus a craft, and a professional class that lives that craft, emerged. Beginning in the 1950s, but catching fire in
the 1980s, a proportionally small number of people became adept at inventing ways to satisfy basic human
desires (know the time, schedule a flight, send a letter, kill a zombie) by controlling the machine. Coders, starting
with concepts such as “signals from a keyboard” and “numbers in memory,” created infinitely reproducible units of
digital execution that we call software, hoping to meet the needs of the marketplace. Man, did they. The systems
they built are used to manage the global economic infrastructure. 1 If coders don’t run the world, they run the
things that run the world.
Most programmers aren’t working on building a widely recognized application like Microsoft Word. Software is
everywhere. It’s gone from a craft of fragile, built-from-scratch custom projects to an industry of standardized
parts, where coders absorb and improve upon the labors of their forebears (even if those forebears are one
cubicle over). Software is there when you switch channels and your cable box shows you what else is on. You get
money from an ATM—software. An elevator takes you up five stories—the same. Facebook releases software
every day to something like a billion people, and that software runs inside Web browsers and mobile applications.
Facebook looks like it’s just pictures of your mom’s crocuses or your son’s school play—but no, it’s software.

2.3 How Does Code Become Software?
We know that a computer is a clock with benefits, and that software starts as code, but how?
We know that someone, somehow, enters a program into the computer and the program is made of code. In the
old days, that meant putting holes in punch cards. Then you’d put the cards into a box and give them to an
operator who would load them, and the computer would flip through the cards, identify where the holes were, and
update parts of its memory, and then it would—OK, that’s a little too far back. Let’s talk about modern typing-intoa-keyboard code. It might look like this:
ispal: {x~|x}
That’s in a language called, simply, K, famous for its brevity. 2 That code will test if something is a palindrome. If
you next typed in ispal "able was i ere i saw elba", K will confirm that yes, this is a palindrome.
So how else might your code look? Maybe like so, in Excel (with all the formulas hidden away under the numbers
they produce, and a check box that you can check):

But Excel spreadsheets are tricky, because they can hide all kinds of things under their numbers. This opacity
causes risks. One study by a researcher at the University of Hawaii found that 88 percent of
spreadsheets contain errors.
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Programming can also look like Scratch, a language for kids:

That’s definitely programming right there—the computer is waiting for a click, for some input, just as it waits for
you to type an “a,” and then it’s doing something repetitive, and it involves hilarious animals.
Or maybe:
PRINT *, "WHY WON'T IT WORK
END
That’s in Fortran. The reason it’s not working is that you forgot to put a quotation mark at the end of the first line.
Try a little harder, thanks.
All of these things are coding of one kind or another, but the last bit is what most programmers would readily
identify as code. A sequence of symbols (using typical keyboard characters, saved to a file of some kind) that
someone typed in, or copied, or pasted from elsewhere. That doesn’t mean the other kinds of coding aren’t valid
or won’t help you achieve your goals. Coding is a broad human activity, like sport, or writing. When software
developers think of coding, most of them are thinking about lines of code in files. They’re handed a problem, think
about the problem, write code that will solve the problem, and then expect the computer to turn word into deed.
Code is inert. How do you make it ert? You run software that transforms it into machine language. The word
“language” is a little ambitious here, given that you can make a computing device with wood and marbles. Your
goal is to turn your code into an explicit list of instructions that can be carried out by interconnected logic gates,
thus turning your code into something that can be executed—software.
A compiler is software that takes the symbols you typed into a file and transforms them into lower-level
instructions. Imagine a programming language called Business Operating Language United System, or Bolus. It’s
a terrible language that will have to suffice for a few awkward paragraphs. It has one real command, PRINT. We
want it to print HELLO NERDS on our screen. To that end, we write a line of code in a text file that says:
PRINT {HELLO NERDS}
And we save that as nerds.bol. Now we run gnubolus nerds.bol, our imaginary compiler program. How does it
start? The only way it can: by doing lexical analysis, going character by character, starting with the “p,” grouping
characters into tokens, saving them into our one-dimensional tree boxes. Let’s be the computer.
Character Meaning
P
Hmmmm...?
R
Someone say something?
I
I’m waiting...
N
[drums fingers]
T
Any time now...
Space
Ah, "PRINT"
{
String coming!
H
These
E
letters
L
don’t
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L
O
Space
N
E
R
D
S
}
End of file

matter
la
la
just
saving
them
for
later
Stringtime is over!
Time to get to work.

The reason I’m showing it to you is so you can see how every character matters. Computers usually “understand”
things by going character by character, bit by bit, transforming the code into other kinds of code as they go. The
Bolus compiler now organizes the tokens into a little tree. Kind of like a sentence diagram. Except instead of
nouns, verbs, and adjectives, the computer is looking for functions and arguments. Our program above, inside the
computer, becomes this:

Trees are a really pleasant way of thinking of the world. Your memo at work has sections that have paragraphs?
Tree. Your e-mail program contains messages that contain subject lines and addresses? Tree. Your favorite
software program that has a menu bar with individual items that have subitems? Tree. Every day is Arbor Day in
Codeville.
Tree interactive video. (Only available on-line)
Of course, it’s all a trick. If you cut open a computer, you’ll find countless little boxes in rows, places where you
can put and retrieve bytes. Everything ultimately has to get down to things in little boxes pointing to each other.
That’s just how things work. So that tree is actually more like this:

Every character truly, truly matters. Every single stupid misplaced semicolon, space where you meant tab,
bracket instead of a parenthesis—mistakes can leave the computer in a state of panic. The trees don’t know
where to put their leaves. Their roots decay. The boxes don’t stack neatly. For not only are computers as dumb as
a billion marbles, they’re also positively Stradivarian in their delicacy.
That process of going character by character can be wrapped up into a routine—also called a function, a method,
a subroutine, or component. (Little in computing has a single, reliable name, which means everyone is always
arguing over semantics.) And that routine can be run as often as you need. Second, you can print anything you
wish, not just one phrase. Third, you can repeat the process forever, and nothing will stop you until the machine
breaks or, barring that, heat death of the universe. Obviously no one besides Jack Nicholson in The Shining really
needs to keep typing the same phrase over and over, and even then it turned out to be a bad idea.
Instead of worrying about where the words are stored in memory and having to go character by character,
programming languages let you think of things like strings, arrays, and trees. That’s what programming gives you.
You may look over a programmer’s shoulder and think the code looks complex and boring, but it’s covering up
repetitive boredom that’s unimaginably vast. 3
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This thing we just did with individual characters, compiling a program down into a fake assembly language so that
the nonexistent computer can print each character one at a time? The same principle applies to every pixel on
your screen, every frequency encoded in your MP3 files, and every imaginary cube in Minecraft. Computing treats
human language as an arbitrary set of symbols in sequences. It treats music, imagery, and film that way, too.
It’s a good and healthy exercise to ponder what your computer is doing right now. Maybe you’re reading this on a
laptop: What are the steps and layers between what you’re doing and the Lilliputian mechanisms within? When
you double-click an icon to open a program such as a word processor, the computer must know where that
program is on the disk. It has some sort of accounting process to do that. And then it loads that program into its
memory—which means that it loads an enormous to-do list into its memory and starts to step through it. What
does that list look like?
Maybe you’re reading this in print. No shame in that. In fact, thank you. The paper is the artifact of digital
processes. Remember how we put that “a” on screen? See if you can get from some sleepy writer typing that
letter on a keyboard in Brooklyn, N.Y., to the paper under your thumb. What framed that fearful symmetry?
Thinking this way will teach you two things about computers: One, there’s no magic, no matter how much it looks
like there is. There’s just work to make things look like magic. And two, it’s crazy in there.

PHOTOGRAPHER: ASGER CARLSEN FOR BLOOMBERG BUSINESSWEEK; SET DESIGN: DAVE BRYANT
2.4 What Is an Algorithm?
“Algorithm” is a word writers invoke to sound smart about technology. Journalists tend to talk about “Facebook’s
algorithm” or a “Google algorithm,” which is usually inaccurate. They mean “software.”
Algorithms don’t require computers any more than geometry does. An algorithm solves a problem, and a great
algorithm gets a name. Dijkstra’s algorithm, after the famed computer scientist Edsger Dijkstra, finds the shortest

path in a graph. By the way, “graph” here doesn’t mean

but rather

Think of a map; streets connect to streets at intersections. It’s a graph! There are graphs all around you.
Plumbing, electricity, code compilation, social networks, the Internet, all can be represented as graphs! (Now to
monetize …)
Many algorithms have their own pages on Wikipedia. You can spend days poking around them in
wonder. Euclid’s algorithm, for example, is the go-to specimen that shows up whenever anyone wants to wax
on about algorithms, so why buck the trend? It’s a simple way of determining the greatest common divisor for two
numbers. Take two numbers, like 16 and 12. Divide the first by the second. If there’s a remainder (in this case
there is, 4), divide the smaller number, 12, by that remainder, 4, which gives you 3 and no remainder, so we’re
done—and 4 is the greatest common divisor.Δ (Now translate that into machine code, and we can get out of
here.)
There’s a site called Rosetta Code that shows you different algorithms in different languages. The Euclid’s
algorithm page is great. Some of the examples are suspiciously long and laborious, and some are tiny nonsense
poetry, like this one, in the language Forth: 4
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: gcd ( a b -- n )
begin dup while tuck mod repeat drop ;
Read it out loud, preferably to friends. Forth is based on the concept of a stack, which is a special data structure.
You make “words” that do things on the stack, building up a little language of your own. PostScript, 5 the
language of laser printers, came after Forth but is much like it. Look at how similar the code is, give or take some
squiggles:
/gcd {
{
{0 gt} {dup rup mod} {pop exit} ifte
} loop
}.
And that’s Euclid’s algorithm in PostScript. I admit, this might be fun only for me. Here it is in Python (all credit to
Rosetta Code):
def gcd(u, v):
return gcd(v, u % v) if v else abs(u)
What is the largest number that evenly divides 900 and 290?
900 divided by 290 is 3 remainder 30
What is the largest number that evenly divides 290 and 30?
290 divided by 30 is 9 remainder 20
What is the largest number that evenly divides 30 and 20?
30 divided by 20 is 1 remainder 10
What is the largest number that evenly divides 20 and 10?
20 divided by 10 is 2 remainder 0
So 900 and 290 have a greatest common divisor of 10
Calculate again! (Only works in real-time on-line)

A programming language is a system for encoding, naming, and organizing algorithms for reuse and application.
It’s an algorithm management system. This is why, despite the hype, it’s silly to say Facebook has an algorithm.
An algorithm can be translated into a function, and that function can be called (run) when software is executed.
There are algorithms that relate to image processing and for storing data efficiently and for rapidly running
through the elements of a list. Most algorithms come for free, already built into a programming language, or are
available, organized into libraries, for download from the Internet in a moment. You can do a ton of programming
without actually thinking about algorithms—you can save something into a database or print a Web page by
cutting and pasting code. But if you want the computer to, say, identify whether it’s reading Spanish or Italian,
you’ll need to write a language-matching function. So in that sense, algorithms can be pure, mathematical entities
as well as practical expressions of ideas on which you can place your grubby hands.
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Dijkstra distributed a remarkable and challenging set of 18 memos to the global computer science
community, starting in the 1960s and continuing up until his death in 2002, known as “EWDs,” many of
them handwritten.
One thing that took me forever to understand is that computers aren’t actually “good at math.” They can be
programmed to execute certain operations to certain degrees of precision, so much so that it looks like “doing
math” to humans. 6 Dijkstra said: “Computer science is no more about computers than astronomy is about
telescopes.” 7 A huge part of computer science is about understanding the efficiency of algorithms—how long
they will take to run. Computers are fast, but they can get bogged down—for example, when trying to find the
shortest path between two points on a large map. Companies such as Google, Facebook, and Twitter are built on
top of fundamental computer science 8 and pay great attention to efficiency, because their users do things
(searches, status updates, tweets) an extraordinary number of times. Thus it’s absolutely worth their time to find
excellent computer scientists, many with doctorates, who know where all the efficiencies are buried.
It takes a good mathematician to be a computer scientist, but a middling one to be an effective programmer. Until
you start dealing with millions of people on a network or you need to blur or sharpen a million photos quickly, you
can just use the work of other people. When it gets real, break out the comp sci. When you’re doing anything a
hundred trillion times, nanosecond delays add up. Systems slow down, users get cranky, money burns by the
barrel. 9
The hardest work in programming is getting around things that aren’t computable, in finding ways to break
impossible tasks into small, possible components, and then creating the impression that the computer is doing
something it actually isn’t, like having a human conversation. This used to be known as “artificial intelligence
research,” but now it’s more likely to go under the name “machine learning” or “data mining.” When you speak to
Siri or Cortana and they respond, it’s not because these services understand you; they convert your words into
text, break that text into symbols, then match those symbols against the symbols in their database of terms, and
produce an answer. Tons of algorithms, bundled up and applied, mean that computers can fake listening.
A programming language has at least two jobs, then. It needs to wrap up lots of algorithms so they can be reused.
Then you don’t need to go looking for a square-root algorithm (or a genius programmer) every time you need a
square root. And it has to make it easy for programmers to wrap up new algorithms and routines into functions for
reuse. The DRY principle, for Don’t Repeat Yourself, is one of the colloquial tenets of programming. That is, you
should name things once, do things once, create a function once, and let the computer repeat itself. This doesn’t
always work. Programmers repeat themselves constantly. I’ve written certain kinds of code a hundred times. This
is why DRY is a principle.
Enough talk. Let’s code!
2.5 The Sprint
After a few months the budget is freed up, and the Web re-architecture project is under way. They give it a name:
Project Excelsior. Fine. TMitTB (who, to be fair, has other clothes and often dresses like he’s in Weezer) checks
in with you every week.
He brings documents. Every document has its own name. The functional specification is a set of at least a
thousand statements about users clicking buttons. “Upon accessing the Web page the user if logged in will be
identified by name and welcomed and if not logged in will be encouraged to log in or create an account. (See user
registration workflow.)”
God have mercy on our souls. From there it lists various error messages. It’s a sort of blueprint in that it
describes—in words, with occasional diagrams—a program that doesn’t exist.
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Some parts of the functional specification refer to “user stories,” tiny hypothetical narratives about people using
the site, e.g., “As a visitor to the website, I want to search for products so I can quickly purchase what I want.”
10 Then there’s something TMitTB calls wireframe mock-ups, which are pictures of how the website will look,
created in a program that makes everything seem as if it were sketched by hand, all a little squiggly—even though
it was produced on a computer. This is so no one gets the wrong idea about these ideas-in-progress and takes
them too seriously. Patronizing, but point taken.
You rarely see TMitTB in person, because he’s often at conferences where he presents on panels. He then
tweets about the panels and notes them on his well-populated LinkedIn page. Often he takes a picture of the
audience from the stage, and what you see is an assembly of mostly men, many with beards, the majority of
whom seem to be peering into their laptop instead of up at the stage. Nonetheless the tweet that accompanies
that photo says something like, “AMAZING audience! @ the panel on #microservice architecture at
#ArchiCon2015.”
He often tells you just how important this panel-speaking is for purposes of recruiting. Who’s to say he is wrong?
It costs as much to hire a senior programmer as it does to hire a midlevel executive, so maybe going to
conferences is his job, and in the two months he’s been here he’s hired four people. His two most recent hires
have been in Boston and Hungary, neither of which is a place where you have an office.
But what does it matter? Every day he does a 15-minute “standup” meeting via something called Slack, which is
essentially like Google Chat but with some sort of plaid visual theme, and the programmers seem to agree that
this is a wonderful and fruitful way to work.
“I watch the commits,” TMitTB says. Meaning that every day he reviews the code that his team writes to make
sure that it’s well-organized. “No one is pushing to production without the tests passing. We’re good.”
Your meetings, by comparison, go for hours, with people arranged around a table—sitting down. You wonder how
he gets his programmers to stand up, but then some of them already use standing desks. Perhaps that’s the
ticket.
Honestly, you would like to go to conferences sometimes and be on panels. You could drink bottled water and
hold forth just fine.
2.6 What’s With All These Conferences, Anyway?
Conferences! The website Lanyrd lists hundreds of technology conferences for June 2015. There’s an event for
software testers in Chicago, a Twitter conference in São Paulo, and one on enterprise content management in
Amsterdam. In New York alone there’s the Big Apple Scrum Day, the Razorfish Tech Summit, an
entrepreneurship boot camp for veterans, a conference dedicated to digital mapping, many conferences for digital
marketers, one dedicated to Node.js, one for Ruby, and one for Scala (these are programming languages), a
couple of breakfasts, a conference for cascading style sheets, one for text analytics, and something called the
Employee Engagement Awards.
Tech conferences look like you’d expect. Tons of people at a Sheraton, keynote in Ballroom D. Or enormous
streams of people wandering through South by Southwest in Austin. People come together in the dozens or
thousands and attend panels, ostensibly to learn; they attend presentations and brush up their skills, but there’s a
secondary conference function, one of acculturation. You go to a technology conference to affirm your tribal
identity, to transfer out of the throng of dilettantes and into the zone of the professional. You pick up swag and talk
to vendors, if that’s your thing.
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First row: TechCrunch Disrupt NYC, May 2011; Google I/O developers conference, San Francisco, May 2013;
Global Mobile Internet Conference, Beijing, April 2015
Second row:Nvidia GPU, San Jose, September 2010; South by Southwest (SXSW) Interactive Festival, Austin,
March 2013; Apple Worldwide Developers Conference (WWDC), San Francisco, June 2008
Third row: TechCrunch Disrupt NYC, May 2012; Re:publica conference, Berlin, May 2015; TechCrunch Disrupt
NYC, May 2015
Fourth row: SXSW Interactive Festival, Austin, March 2014; WWDC, San Francisco, June 2015; Bloomberg
Technology Conference!, San Francisco, June 15-16
Technology conferences are where primate dynamics can be fully displayed, where relationships of power and
hierarchy can be established. There are keynote speakers—often the people who created the technology at hand
or crafted a given language. There are the regular speakers, often paid not at all or in airfare, who present some
idea or technique or approach. Then there are the panels, where a group of people are lined up in a row and
forced into some semblance of interaction while the audience checks its e-mail.
I’m a little down on panels. They tend to drift. I’m not sure why they exist.
Here’s the other thing about technology conferences: There has been much sexual harassment and much sexist
content in conferences. Which is stupid, because computers are dumb rocks lacking genitalia, but there you have
it.
Women in software, having had enough, started to write it up, post to blogs. Other women did the same. The
problem is pervasive: There are a lot of conferences, and there have been many reports of harassing behavior.
The language Ruby, the preferred language for startup bros, developed the worst reputation. At a Ruby
conference in 2009, someone gave a talk subtitled “Perform Like a Pr0n Star,” with sexy slides. That was
dispiriting. There have been criminal incidents, too.
Conferences began to develop codes of conduct, rules and algorithms for people (men, really) to follow.
If you are subject to or witness unacceptable behavior, or have any other concerns, please notify a
community organizer as soon as possible …
—Burlington Ruby Conference
Php [architect] is dedicated to providing a harassment-free event experience for everyone and will not
tolerate harassment or offensive behavior in any form.
—php[architect]
The Atlanta Java Users Group (AJUG) is dedicated to providing an outstanding conference experience for
all attendees, speakers, sponsors, volunteers, and organizers involved in DevNexus (GeekyNerds)
regardless of gender, sexual orientation, disability, physical appearance, body size, race, religion, financial
status, hair color (or hair amount), platform preference, or text editor of choice.
—devnexus
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When people started talking about conference behavior, they also began to talk about the larger problems of
programming culture. This was always an issue, but the conference issues gave people a point of common
reference. Why were there so many men in this field? Why do they behave so strangely? Why is it so hard for
them to be in groups with female programmers and behave in a typical, adult way?

“I go to work and I stick out like a sore thumb. I have been mistaken for an administrative assistant more than
once. I have been asked if I was physical security (despite security wearing very distinctive uniforms),” wrote
Erica Joy Baker onMedium.com who has worked, among other places, at Google.Δ
Famous women in coding history

Ada Lovelace: The first programmer. She devised algorithms for Charles Babbage’s “analytical engine,”
which he never built.

Grace Murray Hopper: World War II hero and inventor of the compiler.
“Always the only woman in the meeting, often the first—the first female R&D engineer, first female project lead,
first female software team lead—in the companies I worked for,” wrote another woman in Fast
Company magazine.
Fewer than a fifth of undergraduate degrees in computer science awarded in 2012 went to women, according to
the National Center for Women & Information Technology. Less than 30 percent of the people in computing are
women. And the number of women in computing has fallen since the 1980s, even as the market for their skills has
expanded. The pipeline is a huge problem. And yet it’s not unsolvable. I’ve met managers who have built perfectly
functional large teams that are more than half female coders. Places such as the handicrafts e-commerce site
Etsy have made a particular effort to develop educational programs and mentorship programs. Organizations
such as the not-for-profit Girl Develop It teach women, and just women, how to create software.
It’s all happening very late in the boom, though. In 2014 some companies began to release diversity reports for
their programming teams. It wasn’t a popular practice, but it was revealing. Intel is 23 percent female; Yahoo! is
37 percent. Apple, Facebook, Google, Twitter, and Microsoft are all around 30 percent. These numbers are for
the whole companies, not only programmers. That’s a lot of women who didn’t get stock options. The numbers of
people who aren’t white or Asian are worse yet. Apple just gave $50 million to fund diversity initiatives, equivalent
to 0.007 percent of its market cap. Intel has a $300 million diversity project.
The average programmer is moderately diligent, capable of basic mathematics, has a working knowledge of one
or more programming languages, and can communicate what he or she is doing to management and his or her
peers. Given that a significant number of women work as journalists and editors, perform surgery, run companies,
manage small businesses, and use spreadsheets, that a few even serve on the Supreme Court, and that we are
no longer surprised to find women working as accountants, professors, statisticians, or project managers, it’s hard
to imagine that they can’t write JavaScript.
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Programming, despite the hype and the self-serving fantasies of programmers the world over, isn’t the most
intellectually demanding task imaginable.
Which leads one to the inescapable conclusion: The problem with women in technology isn’t the women.
Some demographics taken from Stack Overlow's 2015 developer survey:

3.0 Why Are Programmers So Intense About Languages?
Many conferences are organized around specific programming languages or specific communities (PyCon for
Python programmers; the Strata conference for big data; Oscon for open-source coders); these are ritual events
for the people in those communities. Attendees gather, talk, and post the videos on YouTube. Language matters.
Programmers track the success of computer languages the way other people track sports rankings, commenting
on Web forums such as Reddit (where many languages get their own “subreddit,” and reddit.com/r/programming
currently has 620,202 readers), or Hacker News, run by the venture capital firm Y Combinator (a company named
after a special kind of function that operates on other functions), or Lambda the Ultimate(named after a series of
papers written mostly in the 1970s about the influential programming language Scheme—the more insidebaseball the name, the nerdier the subject matter).
There are hundreds of programming blogs. Many large corporations let their engineers blog (a generous gift,
given how many recruiters are hovering). Discussions about programming go on everywhere, in public, at all
times, about hundreds of languages. There is a keen sense of what’s coming up and what’s fading out.
It’s not simply fashion; one’s career as a programmer depends on demonstrating capacity in one or more
languages. So there are rankings, frequently updated, rarely shocking. As of April 15, the world’s most-used
computer languages, according to the Tiobe index (which uses a variety of indicators to generate a single ranking
for the world of programming), are Java, C, C++, Objective-C, and C#, followed by JavaScript, PHP, and Python.
The rankings are necessarily inexact; another list, by a consulting firm called RedMonk, gives JavaScript the top
spot, followed by Java. There are many possible conclusions here, but the obvious one is that, all things being
equal, a very good Java programmer who performs well in interviews will have more career options than a similar
candidate using a more obscure language.
If you code, by the time a language breaks through to the top 10 or 20, you’ve heard of it, read blog posts about it,
heard people lament how terrible or wonderful or misguided it is, possibly watched a few video tutorials, or played
with it a little. Taking new languages out for a spin is a good thing for a programmer to do. Often all you have to
do is download some files and write a couple lines of code, then decide if you want to go further. Most languages
are free to download and use.
Why do people construct and then give away free languages? Well, the creation of a good computer language is
the work of an apex programmer. To have produced a successful language is acknowledged as a monumental
effort, akin to publishing a multivolume history of a war, or fighting in one. The reward is glory.
Changing a language is like fighting that war all over again, and some languages have at times been trapped in a
liminal state between their old, busted selves, and their new, promised version. Perl 5, released in the mid-1990s,
was a language uniquely suited to the World Wide Web, and it grew as the Web grew; Perl 6 was supposed to be
better in every way, and a redesign began with grand pronouncements in 2000. But after 15 years of people
working continually and often for free on a project they consider in the public interest, there’s still no official Perl 6.
(Latest ETA: Christmas 2015.)
The Python language community, keenly aware of the Perl community’s problems, decided to make necessary
but difficult changes to the language as part of the transition from Version 2 to Version 3. They would modernize,
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clean up rough edges—but avoid grand reinventions. Development of Python 3.0 started in 2006; the first working
version came out in 2008; and in 2015, the transition is ongoing.
Making a new language is hard. Making a popular language is much harder still and requires the smile of fortune.
And changing the way a popular language works appears to be one of the most difficult things humans can do,
requiring years of coordination to make the standards align. Languages are large, complex, dynamic expressions
of human culture.
CODE ATLAS Stack Overflow, a website for coders, asked users around the world to tell them which languages
and technologies they’ve worked with over the past year. JavaScript was the most-selected language by far.
Here, we show which technologies are used at an unusually high rate in each country.

Python

United States

Visual Basic

Mexico and Indonesia

C++ 11

Russia, Poland, Czech Republic, Germany, Norway

C

France, Greece, Portugal

WordPress (PHP)

Pakistan, South Africa

Android

Spain

Nodel.js

Finland

Angular JS

Ukraine

iOS

Turkey, China, Austria, Sweden

C#

Iran, Belgium, New Zealand

Ruby

Canada, Brazil, Argentina, Ireland

LANGUAGES SHOWN FOR EACH COUNTRY ARE THOSE WITH THE HIGHEST PERCENT
DIFFERENCE BETWEEN THAT COUNTRY'S SELECTION RATE AND THE AVERAGE SELECTION
RATE. SOME ANCILLARY TECHNOLOGIES, LIKE SQL SERVER, WERE LEFT OUT.
3.1 The Beauty of the Standard Library
The true measure of a language isn’t how it uses semicolons; it’s the standard library of each language. A
language is software for making software. The standard library is a set of premade software that you can reuse
and reapply.
Take Python, which is “batteries included,” meaning that it comes with tons of preexisting code, organized into
“modules,” that you can reuse. Its standard library has functions that let you copy Web pages or replace words in
a document.
Interactive video (only available on-line)
What does that mean, to process text? Well, you might have a string of text (The Quick Brown Fox) and save it in
a variable called my_string. So now you can call standard methods on that string. You can say my_string.lower(),
and it will make all the words lowercase, producing “the quick brown fox.”
Truly understanding a language’s standard library is one of the ways one becomes proficient in that language.
Typically you just visit Web pages or read a book.
But the standard library is only the beginning. For many languages—and Python is exemplary—there’s an
enormous library of prewritten modules available for nearly instantaneous download, using “package manager”
software. A module (or library, or package) is code that is intended to extend a language’s capabilities.
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Let’s say you work for an advertising agency and need to process through 100,000 pictures and scale and
sharpen them.
You type one command: sudo pip install Pillow, and the Pillow module is downloaded, compiled automatically,
and placed into the correct directory for later reuse. You have to know, of course, that most modern languages
have modules for image processing; you also need to know that Pillow is the most commonly used imageprocessing toolkit. Knowing how to find that out is part of the job of coding. You might learn it by Googling. You
might ask a friend. You might get that information out of a book, or a website like The Hitchhiker’s Guide to
Python.
A coder needs to be able to quickly examine and identify which giant, complex library is the one that’s the most
recently and actively updated and the best match for his or her current needs. A coder needs to be a good
listener.
But what a payoff! Now that Pillow is installed, you have, at your typing fingertips, dozens of routines and
functions related to image processing that you can use in your code: change colors, rotate by a number of
degrees, scale, convert GIF images to JPEGs, and so forth. Or if you need to do very complex numerical analysis
and statistics work, you can download NumPy, and suddenly an enormous range of mathematical algorithms are
available to you, hundreds of years of science and research boiled down. Audio processing, interacting with
peculiar hardware, speaking to databases—there are packages for all of these things. But you need to know how
to find them, what they are called. Code isn’t just obscure commands in a file. It requires you to have a map in
your head, to know where the good libraries, the best documentation, and the most helpful message boards are
located. If you don’t know where those things are, you will spend all of your time searching, instead of building
cool new things.
3.2 What Do Different Languages Do?
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If all computer languages do the same thing (make the computer do what you want), then why does it matter
which one you choose? For the same reason that you wouldn’t take a bicycle to pick up a fridge or get a physical
from an oncological neurosurgeon. Some tools are better for certain jobs.
It’s possible for a C programmer and a Java programmer to read each other’s code, but it’s harder to make C
code and Java code work together. C and Java represent the world in different ways, structure data in different
ways, and address the components of the computer in different ways. There are true benefits to everyone on a
team using the same language. They’re all thinking the same way about how to instruct the computer to process
data.
It’s not necessary for every team across a big organization to use the same language. In fact, it’s often
counterproductive. Large organizations have lots of needs and use many languages and services to meet them.
For example, Etsy is built atop PHP—but its product-search service uses Java libraries, because the solutions for
search available in Java are great.
Some programming languages, such as C, will do their best to do exactly as you ask, even if that means crashing
your computer. Others, like OCaml and Haskell, are very constrained and ask a programmer to hew to a narrow
form, trying to steer you away from anything stupid. 11
Some languages have cute logos, like the Go gopher.
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There’s Scratch, a teaching language for kids. It doesn’t use text much at all but allows li’l coders to move icons
around on screen and assemble programs like Legos. Its logo is a smiling cat on two legs.

And then there’s Lisp, which didn’t come with a logo when it was first proposed in the 1950s but now has a
community-created five-eyed alien holding a flag with its proboscis. Lisp is a classic language. There are some
languages that just have authority, elegance—canonical computer languages.

And one of these is C. Most of the popular languages look a lot like it. C’s de facto logo is, well, the letter C. C is
called C because it came after another language. That language was called B.
3.3 The Importance of C
C is as big a deal as you can get in computing. Created by Dennis Ritchie starting in the late 1960s at Bell Labs,
it’s the principal development language of the UNIX operating system. Unix (lowercased now, to refer to the idea
of Unix instead of the branded version) is a simple operating system—basically it’s a kernel 12 that manages
memory and runs software, a large collection of very small utility programs, and a “shell” that helps you knit
programs into “shell scripts.” If you couldn’t do what you needed with shell scripts, you might write a new utility in
C and add it to the utility library. This was a nice and practical way of working, and it coincided with the rise of
various kinds of networks that today we refer to collectively as the Internet. So Unix spread from Bell Labs to
academia, to large industrial systems, and eventually leached into the water supply of computing until it was
everywhere. And everywhere that Unix went, C was sure to go.

PHOTOGRAPHER: JEREMY LIEBMAN FOR BLOOMBERG BUSINESSWEEK
C is a simple language, simple like a shotgun that can blow off your foot. It allows you to manage every last part
of a computer—the memory, files, a hard drive—which is great if you’re meticulous and dangerous if you’re
sloppy. Software made in C is known for being fast. When you compile C, it doesn’t simply become a bunch of
machine language in one go; there are many steps to making it really, ridiculously fast. These are called
optimizations, and they are to programming what loopholes are to taxes. Think of C as sort of a plain-spoken
grandfather who grew up trapping beavers and served in several wars but can still do 50 pullups.
C’s legendary, lucid manual and specification, The C Programming Language, written by Ritchie and Brian
Kernighan (known by its nickname, K&R), is a quick and simple read—physically light in comparison with modern,
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heavy-stock guides to programming on bookstore shelves. This recommended text was published in 1978, when
personal computing barely existed, back when a computer was a large piece of industrial equipment used to
control a refrigeration system or calculate actuarial tables. It was in K&R that “Hello, world!” became the canonical
example program for any language. By convention, almost every introduction to any programming language since
then starts with a variation on “Hello, world!”
Here is the ur-text of computational self-introduction:
#include <stdio.h>
int main()
{
printf("Hello, world!\n");
}
Which will, when compiled and run, print “Hello, world!” to the screen. Let’s write a program where you give it a
number x and it prints out all the squares of the numbers from 1 to x—just the sort of practical, useful program
that always appears in programming tutorials to address the needs of people who urgently require a list of
squares.
#include<stdio.h>
void squares(int v)
{
for (int i=1;i<v+1;i++) {
printf("%d ", i*i);
}
printf("\n");
}
int main()
{
squares(10);
}
To compile this program on a Macintosh, I saved it as squares.c and opened up Terminal.app and typed:
gcc squares.c
$ ./a.out
And it produced:
1 4 9 16 25 36 49 64 81 100
That runs the GNU C Compiler and produces a default file called a.out, which I ran on the command line,
13 to get my squared numbers, and bully for me. If I wanted to change the code, I would run the commands,
and the program would update accordingly.
This isn’t great code by any stretch. 14 You just need to squint a little to see that there are small, repeatable
units that fit together in certain ways. There’s a function called squares. That’s the important part. You feed it a
number, an integer. Then it counts from 1 to that integer and with each count it prints the square of that number.
Then it prints a new line. Done.
The Linux kernel is written in C. The software that connects your printer to your computer could be in C. The Web
servers that serve up your Web pages are often written in C. It’s also a good language for writing other
languages—Python, PHP, and Perl are written in C, as are many others. C is a language you use for building
systems; it has the same role in computing that Latin did among Renaissance academics. You won’t often meet a
serious practitioner of the digital arts who doesn’t have at least a passing familiarity. The more serious scholars
are pretty fluent.
But remember that list of popular languages? C++? Objective-C? C#? Java? What many people code daily is not
actually C, but one of the many Vulgates. Advocates of these languages make various arguments in their favor;
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they are better for large groups, for “programming in the large.” These languages, they say, organize code into
libraries that are shareable, reusable, and less likely to cause pain and suffering. These are object-oriented
adaptations of C.
3.4 The Corporate Object Revolution
If you’re going to understand how code works in a corporate environment, you need to understand what objectoriented programming is.
There are many definitions. I’ll wade in and provide my own and face the consequences. Object-oriented
programming is, at its essence, a filing system for code. As anyone who’s ever shared a networked folder—or
organized a physical filing cabinet—knows, without a good shared filing system your office will implode. C, people
said in the 1980s and ’90s, is a great language! An excellent language! But it doesn’t really let you organize
things. You end up with all these functions. It’s a mess. I mean, we have this data structure for our customers
(name, address, and so forth), and we have all these functions for manipulating that data (update_address,
send_bill,delete_account), but the thing is, those functions aren’t related to the data except by the naming
convention. C doesn’t have a consistent way to name things. Which means it’s hard to find them later. Objectoriented programming gave programmers a great way to name things—a means of building up a library. I could
call (run) update_addresson a picture of a dog or an Internet address. That approach is sloppy and dangerous
and leads to bugs (our forebears reasoned, and not without precedent), and it makes it hard to program with big
teams and keep track of everything.
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So what if, whaaaat if, we made a little box called Customer (call it a “class,” as in the taxonomical sense, like a
Customer is a subclass of the species human, which is a subclass of mammal, etc.), and we put the data and
methods relating to customers into that box. (And by box, it’s literally just “public class Customer {}” and anything
inside the {} relates to that particular class.)
I mean, you wouldn’t even need to look inside the box. You’d just download a large set of classes, all nested
inside one another, study the available, public methods and the expected data, and start programming. Hey,
you’d say, let’s put some data into our object, take some data out. Every time we have a new customer we make
a new instance of our class. Code can be a black box, with tentacles and wires sticking out, and you don’t need
to—don’t want to—look inside the box. You can just put a couple of boxes next to each other, touch their
tentacles together, and watch their eldritch mating.
This works out very well, in theory.
The archetypal object-oriented programming language is Smalltalk, created by a coterie of geniuses at Xerox
PARC during that institution’s most glorious of glory days. After years of gestation, Smalltalk was born in 1972,
the same year as C, and gelled around 1980. It was inspired by many of the big ideas in computer science, but
also by Platonism, by cell biology, and by a predecessor language called Simula, the first object-oriented
language, which per its name was designed to … simulate things. While C was created within the New Jersey
research facilities (Bell Labs) of an industrial monolith (AT&T) to solve problems at hand, Smalltalk was built at
the far-off California outpost of a different industrial monolith, Xerox, to solve the problems of the distant future.
Thus Smalltalk represents the world differently than C.
Smalltalk has a funny name and a friendly attitude, but its specification ran to 700 pages. It was a big system. C
gave you an abstraction over the entire computer, helping you manage memory and processes inside the
machine. Smalltalk gave you an abstraction over all of reality, so you could start dividing the world into classes
and methods and the like. Where C tried to make it easier to do computer things, Smalltalk tried to make it easier
to do human things.
This isn’t better or worse. It’s just different. Here is some Smalltalk code:
Transcript show: 'Hello, world!'.
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It prints that short sentence in the Transcript Window on the user’s screen. The Transcript is an object—and here
it’s receiving a message (show:) with an argument—i.e., input—“Hello,” etc. You type that in, select it with your
mouse (even in the early 1980s), and tell the computer to execute it. It compiles just that bit of code and adds it to
the rest of the running system. It looks like this:

Tons of windows all talking to each other. Each window is, well, an object. And instead of programming it and
compiling the program, then running it, you just dive right into this living, breathing, window-full environment, and
start making new objects that send messages to other objects. If you save where you are, and come back five
years later, well, everything will look exactly the same.
The thing is, all those boxes can be manipulated. They’re all objects. It’s almost too powerful: The boundaries that
are clear in most languages—between data and code, between files and executables, between the operating
system and applications, between closed and open software—all of those borders are fuzzed by design. Smalltalk
is a vision of the computer as its own, native medium. The whole system can be modified, by anyone. The
dominant version is called Squeak (logo: cute mouse), and a modernized version is called Pharo (logo:
lighthouse). Both are free and easy to download.
As a middling programmer I find the Smalltalk environment fascinating, but it never pulls me all the way through
the looking glass. One day, I’ve promised myself, I’ll read (or skim with intent) the huge Smalltalk specification
from the 1980s—a seminal text and a grand attempt to organize reality along computer principles. The problem is
that Smalltalk requires one to adopt not just a method of working but also a philosophy of the world, where
everything is organized in a hierarchy of classes. I love to play with it, but I typically stumble back to more familiar
approaches. Being an advocate for Smalltalk is a little like being very into Slovenian cinema or free jazz. Some of
its advocates are particularly brilliant people. I’m not one of them.
Smalltalk’s history is often described as slightly tragic, because many of its best ideas never permeated the
culture of code. But it’s still around, still has users, and anyone can use Squeak or Pharo. Also—
1. Java is an object-oriented language, influenced by C++, that runs on a virtual machine (just like
Smalltalk).
2. Objective-C, per its name, jammed C and Smalltalk together with no apologies.
3. C# (pronounced “C sharp”) is based on C and influenced by Java, but it was created by Microsoft for use
in its .NET framework.
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4. C++ is an object-oriented version of C, although its roots are more in Simula.
The number of digital things conceived in 1972 that are still under regular discussion is quite small. (It was the
year of The Godfather and Al Green’s Let’s Stay Together.) The world corrupts the pure vision of great ideas. I
pronounce Smalltalk a raging, wild, global success.
3.5 Look How Big and Weird Things Get With Just Python
Python is a very interesting language and quite popular, too. It’s object-oriented but not rigid. 15 And it’s widely
understood to be easier than C for programmers to use, because it provides more abstractions for programmers
to reuse. It hides much of the weirdness of the computer and many details of how computation is performed.
Python is usually slower than C; this is the price you pay for all those sweet levels of abstraction. In the vast
majority of cases this difference in speed truly doesn’t matter, regardless of how much people protest. It’s only of
consequence when you’ve built up a system in Python and a part of it runs millions or billions of times, slowing
down the computer—and thus requiring more resources to get its work done.
What then? Does this mean you need to throw away all your Python and start over in some other language?
Probably not. Python has a deserved reputation as a “glue language,” meaning you can take code from other,
lower-level languages such as C, C++, and Fortran 77 (yes, as in the year 1977), code that is close to the
machine and known to be sound, and write “wrapper functions.” That is, you can embed the older, faster code in
the newer, slower, but easier-to-use system.
A big part of this process is in wrapping up the old code in nice, well-organized Python functions. In many ways
the idiom of a language is not just how it looks but also how it feels. Some languages emphasize brevity. Some
support long, complex functions, while others encourage you to break up functionality into small pieces. Style and
usage matter; sometimes programmers recommend Strunk & White’s The Elements of Style—that’s right, the one
about the English language. Its focus on efficient usage resonates with programmers. The idiom of a language is
part of its communal identity.
Python is not the glue for everything, though. It’s hard to connect to Java but fits C hand to glove. There’s a
version of Python designed to run inside of Java and use Java code. That’s called Jython. If you want a version
that works with Microsoft’s .NET, you can go with IronPython.
But there’s another way to interpret all this activity around Python: People love it and want it to work everywhere
and do everything. They’ve spent tens of thousands of hours making that possible and then given the fruit of their
labor away. That’s a powerful indicator. A huge amount of effort has gone into making Python practical as well as
pleasurable to use. There are lots of conferences, frequent code updates, and vibrant mailing lists. You pick a
language not just on its technical merits, or its speediness, or the job opportunities it may present, but also on its
culture.
Python people, generally, are pretty cool.
4.0 Why Are Coders Angry?
There’s a website dedicated to language benchmarks, to measuring how fast certain languages run compared
with others, and it includes this preface to stave off riots: “These are not the only compilers and interpreters.
These are not the only programs that could be written. These are not the only tasks that could be solved. These
are just 10 tiny examples.” 16
It sometimes appears that everyone in coding has a beef. You can feel it coming off the Web pages. There are a
lot of defensive postscripts added in response to outrage. “People have reacted strongly to this post,” they’ll read.
“I did not mean to imply that Java sucks.”
Languages have agendas. People glom onto them. Blunt talk is seen as a good quality in a developer, a sign of
an “engineering mindset”—spit out every opinion as quickly as possible, the sooner to reach a technical
consensus. Expect to be told you’re wrong; expect to tell other people they’re wrong. (Masculine anger, bluntly
expressed, is part of the industry.)
Coding is a culture of blurters. This can yield fast decisions, but it penalizes people who need to quietly compose
their thoughts, rewarding fast-twitch thinkers who harrumph efficiently. Programmer job interviews, which often
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include abstract and meaningless questions that must be answered immediately on a whiteboard, typify this
culture. Regular meetings can become sniping matches about things that don’t matter. The shorthand term for
that is “bikeshedding.” (Who cares what color the bike shed is painted? Well …)
Code culture is very, very broad, but the geographic and cultural core is the Silicon Valley engine of progress. The
Valley mythologizes young geniuses with vast sums. To its credit, this culture works; to its shame, it doesn’t work
for everyone.
At any moment some new thing could catch fire and disrupt the tribal ebb and flow. Instagram was written in
Python and sold for $700 millionΔ, so Python had a moment of glory. The next mind-blowing app could show up,
written in some new language—and start everyone taking that more seriously. Within 18 months your skills could
be, if not quite valueless, suspect.
I was in a meeting once where someone said, “How long will it take to fix that?” One person, who’d been at the
company for years, said, “Three months.” A new person, who’d just come from a world of rapidly provisioned
cloud microservices, said, “Three minutes.” They were both correct. That’s how change enters into this world.
Slowly at first, then on the front page of Hacker News.
Programmers carve out a sliver of cognitive territory for themselves and go to conferences, and yet they know
their position is vulnerable. They get defensive when they hear someone suggest that Python is better than Ruby,
because [insert 500-comment message thread here]. Is the next great wave swelling somewhere, and will it wash
away Java when it comes? Will Go conquer Python? Do I need to learn JavaScript to remain profitable?
Programmers are often angry because they’re often scared. We are, most of us, stumbling around with only a few
candles to guide the way. We can’t always see the whole system, so we need to puzzle it out, bit by bit, in the
dark.
4.1 The Legend of the 10x Programmer
Programming has twin cults of genius and youth. One of the ways Google acquired its reputation was by hiring
fresh-faced whizzes. Ph.D.s from Stanford, Cal Tech, MIT, and Carnegie Mellon were table stakes. The true
programmer began to code in utero and has an IQ of at least 10,000.
There’s even the legend of the 10x programmer, an individual who is just that much more productive than the
proletariat. There is evidence that some programmers are much more productive than their equally experienced
peers; but other studies have found this to be engineering folklore. Ten is an order of magnitude in a discipline
that uses orders of magnitude to estimate things. Ten is an attractive and thus suspicious number.
That said, the industry undeniably attracts brilliant thinkers. I’ve met a few. You can tell they’re brilliant because
their solutions make you laugh and go, “Oh, I would never have thought of that.” The sparks in their brains jump
some pretty wide gaps. They know more than the manuals. Some people put the time in; some people can’t help
but be obsessed; and some people are just so damn smart that it’s a revelation to be around them.
Dream of 10x programmers if you will. But I wouldn’t hold out hope that one will come to work for you. You can’t
hire them for the same reasons you can’t coach the Chicago Bulls and you aren’t often called upon to date
supermodels of your preferred gender. They’re not interviewing at your crappy company for your crappy job.
They’re not going to come and rescue your website; they’re not going to make you an app that puts mustaches on
photos; they’re not going to listen to you when you offer them the chance to build the next Facebook, because, if
they exist, they are busy building the real Facebook. Sometimes they’re thinking about higher mathematics, or
how to help a self-driving car manage the ethical choice between running over a squirrel and driving off a cliff. Or
they’re riding their bikes, or getting really into pottery. It’s hard to have a better life than a great programmer, as
long as they’re unencumbered by physical or mental illness.
Programming is a task that rewards intense focus and can be done with a small group or even in isolation. It’s
come to have an association with Asperger’s syndrome; many programmers will say they “are somewhere on the
spectrum,” though these self-diagnoses can be a little self-serving—being obsessive is seen as a good thing by
many coders. And some jobs programs have successfully placed people on the autism spectrum in programming
careers. But the idea that people with Asperger’s make good programmers is as suspect as the idea that women
aren’t naturally inclined to coding; both assumptions, to use a term beloved of the Internet, are problematic, and
deeply reductive. Tread lightly: All kinds of people can be programmers. And autistic people can have all kinds of
careers.
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If 10x programmers exist, they require 10x managers at 10x companies. There’s no shame in not being 10x
yourself.
For a truly gifted programmer, writing code is a side effect of thought. Their skill isn’t in syntax; it’s how they
perceive time and computation. They can see the consequences of their actions more quickly than the next
programmer; they spend less time in the dark. Their code still has bugs, it still needs to be optimized—they’re not
without flaws. But for every candle we own, they have three or four flashlights and a map.
4.2 The Thing About Real Artists Is That They—
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As a class, programmers are easily bored, love novelty, and are obsessed with various forms of productivity
enhancement. God help you if you’re ever caught in the middle of a conversation about nutrition; standing desks;
the best keyboards; the optimal screen position and distance; whether to use a plain text editor or a large,
complex development environment; chair placement; the best music to code to; the best headphones; whether
headphone amplifiers actually enhance listening; whether open-plan offices are better than individual or shared
offices; the best bug-tracking software; the best programming methodology; the right way to indent code and the
proper placement of semicolons; or, of course, which language is better. And whatever you do, never, ever ask a
developer about productivity software.
Productivity Enhancers
Nutrition: Soylent
Heralded as “the end of food.” Contains potato and rice starches, oat flour, oils, vitamins, and minerals. It
was invented in 2013 by Rob Rhinehart, a programmer hoping to make mealtime more efficient. Price:
$70 for a bag of Soylent powder, or about $3 per meal.

Caffeine delivery system: Club-Mate
A fizzy drink from a Bavarian brewery sold mostly in Europe. It’s made from yerba mate, which has
caffeine and polyphenols. Programmers also loooove coffee.

Computer: 13-inch MacBook Pro
Widely rated as having best-in-class hardware, these machines are capable of running Mac as well as
Windows and Linux operating systems.

Text editor: Highly subjective
Developers use scores of different text editors, programs that allow them to more easily write and debug
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code. Favorites include Sublime Text, Text Wrangler, and Brackets.

Old-school desk: The Jerker
Nerds in countless online forums pine after this discontinued modular Ikea workstation, which allows a
user to customize desk and shelf height. It sells for about $250 on EBay.

Standing desk: GeekDesk Max
With four preset heights, a steel frame, and dual motors that lift or lower the tabletop at 1.1 inches per
second, this desk can support up to 335 pounds. It comes in small ($949) and large ($985).

Meanwhile, the executives who run large programming teams have to actually ship software. “Ship” is a cult word.
If they don’t ship on time, managers could get a lower rating on their performance reviews and end up making
only inordinate, as opposed to obscene, amounts of money. Wine cellars are at risk, not to mention alimony
payments. As managers, their job—along with all the trust falls and consensus-building and active listening—is to
reduce ship risk, which comes in many forms: bad bugs; features that were promised to bosses or clients that
distract from boring, utterly necessary features; or test servers that crash at night.
One of the greatest ship risks is anything shiny. This is where languages are particularly risky. An experienced
and talented programmer can learn a language in a week, but a middling one is going to take much longer.
Meanwhile, exciting, interesting programming languages always come with a list of benisons, promises of speed
or productivity or just happiness. No, really. Happiness is a serious selling point for languages, and people have
written blog posts where they analyze how people discuss code. According to an analysis by GitHub user Tobias
Hermann, PHP coders are far more likely to use the word “hate” in their Reddit comments than Clojure
programmers; Clojure programmers are far more likely to use the word “cool” than PHP programmers.
There are many blog posts on how to persuade your manager to switch to a new language. Experienced
managers, who bear scars and were often coders themselves, become practiced at squinting and coughing and
saying things like, “No, the switching cost is just too high right now,” or, “Maybe we could do a two-week trial
project when we build the analytics reporting engine.” 17
Then the programmers shuffle back to their standing desks and complain until the product is shipped. Or else
they just quit, because Lord knows there are jobs out there. For programmers, particularly the young ones, there
are jobs everywhere.
Managers and old coders have fewer options. It’s often better to just keep working and shipping, even if the code
starts to look ugly, even if there are nominally better solutions, even as the technical debt 18 accrues around
you, because in a few years everything will change. Maybe you’ll get promoted and the new manager will have
the will and motive to tear up everything you did, cursing, and start again (perhaps using a new language) with the
goal of making something much simpler. Or the entire industry will spasm and everything you’ve done will need to
be thrown away and rebuilt along new lines anyway. (From desktop to Web, from Web to mobile, from mobile
to … quantum? Who knows. But there’s always something.)
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Some code is beautiful and you want to read it, reuse it, and take it into your program and your heart.
Some code is annoying and pretentious, and some code looks good at first and turns out to be kind of
mean. Estimating code quality is a big part of programming. Go on—judge.
Somehow it keeps working out. The industry is always promising to eat itself, to come up with a paradigm so
perfect that we can all stop wasting our time and enter a world of pure digital thought. It never happens.
4.3 We Still Need to Choose …
Nine weeks into the re-architecture, you have asked TMitTB to come by the office and talk next steps.
You’ve noticed that his team has started to dress like him. One of the women is in tall boots and has done
something complex with her hair. She’s wearing a black leather jacket. Nothing ostentatious, just cooler. She was
previously all Patagonia. Is this how programmers dress? How did they get their own executive style?
“PHP,” he says, “well—it is what it is. The team had a good time at PHP[world]. But I think the thing we might
have learned …”
He doesn’t pronounce the brackets, of course, but you approved the expense, and that’s how they write it,
bracketed. It’s good they had a good time, because it cost you $25,000 to send them to that conference and put
them in hotels and feed them, and you have no idea whether that was money well spent or not.
“… is that we really need to move off of PHP.”
Oh. Well. There’s your answer.
“We’re all agreed that PHP isn’t the language for our next five years.”
“Which one would you say is?”
“Ay, there’s the rub,” he says, and you have to remind yourself to not show him your real face right now. If he
quotes Hamlet again, though …
“Well,” you ask, “which language do you want to use?”
He looks confused. “I mean, it doesn’t matter,” he says. “I don’t write the code.”
Then who does? And you realize, right now, the answer is no one.
4.4 Why Are There So Many Languages?
One of the famous papers in computing, “The Next 700 Programming Languages,” by P.J. Landin, talks about the
1,700 languages already cluttering up the computing landscape. It was written for an academic journal and has a
wonderfully accurate, koan-like opening statement: “Most programming languages are partly a way of expressing
things in terms of other things and partly a basic set of given things.” It was published in 1966.
A few of those 1,700 languages are still with us. 19 Cobol, for example, a legendary and much-hated, extremely
verbose language that was intimately linked to the “year 2000” problem. As computer scientist Dijkstra once
described it, “The use of Cobol cripples the mind; its teaching should, therefore, be regarded as a criminal
offence.”
While no one sings its praises (except for banks—banks love Cobol), it still runs on mainframes. Fortran, for
Formula Translating System, by John Backus, and LISP, for List Processor, by John McCarthy (eventually it was
lowercased to Lisp, just as UNIX became Unix), were both developed in the 1950s, in the days of Desk Set-style
computers fed by huge tapes or paper cards, and both are still in use today. The power granted by Fortran was
inherent in its name—it looks almost comically computerish:
PROGRAM SQUARES
CALL SQUARE(10)
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END
SUBROUTINE SQUARE(N)
SUM = 1
DO 10 I = 1, N
WRITE (*,'(I10,$)') (I*I)
10 CONTINUE
PRINT *, ""
END

“Much of my work has come from being lazy. I didn’t like writing programs, and so, when I was working on
the IBM 701, writing programs for computing missile trajectories, I started work on a programming system
to make it easier to write programs.”
— John Backus, 1979, inThink, the IBM employee magazine

That’s the same program that we wrote in C, page 50, the one that ever-so-usefully prints a list of squares. You
can pick up the weird metallic smell of large computer centers with raised floors just by looking at some Fortran.
20 It excels at the numerical computing needed by scientists and still beats C for some tasks. Physicists and
astronomers like (well, live with) Fortran.
Lisp, though, is another kind of beast. It emerged straight out of mathematical research. There are many things
that made Lisp peculiar. Some people say it stands for “Lots of superfluous parentheses.” 21
(defun squares (count)
(dotimes (n count)
(format t "~a " (* (+ n 1)
(squares 10)

(+ n 1)))))

Back in the 1980s, while the Fortran programmers were off optimizing nuclear weapon yields, Lisp programmers
were trying to get a robot to pick up a teddy bear or write a sonnet. But one day, the people who ran the funding
parts of the world came in, yelled, “Shut it all down,” and pulled a big red switch (which was probably programmed
in Fortran). The Lisp programmers, who had yet to simulate a human brain or automatically produce a great
sonnet, were left with only regret. 22 The Lisp machine companies began to shut down and sell off their assets.
Students were more likely to learn C or Java. Lisp became a cautionary tale, its unique, unified vision of the
computer a fond memory of a better era. And yet …
There’s still quite a bit of Lisp in the world, such as in the air-travel data system built by ITA, which was acquired
by Google. When you Google “flight from nyc to berlin,” ITA is in there in the background, running Lisp. There was
a time when Lisp looked to be deader than ancient Greek: a beautiful philosophical system, but not practical.
Lisp blurs the line between code and data in the way it allows functions to refer to themselves. It works, but it’s a
little much to ask a regular programmer to see the world as infinitely programmable. We need clarity.
Which means we really need to talk about data.
5.0 The Time You Attended the E-mail Address Validation Meeting
In the interest of understanding more about how all this works, and with an open invitation from TMitTB, you
attend a meeting of the programmers.

249

Two of them are late, and bravely you ask the one already in attendance to explain what’s going on. He quickly
gathers the limits of your information through a series of questions, beginning with, “Do you know what a Web
page is?”
Here’s what he shows you: To gather an e-mail address and a name, you can make a Web page using HTML.
23
Here’s the HTML—make changes below!
<html>
<body>
<h1>Make an account</h1>
<form method="post" action="/">
Name: <input type="text" name="name">
<br/>
Email: <input type="text" name="email">
<input type="submit">
</form>
</body>
</html>
And the above code that looks like:
“Make and Account”
Name: ____________________
Email: ____________________ Submit (button)
On today’s agenda: How to make sure that registration is a positive experience for users but also a secure
experience for the company. The questions to be discussed, the programmer tells you, are along the lines of,
“Where will you put this data? Will you put it in a text file? What will you do with it? How will you act upon it?”
Enter the remaining two programmers. Programmer A, who is senior, takes her place at the whiteboard. …

Programmer A: “Let’s just start with e-mail validation.”
Programmer B: “Can you define valid?”
Programmer C: “A well-formed—”
—well-formed via a regular expression test?
—or well-formed according to RFC 5321 and RFC 5322?
Let's assume a library, OK?
Do we send everyone who submits a form a confirmation message?
We should, right?
Is it in the spec?
No.
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Then we shouldn‘t do it.
Well, wait, maybe we should update the spec.
It’s best practice.
Can I say what worries me?
Wait–capture that. We need to check on confirmations.
Got it.
What really, really worries me are “temporary” e-mail services, right? Like Mailinator.com, which allows you to
give out “disposable” e-mail addresses.
So don’t let anyone enter a Mailinator address.
[Typing.]
Right, but Mailinator.com doesn’t have just one address. It has, like, 300.
So get a list.
There’s no list actually. You have to go and reload the Mailinator page and make a list and cross your fingers.
Yeah, we looked at this. There's no list.
Can we not rathole on Mailinator before we talk overall security?
I mean, if we're counting on the library validation, is that good enough? No one is going to enter a 500-page email.
Russians will.
Very possibly.
But we can set upload limits, right?
Sort of, but we also allow people to upload large images for their profiles–up to 2 megabytes.
So?
No, he‘s right. Those all come as a lump, so someone could enter a 500-page-long e-mail, and we need to check
it.
I'll take that if you want, because it's going to relate to the overall database schema.
Can we catch it at the database?
That‘s why I‘ll take it.
Someone take a picture of the whiteboard?
Sure.
And we should talk about account expiration?
Is that in the spec?
No, but it’s a dependency for the password-expiration admin tool.
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Who owns that?
And on it goes, whiteboard after whiteboard, punctuated by the sound of a mobile phone’s fake camera shutter.
“Do we need to keep track of how many times they’ve been e-mailed?” “How do we remove e-mails once they’re
in the system?” “What if someone enters the same e-mail twice?”
Programmer A, the leader, seems very professional. She’s at the whiteboard, scribbling, erasing, scribbling,
erasing. Lists, arrows, boxes, lines. She wrote RUSSIANS? on the board. But after an hour you realize: This is
just e-mail. One field. One little bit of data. You haven’t even hit names yet. What if the user has one name? What
if Bono or Cher signs up for an account? What if it’s the Chinese Bono? Do we want to allow sign-ups in Chinese?
What browsers do we need to support? Do the call center people need to be able to manage accounts?
It’s hard not to think of barrels of cash burning.
Programmer B is entering things into a tracking system, creating issues, assigning tasks to people. A flurry of emailed assignments is emerging from this meeting. Programmer C is young and annoying and very programmery,
but the others seem to like him well enough.
How do we ensure that credit cards are valid, that physical addresses are real? Will we perform financial
transactions ourselves? Which external systems will integrate with our systems? Who will get the sales reports?
We didn’t talk about the mailing list software. We didn’t talk about password length, the number of letters and
symbols necessary for passwords to be secure, or whether our password strategy on this site will fit in with the
overall security profile of the company, which is the responsibility of a different division.
So this is the work. It goes on for days.
It gets turned into specifications and user stories, then reviewed with TMitTB, who right now is away at a
conference (but tells you he’s overjoyed you attended this meeting).
Not a line of code is written throughout this process.
5.1 What Is the Relationship Between Code and Data?
Data comes from everywhere. Sometimes it comes from third parties—Spotify imports big piles of music files from
record labels. Sometimes data is user-created, like e-mails and tweets and Facebook posts and Word
documents. Sometimes the machines themselves create data, as with a Fitbit exercise tracker or a Nest
thermostat. When you work as a coder, you talk about data all the time. When you create websites, you need to
get data out of a database and put them into a Web page. If you’re Twitter, tweets are data. If you’re the IRS, tax
returns are data, broken into fields.
Data management is the problem that programming is supposed to solve. But of course now that we have
computers everywhere, we keep generating more data, which requires more programming, and so forth. It’s a hell
of a problem with no end in sight. This is why people in technology make so much money. Not only do they sell
infinitely reproducible nothings, but they sell so many of them that they actually have to come up with new
categories of infinitely reproducible nothings just to handle what happened with the last batch. That’s how we
ended up with “big data.” I’ve been to big-data conferences and they are packed.
5.2 Where Does Data Live?
It’s rare that a large task is ever very far from a database. Amazon, Google, Yahoo!, Netflix, Spotify—all have
huge, powerful databases.
The most prevalent is the relational database, using a language called SQL, for Structured Query Language.
Relational databases represent the world using tables, which have rows and columns. SQL looks like this:
SELECT * FROM BOOKS WHERE ID = 294;
Implying that there’s a table called BOOKS and a row in that table, where a book resides with an ID of 294. IDs
are important in databases. Imagine a bookstore database. It has a customer table that lists customers. It has a

252

books table that lists books. And it has a clever in-between table of purchases with a row for every time a
customer bought a book. 24
Congratulations! You just built Amazon! Of course, while we were trying to build a bookstore, we actually built the
death of bookstores—that seems to happen a lot in the business. You set out to do something cool and end up
destroying lots of things that came before.
Relational databases showed up in the 1970s and never left. There’s Oracle, of course. Microsoft has SQL
Server; IBM has DB2. They all speak SQL and work in a similar manner, with just enough differences to make it
costly to switch.
Oracle makes you pay thousands of dollars to use its commercial enterprise database, but more and more of the
world runs on free software databases such as PostgreSQL and MySQL. There’s even a tiny little database called
SQLite that’s so small, so well-behaved, and so permissively licensed that it’s now in basically every smartphone,
available to apps to help them save and load data. You probably have a powerful SQL-driven database in your
pocket right now.
5.3 The Language of White Collars
If you walk up to some programmers and say, “Big corporate programming,” they’ll think of Java. Go to any of the
popular coding job sites, such as dice.com, and search for openings in New York City—
o almost 2,000 results for Java on a recent search;
o 1,195 for JavaScript;
o 930 for Python;
o 344 for Ruby.
o Only two for Lisp.
Java is a programming language that was born at Sun Microsystems (R.I.P.), the product of a team led by a wellregarded programmer named James Gosling. It’s object-oriented, but it also looks a lot like C and C++, so for
people who understood those languages, it was fairly easy to pick up. It was conceived in 1991, eventually
floating onto the Internet on a massive cloud of marketing in 1995, proclaimed as the answer to every woe that
had ever beset programmers. Java ran on every computer! Java would run right inside your Web browser, in
“applets” (soon called “crapplets”), and would probably take over the Web in time. Java! It ran very slowly
compared with more traditional languages such as C. What was it for? Java! They also had network-connected
computer terminals called JavaStations. Java! Kleiner Perkins Caufield & Byers even announced a $100 million
Java fund in 1996. But after all that excitement, Java sort of … hung out for a while. The future didn’t look like Sun
said it would.
Java running “inside” a Web browser, as a plug-in, never worked well. It was slow and clunky, and when it loaded
it felt like you were teetering on the edge of disaster, a paranoia that was frequently validated when your browser
froze up and crashed. Java-enabled jewelry, meant to serve as a kind of digital key/credit card/ID card, also had a
low success rate. But Java was free to download and designed to be useful for small and large teams alike.
Here are some facts about Java to help you understand how it slowly took over the world by the sheer power of
being pretty good.
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It was a big language. It came with a ton of code already there, the “class library,” which had all the classes and
methods you’d need to talk to a database, deal with complex documents, do mathematics, and talk to various
network services. There were a ton of classes in that library waiting to be turned into objects and brought to life.
It automatically generated documentation. This was huge. Everyone says code deserves excellent documentation
and documentation truly matters, but this is a principle mostly proven in the breach. Now you could run a tool
called javadoc, and it would make you Web pages that listed all the classes and methods. It was lousy
documentation, but better than nothing and pretty easy to enhance if you took the time to clean up your code.
There were a lot of Java manuals, workshops and training seminars, and certifications. Programmers can take
classes and tests to be officially certified in many technologies. Java programmers had an especially wide range
to choose from.
It ran on a “virtual” machine, which meant that Java “ran everywhere,” which meant that you could run it on
Windows, Mac, or Unix machines and it would behave the same. It was an exceptionally well-engineered
compromise. Which made it perfect for big companies. As the 2000s kept going, Java became more popular for
application servers. Creating a content management system for a nongovernmental organization with 2,000
employees? Java’s fine. Connecting tens of thousands of people in a company to one another? Java. Need to
help one bank talk to another bank every day at 5:01 p.m.? Java. Charts and diagrams, big stacks of paper, fiveyear projects? Java. Not exciting, hardly wearable, but very predictable. A language for building great big things
for great big places with great big teams.
People complain, but it works. 25
5.4 Briefly on the Huge Subject of Microsoft
Of course if you are Microsoft, this is intolerable. You can’t have some other company creeping into your banks
and enterprises with this dumb language. You can’t have people choosing to run stuff on a virtual machine when
they should be running it on Windows machines, as God and Bill Gates intended.
Don’t ever count Microsoft out. Its great corporate skill has always been to take the sheer weirdness of computer
ideas and translate them for corporations, in the language of Global Business Leadership. Whatever is discussed
in this issue, Microsoft offers at least one of it. Statically typed, scripting, data-driven, functional—name your
ambiguous adjective, and Microsoft will sell something that delivers that to you, and you can write Windows code
in it and live a Windows life. And this is not disparagement; Microsoft products can be as good as or better than
anything else on the market.
5.5 Liquid Infrastructure
“Enterprise” is a feared word among programmers, because enterprise programming is a lot of work without much
to show for it. Remember healthcare.gov, the first version that was a total disaster? Perfect example of enterprise
coding. At the same time, programmers respect big systems—when they work. We respect the ambition of huge
heavy machines running big blobs of code. We grew up reading about supercomputers. Big iron is cool, even if
the future seems to be huge cloud platforms hosting with tons of cheap computers.
But Java is also in wide use at Google. It’s a language for places such as General Electric and Accenture. These
aren’t startups, but if their product schedules slip, so does their revenue, and they are beholden to the public
markets. Gigantic data-driven organizations are structured around code, around getting software made. But that
doesn’t mean their teams are huge—Amazon, for example, is famous for its two-pizza rule: “Never have a
meeting where two pizzas couldn’t feed the entire group.”

These companies have cultures that know how to make software. They have whole departments dedicated to
testing. The process is important because there are so many moving pieces, many of them invisible.
Academic researchers often produce things that basically work but don’t have interfaces. They need to prove their
theses, publish, and move on to the next thing. People in the free software community often code to scratch an
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itch and release that code into the digital commons so that other people can modify and manipulate it. While more
often than not this process goes nowhere, over time some projects capture the imagination of others and become
part of the infrastructure of the world.
Java, interestingly, profits from all this. It’s designed for big corporate projects and has the infrastructure to
support them. It’s also a useful language for midsize tasks. So the libraries that you need to do things—image
processing, logging on to files, full-text search—keep appearing at a steady clip, improving on the standard
libraries or supplanting them entirely.
Eventually, people realized that if they didn’t like the Java language, they could write other languages that compile
to Java “bytecode” and run on the Java virtual machine (JVM). So there are now many languages that run on top
of Java. Some are versions of well-known languages, such as Jython and JRuby. Others are totally new, like
Scala, which is one of the languages that Twitter began to use when it outgrew Ruby. There’s also Clojure, which
is … a Lisp. That is, Clojure takes a much-adored computer language that was born in the 1950s, updates it for
the 2010s, and gives that language the ability to reuse all the Java classes in the world.
Clojure was created by Rich Hickey, who decided that he wanted a new, modern version of Lisp. 26
Lisp may be old for a language, but it’s still revered as a classic model for thought, like a Braun shaver or an
Eames chair for the mind. Hickey worked on Clojure for many years, eventually adapting it to run on the JVM.
This was a dramatic choice, because it meant that Clojure had access to the entirety of the Java class library.
Now you walk into the office and sit at your computer and write a little Lisp-ish code, very elegant and wellconsidered and trim and comfortable, but you have access to thousands and thousands of incredibly well-thoughtout and totally functional free libraries that you can use to get your work done.
Anything Java can do, Clojure can do. And since it’s built atop the JVM, it can do it on any computer. There were
already Lisp editing tools out there, and it was pretty easy to modify them for Clojure. It was joined to Java like a
remora to a shark. Or more accurately, it’s a remora attached to a remora, because the JVM itself is a fake
machine running inside real machines.
Clojure is beloved but not widely used. Perhaps it will become more popular. It shows up in interesting places. It’s
used at Wal-Mart Stores to collect and manage receipt data, for example. It was ported to the world of Microsoft
and runs right inside Excel. It’s the craziest thing. Take a spreadsheet. Inside the spreadsheet is some Clojure
code just running away, addressing the different cells and columns. Someone made a version that compiles (well,
transpiles) to JavaScript, so blam, Clojure’s running in your Web browser. Actually that version is called
ClojureScript.
The point is that things are fluid in the world of programming, fluid in a way that other industries don’t seem to be.
Languages are liquid infrastructure. You download a few programs and, whoa, suddenly you have a working
Clojure environment. Which is actually the Java Runtime Environment. You grab an old PC that’s outlived its
usefulness, put Linux on it, and suddenly you have a powerful Web server. Now you can participate in whole new
cultures. There are meetups, gatherings, conferences, blogs, and people chatting on Twitter. And you are
welcomed. They are glad for the new blood.
Java was supposed to supplant C and run on smart jewelry. Now it runs application servers, hosts Lisplike
languages, and is the core language of the Android operating system. 27
It runs on billions of things. It won. C and C++, which it was designed to supplant, also won. A lot of things keep
winning because computers keep getting more plentiful. It’s weird.
5.6 Off the Shelf
A few weeks later, when he’s in the office and in for his meeting, you ask TMitTB if there’s a way to use more offthe-shelf components, a way to buy your way out of this.
Sending an e-mail
If you need your JavaScript application to automatically send someone an e-mail, you might do
something like:
1. Google npm e-mail;
2. Follow the first link; see that there’s a very common module simply called “e-mail” that was
downloaded 5,015 times a month;
3. Type npm install e-mail from your command-line;
4. Skim the Web page for the module looking for sample code;
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5.
6.
7.
8.
9.
10.
11.
12.
13.
14.

Copy and paste the code;
Modify it a little;
Run the code by typingnode myscript.js;
Stare in perplexity when nothing happens;
Spend half a day or more configuring your mail server so it actually sends e-mail;
Send yourself so much e-mail that your corporate network blocks you as spam;
Give up on that for a day;
Try to run the e-mail code the next day;
Repeat the thousands of times with a familiar sense of dread;
Once it works, check it into the code repository, send an e-mail to the team, and update the status of
code in the issue tracker;
15. Promise yourself that you will write documentation and tests tomorrow;
16. Never write these things.
He makes a face. Sort of, he says, but when you’re making a system that will integrate with the systems around it
and your company is a set of such systems, nothing is truly off the shelf. There are tools and packages and
libraries, and if you have any wit at all you already use well-documented, free code for things such as e-mail
validation, but that obviates only so much.
“Everything is edge cases,” he says. “Testing and edge cases.”
You come to the conclusion: The world is broken.
5.7 What About JavaScript?
Remember Netscape, the first huge commercial Web browser? In 1995, as Java was blooming, Netscape was
resolving a problem. It displayed Web pages that were not very lively. You could have a nice cartoon of a monkey
on the Web page, but there was no way to make the monkey dance when you moved over it with your mouse.
Figuring out how to make that happen was the job of a language developer named Brendan Eich. He sat down
and in a few weeks created a language called JavaScript.
JavaScript’s relationship with Java is tenuous; the strongest bond between the languages is the marketing linkage
of their names. And the early history of JavaScript was uninspiring. So the monkey could now dance. You could
do things to the cursor, make things blink when a mouse touched them.
But as browsers proliferated and the Web grew from a document-delivery platform into a software-delivery
platform, JavaScript became, arguably, the most widely deployed language runtime 28 in the world. If you wrote
some JavaScript code, you could run it wherever the Web was—everywhere.
JavaScript puttered around for years in the wilderness, as Java did, too. But without the resolute support of a
corporate entity like Sun.
Then, about a decade ago people began to talk about Ajax 29 —the idea that you could build real software into a
Web page, not just a document, but a program that could do real work.
Things could respond and change according to inputs. You could distribute your software to hundreds of millions
of people this way, and JavaScript would work for them. It wasn’t as controlled as Java, it was much slower than
natively compiled C, and it had a terrible lack of niceties. And yet: Gmail, Google Maps, Flickr, Twitter, and
Facebook. Every single pixel on a Web page can be manipulated now; the type can be changed, the words can
move around; buttons can be pressed.
As with any celebrity, there’s a whole industry dedicated to spackling up its deficiencies and making it look good.
There are books about the “good parts” of JavaScript; there are libraries that make it easier and more consistent
to program, too, such as jQuery, which can turn the many lines of code necessary to make a paragraph disappear
into a single$("p.optional").hide();.
Back in the era of the iPod and candy-colored Macintoshes, Apple took the code of an open-source Web browser
called Konqueror and modified it to create Safari, its own Web browser to compete with Microsoft’s Internet
Explorer. Then in 2008 Google started to make its own modifications to the Web engine underneath Safari, called
Webkit, and made its own version called Chrome with a spanking-fast JavaScript engine called V8. They made
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JavaScript fast. “Devs still approach performance of JS code as if they are riding a horse cart,” tweeted one
developer, “but the horse had long been replaced with fusion reactor.” Google does better when JavaScript is
fast.
In 2008 a developer named Ryan Dahl modified the V8 engine, which was free software, and made it run outside
the browser. There had been freestanding versions of JavaScript before (including some that ran inside Java,
natch), but none so fast. He called this further fork Node.js, and it just took off. One day, JavaScript ran inside
Web pages. Then it broke out of its browser prison. Now it could operate anywhere. It could touch your hard drive,
send e-mail, erase all your files. It was a real programming language now. And the client … had become the
server.
Here’s some JavaScript, squaring some numbers for you:
function squares(count) {
var x = [];
for (var i=1;i<count+1;i++) {
x.push(i*i);
}
console.log(x.join(" "));
}
squares(10);
In a great and sudden wave, thousands of developers began to use Node.js and create modular libraries. If you
knew how JavaScript worked on a Web page, then you could make it work on a server. And a few interesting
characteristics of the language made it good for writing software that handles lots of simultaneous users.
JavaScript listened for lots of things at once in a Web browser: A mouse moves; a key is typed; some information
comes in from the network. On a server it could listen to dozens or hundreds of people all at once and give them
the information they requested.
Soon the community developed a huge library of packages—bits of software that do specific things, such as
reading files, or chattering with databases, or talking to Amazon’s Web services tools. At this writing, npmjs.com
has 150,000 packages, and more than a billion copies of various packages have been downloaded in the past
month.
NPM stands for Node Package Manager. It’s software that helps you install packages and … well, it’s unwieldy,
honestly, because many of those 150,000 packages are just not that great. It’s a lot of searching and testing and
sighing. But when you have this much stuff to pick from, for free, you shouldn’t complain. 30 JavaScript is a
hodgepodge designed in a hurry, and it runs on, well, who knows, but let’s say a billion-plus devices, so you might
as well get with the program. Your customers may not have iPhones, but they probably have some way of running
JavaScript.
So you might use JavaScript to make a more interesting Web page. You might use it to make the client-side of a
full-fledged application, like Google Docs, that runs in the browser. You might use it to make a Web server that
talks to a Web browser. Or you might use it to make an API 31 that serves up data to a “client,” and sure, that
client could be a laptop Web browser. But it’s 2015, and that client is quite probably an app on a smartphone.
5.8 What’s the Absolute Minimum I Must Know About PHP?
You can get a site up and running in PHP in a few minutes, and that’s the problem. It used to be the terrible
choice you made when you needed to get something done on the Web, but increasingly JavaScript has replaced
it as the default terrible choice.
PHP stands for Personal Home Page/Forms Interpreter. The idea was that when you loaded your Web pages, the
PHP code would run before the page went out to the Internet. And PHP could, say, check whether you were
logged in. If you were, it could show you your top secret account details; and if you weren’t, it could say, “Please
log in.”
I know a lot of people who program in PHP, and they are smart, good people. PHP powers Etsy and Facebook. It
powers Wikipedia, for God’s sake. WordPress. Out of all the Web’s pages, an enormous percentage is created
with PHP.
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Coding in PHP for a living is not a death sentence. Lots of people have gotten rich off PHP. It just means a lot of
cutting and pasting, and a lot of trips to Google to figure out why things aren’t working.
Poor, sad, misbegotten, incredibly effective, massively successful PHP. Reading PHP code is like reading poetry,
the poetry you wrote freshman year of college.
I spent so many hundreds, maybe thousands, of hours programming in PHP, back when I didn’t know what I was
doing and neither did PHP. Reloading Web pages until my fingers were sore. (I can hear your sympathetic sobs.)
Everything was always broken, and people were always hacking into my sites.
PHP. I don’t wish it any harm. I’m glad to see how well it’s done for itself. We had some good times together. I just
don’t ever want to go back there.
6.0 How Are Apps Made?
One of the privileges of owning a Mac is that you can download a program by Apple called Xcode. This is an IDE,
an Integrated Development Environment. 32
It’s an enormous download, more than 2 gigabytes, or roughly the size of an hour of DVD-quality video. Xcode is
the heart of Apple. It’s not only how the company writes software, it’s the tool for everyone who wants to write
software for the Mac or iPhone. 33
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Within Xcode are whole worlds to explore. For example, one component is the iOS SDK (Software Development
Kit). You use that to make iPhone and iPad apps. That SDK is made up of dozens and dozens of APIs
(Application Programming Interfaces). There’s an API for keeping track of a user’s location, one for animating
pictures, one for playing sounds, and several for rendering text on the screen and collecting information from
users. And so forth.
Maybe you’re starting to see some strands here. Remember the way the Smalltalk environment worked, a screen
with a bunch of windows? There are powerful echoes in Xcode.
There are other ways of working—I tend to do most of my code in a text editor with a black background, far less to
see at first glance, though actually just as complex—but this right here is some serious code life. You fill out some
fields, wire some things together (really, sometimes it’s done by connecting virtual wires into virtual holes), and
start coding.
When someone from Apple stands onstage and announces some new thing that ends with “Kit,” such as
ResearchKit or HealthKit—or WatchKit, the set of routines specifically for the Apple Watch—Xcode is where those
kits will land, fully documented, to be used to make software.
Some functions are reserved for the manufacturer. You know how Apple is touting that you can track someone’s
heartbeat using an Apple Watch? Apple hasn’t documented how to do it yet, not for the world. Maybe the
company is worried that you’ll misuse it somehow. Perhaps heartbeat monitoring requires careful battery
management, and because the watch already has battery issues, Apple wants to avoid making things worse by
letting anyone in there. It’s likely that people are trying to figure out how to access that heartbeat API right now,
though. That’s just the way people are.
Apple is really good at all of this. It publishes interface guidelines and gives people tools for arranging app
interfaces in predictable ways that end users will find familiar. It sets the flow with which to go. 34
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Let’s say you’re making a podcasting application, and playing an audio file is a key feature. Great. Create an
object of class AVAudioPlayer, and add a button to the screen, then connect that button to the code so that when
clicked, the button sends the message “play.”
There’s a lot going on at once, so you want to leave it to the operating system to keep track of where windows
are. It’s up to an IDE to help you connect your ideas into this massive, massive world with tens of thousands of
methods so you can play a song, rewind a song, keep track of when the song was played (meaning you also
need to be aware of the time zones), or keep track of the title of the song (which means you need to be aware of
the language of the song’s title—and know if it displays left-to-right or right-to-left).
You should also know the length of the song, which means you need a mechanism for extracting durations from
music files. Once you have that—say, it’s in milliseconds—you need to divide it by 1,000, then 60, to get minutes.
But what if the song is a podcast and 90 minutes long? Do you want to divide further to get hours? So many
variables. Gah!
I guess you have problems to solve after all. The IDE doesn’t do everything for you.
The greatest commercial insight of the technology industry is that if you control a computing environment, you can
move the market. You can change the way people do things, the way they listen to music, watch videos, and
respond to advertising. People who work at technology companies are supposed to take an idea and multiply it by
a few million people, yielding a few billion dollars.
A great way to do that is to wrap up your intentions in APIs and SDKs and IDEs. That’s why so much software to
make software is free: It stimulates the development of even more software.
Sometimes this is the result of corporate ambition: Java was very much a Sun product, down to the class library;
the same is true of C# for Microsoft. But much of the code in the world is freely available, created by generous
volunteers over decades to serve their own needs. The give-and-take between corporations and programming
languages is complex. Some language developers are hired to work on their open-sourced languages; Go and
Python have been funded, to varying degrees, by Google; and the creator of PHP works at Etsy.
The Many Button Bezels of Apple
In Mac OS X, there’s a class called NSButton. It intercepts the clicks of a mouse. A programmer makes a
button and tells it what to do when someone clicks on it. A programmer also writes the code that sets a
bezel.
Push Button: Most commonly used button
Gradient Button: Usually below lists or grids
Rounded Rect Button: Used for filtering in Mac Finder and Mail
Rounded Textured Button:Designed for toolbars only
Textured Button: Usage is a mystery
Recessed Button: Used as a toggle button only
Inline Button: New style of push button or indicator
Apple and Microsoft, Amazon and Google: factory factories. Their APIs are the products of many thousands of
hours of labor from many programmers. Think of the work involved. Someone needs to manage the SDK.
Hundreds of programmers need to write the code for it. People need to write the documentation and organize the
demos. Someone needs to fight for a feature to get funded and finished. Someone needs to make sure the
translation into German is completed and that there aren’t any embarrassing mistakes that go viral on Twitter.
Someone needs to actually write the software that goes into making the IDE work.
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The modern OS is a feast of wonders: fast video, music players, buckets of buttons. Apple may be the best
imaginary button maker in history. Just the bezels are a work to behold. Today there are 15 bezel styles, from
NSThickSquareBezelStyle to NSSmallSquareBezelStyle. 35 Freedom. (Sort of. They’re still just bezels.) Things
that used to require labor and care—showing a map, rotating a giant 3D landscape—can now be done with a few
lines of code.
When everyone goes to Apple’s annual Worldwide Developers Conference in San Francisco and they stare
rapturously as some man in an untucked, expensive shirt talks about “core data,” this is the context. Onstage,
presenting its Kits, Apple is rearranging abstractions, saying: Look at the new reality we’ve defined, the way that
difficult things are now easy and drab things can be colorful. Your trust in our platform and your dedication of
thousands of hours of time have not been misplaced.
They’ve pitched variations on this annually for 30 years.
In Xcode you can compile everything with one command, and up pops your software for testing. You can see the
button you made. You need to click on it. It yearns for clicks. It cries out in a shrill signaling voice like a nano cat
on a microfence. Everything inside a computer beseeches everything else. It’s a racket. You click your mouse,
and the button cat is finally satisfied. Now the computer can increase the volume, change the color, or bring out
the talking paper clip. Destiny fulfilled and, after many rounds of this, test complete.
When your app is done, you may sell it in an app store. And if users are excited to use your app, they’ll be
motivated to buy more apps. Loops upon loops, feeding into one another, capital accruing to the coffers of the
patient software giants. An ecosystem. “Ecosystem” is another debased word, especially given what we keep
doing to the real, physical one around us. But if a few hundred thousand people are raising their kids and making
things for 100 million people, that’s what they call it.
6.1 The Framework: Wilder, Younger Cousin of the Software Development Kit
Odds are, if you’re doing any kind of programming, especially Web programming, you’ve adopted a framework.
Whereas an SDK is an expression of a corporate philosophy, a framework is more like a product pitch. Want to
save time? Tired of writing the same old code? Curious about the next new thing? You use a graphics framework
to build graphical applications, a Web framework to build Web applications, a network framework to build network
servers. There are hundreds of frameworks out there; just about every language has one.

Django Reinhardt, guitar virtuoso and namesake of the Django framework
A popular Web framework is Django, which is used for coding in Python. Instagram was bootstrapped on it. When
you sit down for the first time with Django, you run the command "startproject," and it makes a directory with some
files and configuration inside. This is your project directory. Now you have access to libraries and services that
add to and enhance the standard library. 36
Suppose we’re still making our bookstore, the Amazonesque one with the relational database that we started a
few pages back. With Django, we run the "startproject"command. You might tell it to start an app called
bookstore. Then you’d “set up your models,” meaning you’d start to define how your data looks, using Python’s
idioms, which the framework will translate into database-ese.
from django.db import models
class Book(models.Model):
title = models.CharField(max_length=140)
description = models.TextField()
price = models.DecimalField(max_digits=6,decimal_places=2)
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So now we can make a book catalog. (Obviously we need to add authors and the like.) The incredibly neat thing
is that with a few more lines of configuration you have a completely functional, working Web-based article editor;
to wit:

That’s called the “admin” view, and it’s always been a main feature of Django. Your work as a programmer has
just started, but very soon after the moment of conception, your users—journalists, if you’re building a publishing
platform, or alpha testers, or maybe just you, in a testing frame of mind—can start to play with your baby, entering
books, trying things out.
Take a moment on that. You learn a programming language like Python. You need to make a website that allows
a few dozen people to enter data at once. You write a few lines of Python code and set up accounts for people
using the admin, and they can start to enter that data. If you do it a few times, you can get very good at this sort of
work. You can get a team started on a project in a few hours.
Remember those issues about entering e-mail addresses? If you use Django, you can use "EmailField," and
many of them are taken care of. Ditto many of the security concerns that arise when building websites, the typical
abuses people perpetrate. You have entered into a pool with many thousands of other programmers who share
the framework, use it, and suggest improvements; who write tutorials; who write plug-ins that can be used to
accomplish tasks related to passwords, blogging, managing spam, providing calendars, accelerating the site,
creating discussion forums, and integrating with other services. You can think in terms of architecture.
Magnificent! Wonderful! So what’s the downside? Well, frameworks lock you into a way of thinking. You can look
at a website and, with a trained eye, go, “Oh, that’s a Ruby on Rails site.”
Frameworks have an obvious influence on the kind of work developers can do. Some people feel that frameworks
make things too easy and that they become a crutch. It’s pretty easy to code yourself into a hole, to find yourself
trying to force the framework to do something it doesn’t want to. Django, for example, isn’t the right tool for
building a giant chat application, nor would you want to try competing with Google Docs using a Django backend.
You pay a price in speed and control for all that convenience. The problem is really in knowing how much speed,
control, and convenience you need.
Programmers talk about “premature optimization”—overthinking your code before you know what the real
problems will be—and describe people who overthink programming as “architecture astronauts.” There’s another
tendency, NIH (“not invented here”), that comes up a lot.
Frameworks can feel a little insulting, because they anticipate your problems and are used by thousands of
people. They imply that yours are common, everyday problems, rather than special, amazing mysteries that
require a true genius to solve.
The opinions of a framework are strong, but not as strong as an SDK. Those are tightly bundled, often
commercial, and arrive with PR trumpets blasting, especially when they’re from Apple or Microsoft. Frameworks
tend to be derived from frustration and on first release are bound with tape and thrust onto the Web with a blog
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post. From there they survive—or not. There are Web application frameworks for every major language;one
Wikipedia listing 37 shows almost 40 different frameworks for Java alone and almost 30 for PHP.
Most of the good frameworks are free, released to solve problems and bring glory and influence to their creators,
rather than great riches and control. They spread organically. People see a video tutorial showing them how to
make a blog in a few minutes. Then they copy that work and say, “That was easy,” and show their friends.
Websites go live, and programmers talk about how quickly they developed said websites.
If you’re building a Web app, you’d be a fool not to use a Web framework at first. There are tiny ones for control
freaks, focused on URL routing, and massive ones like Django and Rails, which pursue the goals first outlined by
large systems such as Smalltalk in days of yore: to enable the development of large, collaborative systems where
data can be manipulated and shared. Take the work that’s been done for you. DRY (don’t repeat yourself).
6.2 What Is Debugging?
In programming, there are as many ways to destroy something as to create something. One stray character is all
that’s required. Say you forget a semicolon or use an accented “é” somewhere, but the code is not prepared for
such a peculiarity—KABOOM! Or you add two things together, but one is the numeral 4 and the other is “4” as a
string, as you might use to say “4 and 20 blackbirds baked in a pie.” To the computer, that “4 and 20” has no
numeric significance.
This sort of thing really happens, and part of the job is remembering that 4 + 20 is 24 and 4 + “20” is “420.”
Programming is debugging. It’s the expectation that things won’t work. This is not something people bring up, just
like they don’t bring up their medical history on the first date. Most languages have constructs built in for catching
failures, trapping them like wild animals, examining them, and, well, exterminating them. In time, as the
relationship between you and a programming language blossoms, you come to realize that what truly
characterizes a language is not what it does, but how it tells you what broke. Most of your programming life will be
spent trying to figure out what broke, and if the computer helps you, maybe you can watch your kids play soccer.
When I started programming I felt that each time the program crashed, I’d failed. I found myself cringing,
desperate, unable to move forward. There’s even a novel by Ellen Ullman, The Bug, about the anxieties and
social complexities that arise when a serious bug is hard to find.
Eventually, though, I learned to submit. I let myself drift into the computer, to remember the math I know, the
things I understand about types and categories and lists and syntax. Sometimes bugs cause error messages to
pop up; sometimes they cause the program to give up the ghost and quit suddenly; sometimes they get caught in
terrible loops and fill up the memory and choke all the resources of the computer until it has to be restarted. That’s
called a stack overflow. Sometimes a request goes too hard, for example, calling itself so many times that the
stack, which is a finite resource, fills up and can’t take it anymore. Hence the name of the website Stack Overflow,
where programmers go to answer questions and help each other solve bugs. It’s the 62nd-most-visited website in
the world, trailing Craigslist by a few spots.
Randomly selected item from Stack Overflow, to give you a taste of programming:
Angular 1.3 + ui-router + generator-hg-poly embedding nested(?) views not working
—TheOncomingCode, StackOverflow.com
The OncomingCode seems to be saying that he’s using the AngularJS framework in JavaScript and another piece
of code called ui-router. Judging from its name, the latter helps set up routes to address components of a user
interface—that is, it helps manage how you view your data.
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But wait, it turns out that generator-hg-poly is actually generator-ng-poly, which … Oh, man. I went and looked at
that tool, and it describes itself as a—brace yourself—“Yeoman generator for modular AngularJS apps with Gulp
and optional Polymer support,” which, I mean, come the hell on. But you know what? In for a pound. Let’s do this.
A search for Yeoman says it’s a scaffolding tool, which means it makes little folders for your Web apps that help
you get started programming. Useful. …
We know what Angular is; it’s a framework. …
Gulp, its website says, will “automate and enhance your workflow.” You can intuit, using context clues, that it’s a
tool that helps you build software. Somehow. You’d never know this from the salmon background on its site, and
sometimes you simply get so, so tired. …
Polymer is a “Web components” library, which means it gives you little reusable code components you can use on
your Web pages—sliding drawers and drop-down menus, buttons, etc. OK.
So what we know now is that the combination of Angular, ui-router, Yeoman, Gulp, and Polymer is somehow not
working for TheOncomingCode. All of these things are tools designed to make it easier to code. But they all
introduce their own complexity. This person is trying to make a Web browser do something in JavaScript, and it’s
crapping out.
The top 10 tags on Stack Overflow’s help-wanted listings, June 1:

Someone came in to answer this question, too. “To be able to use the header state in the home state,” wrote
Stack Overflow user Matt Tester, “they will need to [be] nested (chained). So, it’s not obvious, but you can safely
make one state the parent of another in separate files/configs because of the way registration works.” So. There
you go. That solves it.
JavaScript is fast-moving right now. Too much of what you know today will be useless in six months. Every hardfought factoid about the absolute best and most principled way to use the language will be fetid zoo garbage by
the end of the year. And some sniveling, bearded man-toddler will be looking slightly to your right with his pale,
buzzword-infected eyes and awkwardly mumbling, “Yeah, no, wow, it says you have a lot of Gulp and Angular,
but I’m guessing you don’t use Fleejob or Grimmex with the Snurt extensions? (Long sigh.) I’m just not sure if
you’re gonna like working here.”
Anyway, that’s one question on Stack Overflow.
6.3 Nothing Is Built
More months go by. Nothing is built. The old website remains, showing its age, infuriating everyone. Pressure
mounts. Pressure from above and below. The re-architecture has failed. The new CTO is a charlatan. TMitTB has
apparently spent all of his time at conferences and no time actually working.
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These things are not spoken out loud; it’s not that kind of company. Things are said through eye rolls and shrugs
in the hallway, in the ordering of addresses in e-mails, and via BCC. You let your antennae work. You hear words
such as “boondoggle” and “late” and phrases like “not operationally sound.” There’s a lot about compliance and
governance.
Earlier in your career, you might have panicked. Instead, you feel a sense of calm. You call the CTO and TMitTB
to your office, as soon as they’re back in the vicinity. They come in looking sheepish. The CTO is braced, her
shoulders firm. TMitTB oscillates between sheepish and angry.
“People believe,” you say, pointing upward, where the C-suite is, “that it is time to cut our losses and shut down
this project.”
6.4 How Does Testing Work?
If you hover near programmers, you will hear them talk tests—the writing of tests, the passing of tests. Some
don’t even program until they’ve written the tests that the code they hope to write must pass. This is called testdriven design.
Tests are just code, of course. They check the functions in other code. They run, you hope, automatically, so you
can find out if the day’s work you did breaks things or not.
Relentless testing is one way to keep an eye on yourself and to make sure the other person’s bugs and your bugs
don’t find each other one wintry night when everyone is home by the fireplace and crash the server right before
Christmas, setting up all kinds of automated alarms and forcing programmers into terrible apology loops with
deeply annoyed spouses.
One of the best-tested pieces of code in the world is called SQLite, the database mentioned earlier that’s probably
on your smartphone. It was developed by D. Richard Hipp, who’s been working on it for 15 years. It’s totally open,
totally free, and has 33,402 tests. It’s one of the most widely used pieces of software and one of the most
respected.
Bugs aren’t the original sin of programming. They’re just part of life, like unwanted body hair or political
campaigns. The original sin of programming is cheating—breaking other people’s code with your new features,
trying to jam your changes into the main codebase before they’re ready. Automated testing isn’t only a way to
head off bugs; it’s also a way to suggest that you write respectable code, code that earns a salute.
6.5 And Now for Something Beautiful
In my opinion, version control is one of the most beautiful things about programming. It’s one of code culture’s
gifts to the world. Version control isn’t like “track changes” in Microsoft Word. That’s a shameful monstrosity that
can make even a powerful computer stutter, something only a lawyer could love. No, version control is something
different…
What if I told you ...
Go on...
... that you could have a record of every change made to the many, many documents that go into your codebase
...
Well that’s interesting. I mean, I could use that for all kinds of things. I could use that to find out where bugs
entered the system, for example.
... and a record of who made them, up to the minute, a permanent record ...
Well that is powerful. I could use it to review the progress my team was making, if I was a manager, by looking at
the changes every day.
... and every change could be reviewed by anyone, in a totally transparent way ...
Everyone can keep up with all the changes and understand how the code is evolving? Every change?
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... and you can bundle changes and turn them into branches, and anyone can make as many branches as
needed, without violating the integrity of the other branches ...
I’d say this sounds like some insane parallel-universe fantasy. Someone can completely change the code without
interfering with the work of others?
... and then you could merge a finished branch back into the main trunk of code, reviewing and fixing
inconsistencies as you go ...
My God, it’s like you can hear inside my brain. So even though my code is a huge pile of fragile, interdependent
components, I can have my code team off working in their own branches and then, because I have spent the time
to have a solid testing suite, we can, at the appropriate time, merge their changes and run automated tests to
make sure that everything is still working.
... and everyone can have the history of every change ever made to the code, even if the codebase is decades
old ...
Shut up, shut up, and take everything, disembodied code voice, take everything! Take me!
... and it’s all completely, totally free to download and is the default way of distributing source code throughout the
world!
(Faints.)
And that’s why everyone gets excited about GitHub. You should go to GitHub, you really should. You should poke
around and look through the thousands of repositories there, read some of the README files. And you should
look into the code, and then look at the commits. A “commit” is a moment of action captured and stored. You can
compare one commit with another and see a “diff,” see what’s been added and what’s been removed. See what
you can figure out. Take a look at the screen shot below.
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First, we’re looking at the Django repository. This is the actual, real-life code that makes Django, the Web
framework, run. It has 668 people keeping an eye on it, and 14,325 people have starred it as a favorite, and there
are 5,692 forks—meaning that people have copied the code into their own repositories with some intention of
manipulating and adding to or changing it. These numbers represent invested users. There are likely hundreds of
thousands more who downloaded the code just to use it.
We see that a user, claudep, has checked in some code. He did this five hours ago, adding a “commit message”
that reads “Fixed #24826—Accounted for filesystem-dependent filename max length.” He’s working in a file called
tests.py, which means that this particular new code (marked in green and prefixed by “+” at the beginning of each
line) is probably either test code or code to support tests. And thanks to user claudep, this code is now better than
it was six hours ago.
This is the experience of using version control. It’s a combination news feed and backup system. GitHub didn’t
invent version control. It took a program called git, 38 which had been developed at first by Linus Torvalds, the
chief architect of Linux, and started adding tools and services around it.
The way git works is that you can copy the code and all the changes ever made to the code with one command:
git clone git@github.com:nodejs/node.git
That will copy all of the code that is and was in Node.js to your local machine. Now you can go in and change that
code to your heart’s delight. When you’re done changing it, you can type
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git add .
which adds the files that you changed; and then
git commit
which asks you to enter a commit message explaining what you’ve done; and then
git push origin master
which will cause an error because who do you think you are to come in and start pushing code to the node
repository? But if you did have permission, that would push your changes to the master branch of the git
repository that is hosted on GitHub.

Github Repositories
These commands are now part of the sense memory of many programmers. They type variations on them dozens
of times a day, checking in their code to keep a record of the work they’ve done, so they can rewind to any point if
they go too deep and screw up too many things.
Sometimes the changes pile up to the point that you can look at them all and say, “This is good. We are ready to
release some new code into the world.” Maybe you do this every two weeks; maybe you do it once a year.
Maybe, like Facebook, you do it all the time.
If your software was at Version 2, you could bundle up all the changes and tag the code. Behold, Version 3.
A change comes in a few seconds later from a coder far away; doesn’t matter to Version 3. You’re done with
Version 3. Version 3 is part of the permanent record. You might fix some bugs and call that Version 3.1. You
might add another feature and call it Version 4.
Tools such as git give programmers a common language. “Did you check that in?” they ask. “Which commit was
that?” “That was going to be in 2.4, but we pushed it to 2.5.” Because each commit gets a random, unique
identifier, you can pinpoint that commit in space and time and feel confident in the record of code changes in a
way that you can rarely feel confident about anything.
A side effect of this confidence is increased automation. Let’s say you have a Web server program that’s very
popular and serves hundreds of millions of people every month. It runs on 50 different computers on the cloud.
Aren’t you something.
Your diligent decentralized team frequently writes new code that runs on the servers. So here’s a problem: What’s
the best way to get that code onto those 50 computers? Click and drag with your mouse? God, no. What are you,
an animal? You set up a continuous integration server and install plug-ins and let the robots serve you.
Programmers hardly talk about code. 39 They chat about data. They chat about requirements and interesting
approaches. And they chat constantly about deployment. Which makes sense, because that’s the goal of their
work—getting their code from their brain through testing and out to the world, in Web, app, or other form.
Programmers, good ones, want to ship and move on to the next nail-biting problem. So there are lots of policies,
tons of them, for deploying fresh code. For example:
1. All programming work must happen in a branch.
2. When work is done, we will merge it back into the main branch; and
a. Run tests;
b. Then “push” the code over to GitHub.
3. At which point an automated service will run; and
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4. A service running on each of the 50 computers will “check out” the code; and
5. Install it, overwriting the old version;
6. Then stop the computer’s Web servers;
7. Then restart them, so the new code can load and get to work.
See, tests and version control are now the trigger for actually shipping code. If you can follow a process like this,
you can release software several times a day—which in the days of shrink-wrapped software would have been
folly. (Often builds were done nightly, by big “build servers,” and one would come in the next morning to get the
score.) But now that software can be released via the Web or an app store, why wait? Why not continually release
software, every day, whenever you have something that’s ready to go?
7.0 The Triumph of Middle Management
“I mean, this company will do everything imaginable to slow down shipping,” TMitTB says as the CTO winces.
That’s fine; you expected this to be a stressful meeting. “First, I needed to pass everything through the security
team, which was five months of review,” TMitTB says, “and then it took me weeks to get a working development
environment, so I had my developers sneaking out to Starbucks to check in their code. …”
You listen, the same way you listened to people criticize the re-architecture project. But these people promised
new, exciting ways of working that would cut through the problems experienced by failed technology initiatives of
yore. They would be agile; they would use new tools; they would attract talent; and they would ship code. They
knew this was a big company, not a startup, when they signed on. And the re-architecture is, to any casual
observer, a failure.
TMitTB has, you noticed, gained weight. The CTO, who has several projects on roughly the same footing
scattered across the organization, has lost weight.
“I was told I could, that I should do this right,” TMitTB says. “So that it wouldn’t need to be done again 18 months
later.” He sits back in his chair, but it’s a shallow visitor chair with a lightly padded back, so any intended dramatic
effect is diminished.
One of the lessons that TMitTB has tried to get across to you, the big message that matters most to him, is that
code is never done; after shipping the new platform (no longer a website, this is a platform), with all its interlocking
components, he and his team will continue to work on it forever. There will always be new bugs, new features,
new needs. Such things are the side effects of any growth at all, and this platform is, he insists, designed to scale.
What no one in engineering can understand is that what they perceive as static, slow-moving, exhausting, the
enemy of progress—the corporate world that surrounds them, the world in which they work—is not static. Slowmoving, yes, but so are battleships when they leave port. What the coders aren’t seeing, you have come to
believe, is that the staid enterprise world that they fear isn’t the consequence of dead-eyed apathy but rather
détente.
They can’t see how hard-fought that stability is. Where they see obstacles and intransigence, you see a huge,
complex, dynamic system through which flows a river of money and where people are deeply afraid to move
anything that would dam that river.
You feel some pity for the coders now. Obviously, they will inherit the earth. But in their race to the summit, they
missed a lot of memos.
“I just want to ship,” TMitTB says. By which he means: “I just want to do what I was asked to do.” But so much of
the company hears that as, “I just want to destroy everything I touch. For I am Kali, destroyer of best practices.”
“OK,” you say. “I understand that. Here’s what you are going to do for me.” You look at the CTO and she nods.
“First, no more conferences.”
His mouth opens, then shuts.
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He’s afraid, you realize, that you can’t understand the work he’s doing, that you see software as a thing and not a
golden braid forever weaving.
But you’ve been coming around. Finding your way to some programmer meetings. It’s like your smartphone and
its constant updates. Nothing is ever done. That’s fine.
“You have to let me help with optics,” you continue. “I need you here every day walking the halls with a big smile
on your face. Giving high-fives. Looking sleepy. Second, I need a release date, a real one.”
“Next month.”
The CTO says his name, shakes her head.
“We’ll work on it,” you say. “For now, no more conferences. And don’t talk about sprints. Don’t talk about
milestones and releases. Talk to people as if this platform exists, as if it’s been working for months. Ask them if
they updated their product listings.”
The time is up. The CTO asks TMitTB, “We’re clear?”
“Yes,” TMitTB says. He’s not, but the fact that he doesn’t ask any more questions indicates he might be learning.
He’s done a lot of work, and now it’s time for him to get corporate and pretend to work.
“And can you pick a language?” you ask. This is for you.
“We did,” TMitTB says. “We’re using Node.js. With the Express framework.”
“Great,” you say. “Can’t wait to see the code.”
7.1 How Do You Pick a Programming Language?
Beware of arguments related to programming speed. All things being equal, faster is better. But all things are
never equal. Do you need the kind of speed that lets you get a website up and running quickly? Or the kind that
allows you to rotate a few thousand polygons in 3D in real time? Do you need to convert 10,000 PDFs into text
per hour? Or 10 million PDFs into text once? These are different problems. What do we need to do, how many
times do we need to do it, and what existing code can we use to help us do it that many times? Ask those
questions.
It’s possible to spend productive months preparing for a project without deciding on a language. It may be the sign
of a fine manager, someone who assumes his people can learn new things, someone who’s built an agile team
capable of experimenting with new technologies and getting ideas into production. It could also be that this person
is totally useless. You’ll find out!
Let’s say your programmers are developing a huge website that serves 5 million people who each visit five times
a month. Do you use Python, which is slower, or Go, which is fast, or Node.js, which is something in-between?
Trick question! Twenty-five million Web page visits isn’t that big a deal, unless they involve some deep wizardry or
complex database queries that are very different for each page (good example: Facebook).
Now, that number isn’t trivial; if it takes a minute to make a page, you’d need 48 years to make that many, which
is way too slow. If it takes a second to make a page, that’s still too slow—there are only 2.6 million seconds in a
month. So you need to figure out how to serve about 10 pages per second. You’ll probably want more than one
computer, a little redundancy, some good server setup. It will take some doing and planning. But it can be done in
any language.
Programming Languages’ Greatest Hits
Assembly
Pac-Man, Centipede
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C
Unix, Linux kernel, Python, Perl, PHP
C++
Windows, Google Chrome, software for F-35 fighter jets

Python
Instagram, Pinterest, Spotify, YouTube
PHP
Facebook, Wikipedia, WordPress, Drupal

Perl
BuzzFeed
Java
Google, EBay, LinkedIn, Amazon
Ruby
Twitter, GitHub, Groupon, Shopify
What if you are going to serve only a few hundred thousand pages a month? Then you’ve got tremendous
breathing room. You don’t need too many engineers to create the system architecture. You still need to plan, but
in general you can read some blog posts and follow along with what others have done. You can be pretty sloppy,
to be honest. Again, any language will do.
What if you want to include a live, person-to-person chat on those pages, and you expect thousands of people to
use that chat at once, all speaking to each other? Now you’re dipping your hand into that godforsaken river. But
that is exactly the problem that Go was designed to solve. It’s a language for creating highly available servers that
use as much of the computer’s processor as possible. It has other features as well, but this is where Go shines.
Actually, Node.js works pretty well for that sort of server, too, and Clojure certainly has the capacity. Oh, right,
Java works, too. If you really needed to, you could even do it in PHP.
This is why the choice is so hard. Everything can do everything, and people will tell you that you should use
everything to do everything. So you need to figure out for yourself what kind of team you have, what kind of
frameworks you like using, where people can be most productive, so they will stick around through the completion
of the project. This is hard. Most places can’t do this. So they go with the lowest common denominator—Java,
PHP—because they know that when people leave, they’ll be able to get more of them.
And that’s OK. The vast majority of technology projects don’t require original research, nor do they require
amazing technological discoveries. All the languages under discussion work just fine. There are great coders in all
of them.
But the choice of a main programming language is the most important signaling behavior that a technology
company can engage in. Tell me that you program in Java, and I believe you to be either serious or boring. In
Ruby, and you are interested in building things quickly. In Clojure, and I think you are smart but wonder if you
ship. In Python, and I trust you implicitly. In PHP, and we sigh together. In C++ or C, and I nod humbly. In C#, and
I smile and assume we have nothing in common. In Fortran, and I ask to see your security clearance. These
languages contain entire civilizations.
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You can tell how well code is organized from across the room. Or by squinting or zooming out. The shape of code
from 20 feet away is incredibly informative. Clean code is idiomatic, as brief as possible, obvious even if it’s not
heavily documented. Colloquial and friendly. As was written in Structure and Interpretation of Computer
Programs (aka SICP), the seminal textbook of programming taught for years at MIT, “A computer language is not
just a way of getting a computer to perform operations … it is a novel formal medium for expressing ideas about
methodology. Thus, programs must be written for people to read, and only incidentally for machines to execute.”
A great program is a letter from current you to future you or to the person who inherits your code. A generous
humanistic document.
Of course all of this is nice and flowery; it needs to work, too.
7.2 Welcome to the Scrum
One day you go to the pen where they keep the programmers. Their standup starts at 10 a.m., and some hold
cups of coffee. They actually stand. Mostly men, a few women. They go around the room, and each person says
what he did yesterday, what he plans to do today, and if he has any blockers. Most of the people are in the office,
so they’re doing the standup in person; when people are traveling, they do it over chat. Two people are dialed in,
the new hires from Boston and Hungary, both with strong accents. They tell the same story as the rest.
“Yesterday I worked on the account deletion user story,” Boston says. “Number 265. Today I’m writing the unit
tests for the account deletion code. I’m not blocked. I nominate Istvan to go next.”
The line unmutes, and a thick Hungarian accent says, “Yes, yesterday I worked on catalog admin tools, for
product upload. I completed the image upload feature. Today I will also write unit tests. I am not blocked.”
TMitTB says, “Istvan, did you update JIRA?” (JIRA is a commercial service that functions as the official record of
the project.)
It’s strange to hear the things you approve as line items discussed as if they were real, actual things. But also
pleasing.
7.3 Managing

Programmers

On the Wikipedia page for “Software development process,” there’s a list of links to pages: “TDD BDD FDD DDD
MDD”—“test-driven development,” “behavior-driven development,” “feature-driven development,” “domain-driven
design,” and “model-driven development.” Each one has its advocates and its critics. I include these only for your
amusement. If you want to go deeper on management methodologies, have at it.
The management of programmers is a discipline unto itself. There are subdisciplines that deal with how coders
communicate. The most prominent is the “Agile methodology,” which calls for regular coordination among
programmers, providing a set of rituals and norms they can follow to make their programs work with the programs
of others.
The Agile Manifesto (yep, manifesto) reads as follows:
▹ Individuals and interactions over processes and tools
▹ Working software over comprehensive documentation
▹ Customer collaboration over contract negotiation
▹ Responding to change over following a plan
There are 17 signatories. And there are as many variations of Agile. I’ve had terrible meetings in my life when I
sat between two teams and one of them explained, at length, why Agile with Kanban was better than Agile with
Scrum. You could smell the money burning.
Here is Agile, as I’ve seen it done: You break down your product into a set of simple-to-understand user stories
about who needs what. You file those stories into an issue-tracking system, often a commercial product such as
JIRA.
You divide work into sprints of a week, two weeks, or whatever suits your management style, and you give each
sprint a name and a goal (implement search, user registration), then the programmers take stories to go off and
make them happen.
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Every day your team checks in and tries to unblock one another—if you are working on the tool that sends e-mail
and the e-mail server isn’t working, you tell everyone. Then someone else steps up to help, or you stick with that
story and do the best you can, but everyone needs to be working toward the sprint goal, trying to release some
software. And once the sprint is done, you deliver something that actually, really works and move on to the next
thing, slowly bringing a large, complex system into operation.
That’s an ideal case. Done well, it avoids magical thinking (“It will all work when we get everything done and wired
together”). It has its critics and can seem to have as many branches (c.f. Scrum, Kanban, and “Agile with
Discipline”) as Protestantism.
Programmers are forever searching for a silver bullet and, worse, they always think they’ve found it. Which is why
Frederick Brooks, the most famous of the early software methodologists, wrote a paper called “No Silver Bullet—
Essence and Accident in Software Engineering.” He wrote it in 1986. He was very hopeful, back then, that objectoriented programming would help fix things.
7.4 “We Are Going to Ship”
Into your office comes TMitTB. He holds a large bottle of some sort and a laptop, and he looks sleepy. You tell
him so, with a smile.
“We got to a release,” he says. “Ran a little into last night.”
He opens the laptop and brings up a secret website that, he assures you, can be seen only within the confines of
the office’s network, or via the virtual private network.
It’s a plain and homely thing, the new website. Squares bumping into squares. The catalog and the items in the
catalog are up on the screen, but there are no images. The text has all sorts of weird characters in it, strange
bugs. There are products with the names “fake product” and “not real product” and “I hate all products.”
There are no “related items” to purchase, even though that’s a critical feature and one of the major revenue
drivers on the current site. You suppress the question. It will be there.
There is, however, a way to log in with a username and password. TMitTB has done you the favor of creating, for
you, an account. You are, he says, the first nonengineering person to test the site.
“This is real?” you ask.
“Yes. This is software. It speaks to the database. This is what we’ll release.”
“Does it speak to customer service?”
He squints for a second.
“In July,” he says.
My God, a date. You’ve extracted a month, something positively deadline-ish.
He did as you asked. He managed outward, and he began to gum up the works in familiar ways. He started
demanding documents of people who immediately began not providing them. He asked relative strangers for their
insights and suggestions, and they gave them willingly. They asked for the logo to be bigger. They asked for
games that could be played inside the app. He listened to them all. He hasn’t been to a conference in months.
“So this is the real, actual website.”
“Yes,” he says, taking a sip from a complicated, fermented beverage with a health-food-store mandala-style label.
A sticker on the bottle says, “$3.99.”
“Now we do the next sprint,” he says. “We push for July. And we release mid-August.”
He looks tired, this man. But he also looks proud. The things on the screen—his team put them there, and they
used good, modern tools to do so. That is their craft and their pleasure, and TMitTB has made it possible for them
to do their work. “We,” he finally says, “are going to ship.”
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They will do their standups. And after the standups, they will go off and work in the integrated development
environments and write their server-side JavaScript and their client-side JavaScript. Then they will run some tests
and check their code into the source code repository, and the continuous integration server will perform tests and
checks, and if all goes well, it will deploy the code—perhaps even in August, in some cloud or another. They insist
that they’ll do this every day, continuous releases.
Then will come reports. Revenue reports, analytics, lists of new markets to conquer, all manner of new customer
data that will be yours to parcel out and distribute. That will be your role, as the owner of the global database of
customer intent. Thousands, then millions, of new facts that can help the company plan its sales and product
development cycles. A good thing. And, you hope, the new site will generate more revenue, being faster, better,
API-driven, and deployed across platforms to Web, mobile Web, and multiple apps.
You decided to cut BlackBerry support. It stung, but there are three BlackBerrys in your desk drawer at home and
none in your pocket. Life moves on.
When the site is introduced, you’ll buy the coders a cake and send them to the JavaScript conference of their
choice. You’ve learned that the only appropriate reward for people who write JavaScript is more JavaScript.
TMitTB will get his bonus. The CTO is already considering him for new things. You like the CTO. She has become
a friend of sorts.
You can feel it, the S, off in the distance, coming toward you. It will arrive in due time, and you will stick it to the
front of the VP in your title and all will be well. The coders all smile at you in the hall now that you’ve sat in on
code reviews and feature discussions and stood quietly in the middle of standups. You know some of their
names, even if you could do a better job of pronouncing them.
Perhaps you have a future in software after all.

PHOTOGRAPHER: DAVID BRANDON GEETING FOR BLOOMBERG BUSINESSWEK; PROP STYLIST: DAVE
BRYANT
7.5 Should You Learn to Code?
I spoke with some friends in their 40s who had spent careers in technology. I was complaining. I said, “I mentor
some millennials, and my God. Every job is a contract position. Nothing comes with health care. They carry so
much debt.” They looked at me with perplexity. It took a moment, and then one of them said: “Not if they can
code.”
You probably already do code. You do it in Excel or Google Spreadsheets. You run little processes in a sequence
or do a series of find-and-replace routines in a big document.
Programming as a career can lead to a rewarding, solidly middle-class existence. If you are inclined and enjoy the
work, it’s a good way to spend time, and if you work for and with good people, it can be very fun—even the dry
parts have something to teach you. Of course this is true of any place where smart people work. If your situation
is lousy, you can probably find another job more easily than, say, a writer.
The industry twists and turns so often, though, that who knows what the next 10 or 20 years will bring? The
iPhone, and mobile in general, created a brief renaissance for people who could program using lower-level
languages such as Objective-C, people who could worry about a computer’s memory. Perhaps the Internet of
Things will turn everything into a sensor. (Already you wander Disneyland with a wristband, and it watches and
tracks you; the whole place is a computer.) This will require yet more low-level thinking. And then there will be
websites to make, apps to build, and on and on.
There’s likely to be work. But it’s a global industry, and there are thousands of people in India with great degrees.
Some used to work at Microsoft, Google, and IBM. The same things that made programming a massive worldspanning superstructure—that you can ship nothing and charge for it—make it the perfect globalized industry.
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There’s simply no reason, aside from prejudice, to think that Mumbai or Seoul can’t make big, complex things as
well as Palo Alto or Seattle.
You might learn to program because there’s a new economy as irrational, weird, and painful as the old one.
Books and songs are now rows in databases, and whole films are made on CPUs, without a real ray of light
penetrating a lens. Maybe learning to code will give you a decoder ring for the future. Disruption is just
optimization by another name. SDKs are just culture encoded and made reproducible, and to an entire
generation, they’re received as rapturously as Beatles albums were decades ago. The coder-turned-venturecapitalist-turned-Twitter-public-intellectual Marc Andreessen wrote that software is eating the world. If that’s true,
you should at least know why it’s so hungry.
I’ve been the man in the taupe blazer, for sure, the person who brings the digital where it’s not welcome and is
certain that his way is better. It took me a long time to learn why this might not be welcomed—why an executive,
an editor, or a librarian might not enjoy hearing about his entire world being upended because someone has a
new toy in his pocket. I didn’t put the toy in anyone’s pocket, and you shouldn’t kill the messenger. But
messengers aren’t blameless, either.
Aside from serious fevers and the occasional trip to the woods, I’ve used a computer every day for 28 years. I
learn about the world through software. I learned about publishing by using the desktop publishing system
QuarkXPress, and I learned about color and art by using a program called Deluxe Paint. Software taught me math
and basic statistics. It taught me how to calculate great circle distance, estimating the distance between two
points on a globe. I learned about the Internet by creating Web pages, and I learned about music through MIDI.
And most of all, software taught me about software.
I like cheap old computers more than new ones, and my laptop creaks when it opens. My house is filled with
books and soft, nondigital things. But my first thought when I have to accomplish some personal or professional
task is, What code can I use? What software will teach me what I need to know? When I want to learn something
and no software exists, the vacuum bugs me—why isn’t someone on this?
This is what Silicon Valley must be thinking, too, as it optimizes the hell out of every industry it can, making
software (and the keepers of that software) the middleman. The Valley has the world in its sights. Government,
industry, social services, human sexuality, agriculture: They want to get in there and influence the whole shebang.
Code has atomized entire categories of existence that previously appeared whole. Skilled practitioners have
turned this explosive ability to their near total benefit. Bookstores exist now in opposition to Amazon, and
Amazon’s interpretation of an electronic book is the reference point for the world. For its part, Amazon is not really
a bookseller as much as a set of optimization problems around digital and physical distribution. Microsoft Office
defined what it was to work, leading to a multidecade deluge of PowerPoint. Uber seeks to recast transportation in
its own image, and thousands more startups exist with stars in their eyes and the feverish will to disrupt, disrupt,
disrupt, disrupt.
I’m happy to have lived through the greatest capital expansion in history, an era in which the entirety of our
species began to speak, awkwardly, in digital abstractions, as venture capitalists waddle around like mama birds,
dropping blog posts and seed rounds into the mouths of waiting baby bird developers, all of them certain they will
grow up to be billionaires. It’s a comedy of ego, made possible by logic gates. I am not smart enough to be rich,
but I’m always entertained. I hope you will be, too.
Hello, world!
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Xa: Job Ads Technical Requirements Examples”
2015-05-12 ad from: http://careers.stackoverflow.com/jobs/85492/junior-web-developermuster?utm_source=Indeed&utm_medium=organic&utm_campaign=Indeed
Junior Web Developer
Muster Richmond, VA
django python javascript postgresql
Job Description
Muster is a cloud based SaaS that provides solutions to the advocacy needs of organizations.
We are seeking a junior web developer to help build and maintain our web application, written primarily in
Django/Python. You will be one of the first developers to join our team and will have the unique opportunity to
help shape the future of our product.
The majority of the work you will be doing will focus on new development with the remainder concentrating on
maintenance of existing applications.
This position is a full-time, on site role in Richmond, VA. Salary will be based on experience and will range from
45k-75k.
Skills & Requirements
Requirements
 Basic knowledge of HTML, CSS, JavaScript
 Well rounded knowledge base trending towards full-stack development skills
 Good communications and experience as part of a development team
 Ability to be resourceful and creative in a fast-paced startup environment
 Experience using Python, Ruby, or PHP














Nice-to-Haves
 Experience with either Django or Rails would be great
 jQuery/similar javascript libraries experience
 Experience with or interest in a Javascript front-end framework
 Knowledge of or interest in new technologies
 Experience with Heroku, AWS, or other cloud-based infrastructure providers
 Experience with git and Github
 Creative thinker able to provide an idea and execute it from inception to launch
 BS or MS in computer science or a related field
Joel Test score: 9 out of 12
The Joel Test is a twelve-question measure of the quality of a software team.
Do you use source control?
Can you make a build in one step?
Do you make daily builds?
Do you have a bug database?
Do you fix bugs before writing new code?
Do you have an up-to-date schedule?
Do you have a spec?
Do programmers have quiet working conditions?
Do you use the best tools money can buy?
Do you have testers?
Do new candidates write code during their interview?
Do you do hallway usability testing?

2015-05-12 ad from: http://www.indeed.com/cmp/RTS-Labs/jobs/Software-Engineer-Developer2c97f9b42f0a17ae?sjdu=Q
Software Engineer/Developer
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RTS Labs - Glen Allen, VA
Note: RTS advertises that they use the following technologies:
 Java EE / Grails / .NET / PHP
 WordPress / Joomla!
 Magento / BigCommerce
 Android / iOS
 Jasper / Pentaho / Tableau
 Salesforce / CRM Integrations
 Hadoop / MongoDB
 Cloud Computing
 SOA and BPM

Interested in joining a solid, fast-growing software development company specializing in Web, Mobile, Cloud, and
Data Analytics?
If you:







Write beautiful code you are proud of
Solve challenges with out-of-the-box thinking
Love to learn and to share your insights
Know what it means to be a team player
Build relationships with clients based on trust
Reliably manage yourself

Prefer a working environment that offers:
 A high standard, ensuring that you work with smart people
 A technically proficient, learning-oriented culture
 A hard-working, but casual workplace with no crap, few meetings, and a get-it-done philosophy
Are proficient in at least one modern object oriented language such as:
Java, Groovy, Ruby, Python, C#, C++, or Scala
Preferably have experience in two or more of the following frameworks:
Grails, Spring, Ruby on Rails, Django, ASP.NET MVC, Play, AngularJS, Ember.js, React, Node.js
And you have a Bachelor's Degree in Computer Science or an equivalent concentration,
Then we would like to meet you.
Why Code: Why Coding Is Your Child’s Key to Unlocking the Future
Educators call for making computer science a cornerstone of the curriculum, even for grade-school kids
2015-04-26, By CHRISTOPHER MIMS, Follow @mims on Twitter or christopher.mims@wsj.com,
WSJ, From: http://www.wsj.com/articles/why-coding-is-your-childs-key-to-unlocking-the-future-1430080118

Ten-year-old Donovan Romero-Brathwaite, left, creator of the videogame ‘Gunman Taco Truck,’ works on coding
a game with his father, John Romero. PHOTO: JAMES TENSUAN FOR THE WALL STREET JOURNAL
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Racing across the U.S. in your taco truck, you must fight off animals mutated by fallout from a nuclear war, and
you must also turn them into delicious filling for the tacos you sell inside fortified towns. Your mission: Make it to
the Canadian city of Winnipeg.
You are “Gunman Taco Truck.”
“It’s pretty much only a game that a kid would come up with,” says Brenda Romero, a videogame designer for
more than 30 years and the mother of Donovan Romero-Brathwaite, the 10-year-old inventor of the game.
And yet GTT already has been licensed by a videogame publisher for Mac, PC, iOS and Android, and may also
arrive on consoles. It’s quite an outcome for something born of Saturday programming lessons with Donovan’s
dad John, also a videogame designer of note.
Donovan’s situation—access to two parents who are both programmers—is rare. In fact, in record numbers,
children are picking up a skill their parents don’t possess: coding.
And according to those responsible for teaching them, programming is just the beginning. What those kids are
learning now—what they must learn, if they hope to be employable in the 21st century—is something educators
call “procedural literacy.”
“When you learn to code, you start thinking about processes in the world,” says Mitchell Resnick, the
Massachusetts Institute of Technology professor heading up the effort to build the child-friendly programming
language Scratch.
Scratch has 6.2 million registered users and is accessible to children as young as five.
Whether it’s understanding how complicated systems like economies work or tackling a problem in a stepwise
fashion, coding is uniquely suited to training children not just how to solve problems, but also how to express
themselves, says Mr. Resnick.
“What’s fascinating about computer science is that it requires analytical skills, problem solving and creativity,
while also being both foundational and vocational,” says Hadi Partovi, co-founder of Code.org, a nonprofit
organization that promotes coding education. “I’m not sure there’s any other field that’s all those combined.”
Not every child who learns to write will become a novelist, nor everyone who learns algebra a mathematician, yet
we treat both as foundational skills that all children should learn. Coding is the same, say educators like Messrs.
Partovi and Mr. Resnick, who are pushing for it to be available to every child in America.
It doesn’t hurt their cause that the Bureau of Labor Statistics projects that there will be one million unfilled jobs for
programmers in the U.S. by 2020. And that may be an underestimate, says Mr. Partovi. He adds that the more
software and hardware humans create, the more jobs in software there are, as new platforms like smartphones
and drones spawn their own software ecosystems.
I’d go further than that: Understanding that in the future no profession is untouched by machines means admitting
that coding is part of the liberal arts, and therefore a core skill every child must possess.
After all the original definition of “liberal arts” meant the body of knowledge required to participate in civic life, and
included what was then known of astronomy and mathematics.
Educators who are taking professional training to learn how to incorporate coding into their lesson plans include
not only teachers of math and technology, but also teachers of English, says Mr. Partovi. Coding is, in a way, just
another form of writing, albeit one aimed at creating stories that are interactive and dynamic, says Mr. Resnick.
Public schools remain slow to catch up. The majority, including Donovan’s school, don’t offer classes in coding.
Mr. Partovi says that’s the biggest obstacle to progress.
But for parents who aren’t waiting around, the options for teaching children how to code at home are growing.
Bryson Payne, author of the book “Teach Your Kids to Code,” started with his own boys when one was two and
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the other four. He compares his approach to the Suzuki method of teaching young children violin, in which
parents learn alongside their kids.
Tablets are a natural vehicle for learning even for children who can’t yet read. The devices don’t require kids to
first learn to use a mouse and keyboard, which can be tricky. Young kids easily absorb the lessons in
programming games like “Lightbot,” says Gretchen LeGrande, head of Code in the Schools, a nonprofit group that
targets girls and minorities.
Everyone I interviewed observed that the best way to reach young children was to get them to create games, or to
treat learning exercises as a form of play.
Ms. LeGrande teaches kids concepts of binary code using nothing but a modified deck of cards, and the
community of children registered with the Scratch language swap animations, code and stories in a gigantic
online bazaar of imaginative play. Games based on popular children’s books are a staple.
Codestudio, the online education program offered by Code.org, already reaches 1 in 10 grade-school students in
the U.S., says Mr. Partovi. Of those students, 43% are female, and 47% are African-American or Hispanic. If even
1% of the middle schoolers enrolled in Codestudio eventually major in computer science, it would more than triple
the number of women graduating in the field, says Mr. Partovi.
Donovan, meanwhile, has no idea that he is the embodiment of an epochal shift in how his peers are educated.
He is too busy learning management, level design, art direction and even retailing. That’s because “Gunman Taco
Truck” already has a line of T-shirts.
Why Doesn’t Silicon Valley Hire Black Coders?
2016-01-21, Bloomberg Business Week, http://www.bloomberg.com/features/2016-howard-university-coders/
Howard University fights to join the tech boom. By Vauhini Vara | January 21, 2016, Photographs by Christopher
Gregory

Legand Burge, the chair of Howard University's computer science department.
In the fall of 2013 a young software engineer named Charles Pratt arrived on Howard University’s campus in
Washington. His employer, Google, had sent him there to cultivate future Silicon Valley programmers. It
represented a warming of the Valley’s attitude toward Howard, where more than 8 out of 10 students are black.
The chair of the computer science department, Legand Burge, had spent almost a decade inviting tech
companies to hire his graduates, but they’d mostly ignored him. Pratt began teaching computer science classes,
helping to revamp the department’s curriculum, and preparing students for Google’s idiosyncratic application
process. It was one of several initiatives meant to get the school to churn out large numbers of engineers. Two
and a half years later, that hasn’t happened. The slow progress reflects the knottiness of one of Silicon Valley’s
most persistent problems: It’s too white.
Howard, founded in 1867, has long been one of the country’s most eminent historically black colleges and
universities. Thurgood Marshall went there, as did Toni Morrison; the writer Ta-Nehisi Coates, who attended
Howard, called it the Mecca—the place where he realized the black world “was more than a photo negative of that
of the people who believe they’re white.” Still, it’s not among the elite science-oriented universities where tech
companies have focused recruitment—places like Stanford, MIT, and Carnegie Mellon. Pratt arrived in
Washington as traditional hiring practices were being scrutinized.
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Featured in Bloomberg Businessweek, Jan. 25, 2016. .
Pressured by employees and the press, companies began disclosing the demographics of their workforces. One
figure stood out: African Americans, about 13 percent of the U.S. population, made up no more than 1 percent of
technical employees at Google, Facebook, and other prominent Silicon Valley companies. This was at least partly
because of the way companies recruited: From 2001 to 2009, more than 20 percent of all black computer science
graduates attended an historically black school, according to federal statistics—yet the Valley wasn’t looking for
candidates at these institutions.
As the companies revealed their data, Burge says, recruiters began to get in touch. Early in 2014, Google’s senior
vice president for “people operations” blogged about Pratt’s stint at Howard. That fall, Facebook’s director of
diversity, Maxine Williams, traveled to the school for a public chat with the university’s president and a meeting
with students. Dropbox made its first recruiting trip that fall; a year later, Pinterest joined the list.
Despite the apparent progress, Burge was circumspect when I called in September 2015 to ask about the
companies that had started approaching Howard: “ ‘Started’ could mean many things,” he said. Howard was
showing up in tech companies’ news releases, but it wasn’t yet clear how Burge’s students would benefit.
Facebook, Dropbox, and Pinterest hadn’t yet hired any graduating seniors for a full-time position. In 2015, Google
hired just one. This year, out of the 28 seniors in his department, Burge knows of only two who’ve lined up a
Silicon Valley job: one at Google—its second Howard hire—and another at Pandora. “There’s a big disconnect,”
Burge said.
Burge teaches martial arts in his spare time, which is fitting. He has the dry, reserved demeanor of a techie but
runs the computer science department like a devoted coach. “When there are companies coming to recruit, he’ll
be like, ‘Go get in there! Go meet so-and-so!’ ” says Lena Alston, who graduated in December. Some of his
students have nicknamed him Uncle Burge. In 2005, a year before he became department chair, Google invited
him to interview for an engineering position. He wasn’t particularly interested in working there, but he saw a
different opening: Maybe he’d meet some people who’d help his students. It paid off, eventually. Eight years later,
the company created the Google in Residence program. Pratt had some teaching experience, from his college
years at Carnegie Mellon, and he was disenchanted with his programming position at the time; plus, as a black
engineer, he’d long been troubled by Silicon Valley’s lack of diversity. He packed his bags.
Silicon Valley is rife with Stanford and MIT graduates who started coding during childhood, won programming
competitions in their spare time, and spent their summers interning at startups. At Howard, few of Pratt’s students
fit that profile. They’d begun studying computer science in college, and many had never visited the Bay Area. One
senior, Sarah Jones, says she’d assumed for years that Silicon Valley was the name of a city. When she finally
visited during college, it struck her as a startlingly homogeneous culture, made up of white and Asian people who
“like Star Wars and stuff like Pokémon.” When companies began to visit Howard, they’d boast about having onsite playground equipment and volleyball courts—not the kind of thing Jones or her friends got excited about.
“Slides are not really appealing,” she says. “There are not a lot of people of color in the Valley—and that, by itself,
makes it kind of unwelcoming.”
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Victor Foreman
In 2013, when Pratt arrived, he got to know the students by staying on campus late into the evening, talking with
them. When it came to Silicon Valley, “everyone had a war story,” he says. “They either had a personal story or a
story someone had told them that had completely turned them off.” He was particularly taken with a sophomore
named Victor Foreman, a smart, scrappy Texan who was compelled by big challenges but didn’t like following
rules. Foreman had majored in computer science because its practitioners were constantly pushing the
boundaries of human knowledge. “I wanted to be at the edge of some field,” he says.
Pratt had come to realize that his students’ previous courses had exposed them to computer science theory, but
not to enough of the practical skills that matter to Silicon Valley. None had programmed before college. Foreman
had started college in Texas, then dropped out and worked manual jobs. The labor had been painful, and there’d
always been more workers than jobs, so after deciding to return to school, this time at Howard, he’d chosen
computer science. Some other students impressed Pratt, too. Remington Holt had picked computer science after
tagging along with a friend to an information session and liking Burge. Alston and Hallie Lomax had taken
computer science classes on a whim and fallen in love with the subject.
“Those four were some of my favorite students—and, in my opinion, all of them superbrilliant,” Pratt says. He
began assigning projects to them, and other freshmen and sophomores, that required writing code instead of just
talking about it. “I was pretty lucky we got to have a Google professor, but he really let us know how behind we
were,” Foreman says. Pratt also noticed that many advanced classes at Howard and other black colleges weren’t
as rigorous or up-to-date as they were at Carnegie Mellon or Stanford. By senior year, students risked falling
behind their peers from other institutions. “I’d ask faculty members, ‘Why are you teaching this course that way?’ ”
he recalls. “And they’d say, ‘Well, I’ve been teaching the course for 25 years.’ ”

Lena Alston
That year, Pratt urged Foreman, Alston, Lomax, and Holt to apply for paid summer internships at Google. He
coached them through the process, particularly the company’s idiosyncratic interviews, which include tough
programming challenges. Afterward, Lomax says, “I was sitting in a Starbucks, and someone called me and was
like, ‘Let me talk to you about your offer.’ And I was like, ‘Is this a joke?’ ” Holt, who’d tried for a Google internship
the previous year and failed, also received an offer, which he attributes to Pratt’s help. Alston got an internship.
So did eight others.
Foreman did not. His classmates describe him as an excellent programmer—but unlike, say, Holt, a soft-spoken
type known for getting along with everyone, Foreman is strong-willed, which sometimes gets him in trouble. “I just
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chalked it up to soft skills, I guess,” he says, explaining that he and his interviewer had clashed. Pratt says he’d
been “furious” to learn that Foreman had been passed over. Other companies said no, too. Foreman got fed up.
He wasn’t going to waste his time applying for internships in Silicon Valley if they were going to keep closing the
door. Burge and Pratt recognized in Foreman’s experience a familiar predicament, in which people from
underrepresented backgrounds worry about confirming negative stereotypes about their group, lose confidence,
and get discouraged; the phenomenon, “stereotype threat,” is getting more attention in the Valley, and companies
have begun training employees to be aware of it. “I spent a decent amount of time trying to encourage Victor, who
was also one of my better students, to keep going,” Pratt says. “But it was obvious he felt a little rejected.”
When Lomax, Alston, and Holt arrived at Google, all three experienced varying degrees of culture shock. “When I
was at Google, one thing that I heard over and over again was, ‘I learned to code when I was 7.’ And I was like,
‘OK, I didn’t,’ ” Lomax says. But the Valley’s offbeat culture invigorated her. She’d always felt like a bit of an
oddball at Howard; here, for the first time, the people she met reminded her of herself. Alston, who’d felt right at
home at college, had a different experience. She could see Google wanted to foster a diverse culture, but, as the
only African American on her team, she didn’t feel she had much in common with her colleagues. “When I went
out to lunch or something with my team, it was sort of like, ‘Soooo, what are you guys talking about?’ ” she says.
“It could be something as simple as, like, what they watch on TV or what kind of books they like to read. And
those are just not TV shows that I watch or books that I read.”
“Back in the civil rights period, it used to be that lighter-skinned people were able to pass and be more
acceptable, so they were able to get into organizations or get into companies,” Burge says. “Now it’s a little bit
different. It’s about cultural fit. Do you laugh at the same jokes? Do you Rollerblade or whatever?” He says some
of Howard’s first interns at Google—before Pratt’s arrival—did well during the summer but didn’t get offers
because, as a contact at the company told him, they hadn’t been “Googley enough.” (A spokeswoman said the
company doesn’t comment on hiring decisions. She noted that the head of people operations, Laszlo Bock, has
written that Googleyness involves being fun-loving, humble, and conscientious.)
Even the Google in Residence program, Pratt says, faced “lots of hurdles.” Among them, Google didn’t give
engineers incentives to teach at Howard—taking the gig was liable to hurt an engineer, pulling him out of the
evaluation and promotion cycle. Pratt encouraged others to step up, but the interest was muted.
“There are not a lot of people of color in the Valley—and that, by itself, makes it kind of unwelcoming”
That fall, when Facebook’s Williams came to campus with colleagues, the visit didn’t go over well. In a meeting
with students, one Facebook employee brought up diversity so often that students say they felt uncomfortable—
as if she wanted to talk only about the color of their skin and not programming. The event had been advertised as
focused on diversity, but students had been eager to talk about jobs. A spokeswoman declined to make Williams
or other recruiters available to be interviewed, because, she says, Facebook is “still building our relationship with
Howard.” Dropbox also made its recruiting trip to Howard that fall but didn’t hire anyone full time.
Returning to campus for junior year, Foreman, Lomax, Alston, and Holt found that Burge’s vision for his
department was changing. He’d come to feel that Silicon Valley companies cared little about computer science
theories. Recruiters wanted efficient, creative, experienced workers. So Burge developed new courses on
creating apps and launching startups, while also assigning more coding projects and making his students more
aware of hackathons and other extracurricular opportunities. It was “a cultural transformation of our department,”
he says.
Burge adapted his approach for each student. Foreman had to work outside school, at one point as a valet, and
his grades suffered. Burge encouraged him to take on paid coding projects for companies instead of wasting his
time with nonprogramming jobs. Lomax, Alston, and Holt, meanwhile, remained on a more traditional path. The
summer after junior year, Lomax took a paid internship at a software startup called Opower, and Alston and Holt
returned to Google. At the end of that summer, Alston and Holt underwent what’s known as the conversion
process—one or more interviews to help Google decide whether to bring an intern on full time. Alston got an offer.
She didn’t want to move to California—there was that cultural disconnect, and she’d have missed her family and
friends back East—and was relieved to learn that the job, as a programmer, was in New York. She accepted.
Holt, though, was told to sit tight; Google hadn’t made up its mind about him.
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The Howard University campus.
Lomax had become enthralled by Silicon Valley and started to think she’d learn more on the job than in college.
This fall, she dropped a bombshell on Burge: She was leaving school and heading west, though she hoped to
finish her degree at some point. In November, Lomax arrived in San Francisco. She’d applied for dozens of jobs
in September and October and kept a spreadsheet tracking her progress. But after a couple of weeks in town, she
still had no formal offers. Google, Twitter, Reddit, and others had rejected her; some companies hadn’t even
responded to her application or to referrals from friends. Some promising leads remained—she was still in the
running with Facebook and LinkedIn—but all the interviewing, Lomax says, left her “kind of overwhelmed.”
She suspected that her dropping out of college concerned some interviewers. “The moment you say, ‘I’m not
finishing this formal education,’ things start to carry a little bit more weight,” she says. “Like, if your algorithm isn’t
incredibly efficient in one of your interviews, they’ll take that as a sign that you didn’t get the full impact of that in
school.” Dropping out of Harvard to launch a startup is one thing; leaving Howard to get a traditional position, it
seems, is another. In mid-November, Lomax accepted an internship at Pinterest. The company had previously
rejected her for a full-time job, but she felt she could convince them of her chops if she could spend a couple of
months there.
Holt, too, was leaving school early—but still getting his degree. He’d earned enough credits to graduate in
December. Boeing had offered him a position, but it didn’t excite him. Microsoft had rejected him. Pinterest had
flown him out to San Francisco for interviews but ultimately offered him the same deal it gave Lomax: an
internship rather than a full-time gig. Holt says he was told that the company had been impressed with his
personality and skills but felt that because he was graduating early, he might not be prepared for full-time
employment. Holt heard from Google, too—again, a rejection. He’d done well during his second internship, he
says he was told, but not in his conversion interview. “I have no idea what went wrong,” he texted me. A Google
spokeswoman wouldn’t comment on Holt’s situation, but says interns most commonly don’t get hired because of
“technical ability.” For some time, Holt had been considering graduate school, and now he decided to focus on
that, though before classes started, he would intern at Pinterest. Bre Cheung, a Pinterest recruiter, says the
company gave Holt and Lomax internships partly because they’re still pursuing degrees.
By then, Foreman was already working as a corporate consultant, but he came up with another scheme to get to
Silicon Valley. Some time earlier, he’d told Burge about his idea for a music app called SoundCrowd. Burge
encouraged him to launch it as part of a new startup development course he planned to co-teach in the fall with
another engineering professor. He told Foreman that an investor named Michael Seibel was helping design and
run the class. Seibel would also donate $1,000 to each team of startup founders—to buy equipment, find
customers, and so on. He was a partner at Y Combinator, a high-powered Valley firm that invests in and mentors
promising startups. Foreman knew that joining Y Combinator could make an entrepreneur’s career. Maybe, he
thought, he could persuade Seibel to invest in SoundCrowd. It could happen, Burge told him.
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Hallie Lomax
People tend to discuss Silicon Valley’s diversity problem in binary terms. One camp says companies are biased
against underrepresented minorities, or at least aren’t trying hard enough to attract them. The other says there
aren’t enough people from these backgrounds who are qualified for positions—or at least who are good enough to
beat those Stanford grads with all the programming trophies and internship experience and Mozart-like
childhoods. The reality is, both are true.
Many Silicon Valley companies now have executives—in many cases, entire teams—responsible for making their
ranks more diverse; Google, Dropbox, Facebook, and Pinterest are among them. Several people working in these
roles acknowledge that biases against people of color—often unconscious—have kept the Valley from being more
diverse; in response, companies have instituted training on such subtle discrimination. Companies also described
facing another challenge, though.
When they started interviewing seniors, companies found—as Pratt did at Howard—that many were
underprepared. They hadn’t been exposed to programming before college and had gaps in their college classes.
The companies were coming into the process too late. So many of them have created programs geared toward
freshmen and sophomores. “Early indications show promise,” says Roya Soleimani, a spokeswoman from
Google, “but we know that meaningful change is going to take time.”
Makinde Adeagbo, an engineering programs manager at Pinterest, notes it’ll be a couple of years before these
interns graduate from college. Pinterest has visited the campus only once, but Cheung says the first year of
recruiting at any campus is less about making job offers and more about making students aware of them as
potential employers. When Justin Bethune, a diversity program manager at Dropbox, visited Howard, he met a lot
of students who eventually took positions at well-known East Coast companies; for students raised in the South or
East, moving to California is a big commitment. He realized it’s important to “invest in and build trust and
awareness among students” and “not just attend one job fair.” A Dropbox spokeswoman says the company plans
to return to Howard next month. After Facebook’s initial awkwardness at Howard, employees went back last fall
and held more technical and recruiting-oriented events, which impressed students. The company recently offered
a full-time position to a Howard student.
Pratt points out that Howard, best known as a liberal arts institution, still isn’t producing many computer science
students—fewer than 30 graduating seniors, compared with an average of more than 100 for U.S. universities
with computer science departments that grant Ph.D.s (as Howard’s does)—and says it’ll take years for Burge’s
program to start training students at the level of Silicon Valley’s top feeder schools. At the same time, he says,
that companies haven’t snapped up Lomax, Holt, and Foreman—all great candidates, in his mind—amounts to
“an abject failure.” He wonders if companies were letting some of his former students slip through the cracks
partly because of unconscious racial biases. “Someone like Hallie showing up in Silicon Valley expecting the
reception that someone like Mark Zuckerberg would get—it doesn’t surprise me that she wasn’t met with open
arms,” he says. “She doesn’t fit the profile of what people think of when they think of engineers. Even though
people think of Silicon Valley as a big meritocracy, I don’t think that’s how it works.”
“Even though people think of Silicon Valley as a big meritocracy, I don’t think that’s how it works”
Google has expanded its Google in Residence program to other black universities and more than doubled the
number of summer interns it hires from them. Still, Pratt says, the program “is probably impacting Google’s image
more than it’s impacting Google as a place.” Last year, he left the company to pursue an MBA at Stanford; he
wants to become a venture capitalist and invest in diverse startup founders. His time at Howard made him
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passionate about making Silicon Valley less homogeneous, he says, but he lost faith that he could achieve that
within Google.
In early November, I meet with Burge in a conference room in the engineering building. The walls are hung with
posters displaying his students’ research, and on a whiteboard someone has scribbled a math problem. It’s
Veterans Day, a rare day off, and Burge shows up in an Adidas tracksuit. He talks about what he’s doing to
improve his students’ job prospects. To address the lack of programming knowledge many had when they arrived
at Howard, Burge has begun piloting a training program for incoming computer science freshmen. The students
could complete the program online, over the summer, after which they’d be eligible for scholarships. And he’s still
revamping classes to be more project-based and less theoretical. The curriculum remains behind that of the top
tech feeder schools, though, largely because the department simply has fewer resources. Burge is encouraging
the university to let him hire more professors who could address the gaps. But whatever improvements he makes
at Howard, he says, “the companies’ cultures have to change, too.”
Even some of Burge’s closest partners have sometimes disappointed him. For the startup course, he had hoped
Seibel, the investor, would visit campus at least twice. But as class was to begin, Seibel said he was getting
married and would be tied up with a long bachelor party in Europe, then the wedding. Instead of visiting Howard,
he offered to meet with students and attend the final presentation of their startups over Skype. “He’s a busy man,”
Burge says. He’s careful not to criticize Seibel, but his tone sounds vexed. It reminds me of something Burge had
once told me in a moment of frustration about Silicon Valley companies: “They want to do these things, but
nobody is making the solid commitments.”

Remington Holt
In late November, Burge’s startup class is winding down, and Foreman and his co-founders have had their first
virtual session with Seibel. Foreman still hopes Seibel will bring him into Y Combinator. “I don’t think he’d take
time out unless he was trying to find a company,” he says. Seibel has offered a hint of encouragement: “He said if
we build this and people use it, he’d be the first customer.”
Soon after, I speak with Seibel. He has big ambitions for the class, which he hopes to expand to other campuses,
and envisions a future in which historically black colleges are full of kids who know how to start companies. “I
think there are two challenges—and one challenge is how to diversify the workforce in the technology industry,
and the other challenge is how to diversify the people who are starting companies,” says Seibel, who is black. “At
Y Combinator, we’re focusing on the second one more than the first.” This seems to bode well for Foreman, and I
ask Seibel what he remembers of his conversation with the SoundCrowd team. “To me, they sounded exactly like
smart, technical college kids,” he says. “I was confident they had the ability to build whatever they wanted to
build.” But he stresses that the goal of the class isn’t for him to find investments. Startup founders—including
these—should focus on their customers, not on funding, he says. Seibel says he wasn’t too involved in the class
only partly because he was busy. He also wants professors to take ownership of the course.
The following day, Seibel attends the final presentations via Skype. He peppers the groups with questions: How
many customers do they have? How much do they think they could charge for their product? At the end of the
class, Burge asks Seibel if he has any final words. He congratulates the students on their projects, which he says
have impressed him. “I know it took a lot of hard work,” he says. Then he hangs up, leaving Burge and his
students to figure out their next move.
As Tech Booms, Workers Turn to Coding for Career Change
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2015-07-28, The New York Times, by STEVE LOHR, from:
http://www.nytimes.com/2015/07/29/technology/code-academy-as-career-game-changer.html

After a three-month course in computer programming and data analysis, Paul Minton, a former math major,
moved up from waiting tables to a job as a data scientist, earning more than $100,000 a year.
CreditMatt Edge for The New York Times
SAN FRANCISCO — After Paul Minton graduated from college, he worked as a waiter, but always felt he should
do more.
So Mr. Minton, a 26-year-old math major, took a three-month course in computer programming and data analysis.
As a waiter, he made $20,000 a year. His starting salary last year as a data scientist at a web start-up here was
more than $100,000.
“Six figures, right off the bat,” Mr. Minton said. “To me, it was astonishing.”
Stories like his are increasingly familiar these days as people across a spectrum of jobs — poker players,
bookkeepers, baristas — are shedding their past for a future in the booming tech industry. The money sloshing
around in technology is cascading beyond investors and entrepreneurs into the broader digital work force,
especially to those who can write modern code, the language of the digital world.
Internet giants like Google and Facebook have long fought over the top software engineers in the country, and
that continues. But now, companies in most every industry, either by necessity or to follow the pack, are pursuing
some sort of digital game plan — creating lucrative opportunities for computing-minded newcomers who, like Mr.
Minton, want to reboot their lives.

Employees of Silicon Valley Bank work at their desks behind glass covered with equations at Galvanize, a coding
school in San Francisco. CreditMax Whittaker for The New York Times
“These are skilled and ambitious people who are seeking an on-ramp to the tech industry,” said Jim Deters, chief
executive of Galvanize, the school that Mr. Minton attended.
Whether the on-ramp proves to be a lasting pathway to high pay and stimulating work remains to be seen. The
boom-to-bust cycles in the tech business can be wrenching, like the last downturn in the early 2000s after the dotcom bubble burst. Nearly everyone in the industry was hit. Yet software development and engineering jobs held
up better than ones in finance, marketing, sales and administration.
For now, at least, it is a seller’s market for those who can master new technology tools for lowering a business’s
costs, reaching its customers and automating decision-making — notably, cloud computing, mobile apps and data
analytics.
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A faculty member toys with a Rubik Cube at Galvanize.
CreditMax Whittaker for The New York Times
Companies cannot hire fast enough. Glassdoor, an employment site, lists more than 7,300 openings for software
engineers, ahead of job openings for nurses, who are chronically in short supply. For the smaller category of data
scientists, there are more than 1,200 job openings. Demand is highest in San Francisco. Nationally, the average
base salary for software engineers is $100,000, and $112,000 for data scientists.
In March, the White House announced an initiative, TechHire, to coordinate the efforts of the federal government,
cities, corporations and schools to train workers for the thousands of current job openings in the tech sector. The
Obama administration points to coding schools like Galvanize, Flatiron School and Hack Reactor, which offer
accelerated training in digital skills as a way to “rapidly train workers for a well-paying job.”
The graduating classes of these coding schools support the trend. They will graduate about 16,000 students this
year, more than double the 6,740 graduates last year, according to a survey published by Course Report in June.
The 2015 total would be about one-third of the estimated number of computer science graduates from American
universities. The largest concentration of the schools, often called boot camps, is in San Francisco, which has 12,
followed by New York, with nine, and Seattle, eight.

“The good jobs were all in computer science,” said Savannah Worth, an English major in college. After a 24-week
web programming class, she now works as a software developer.
CreditMatt Edge for The New York Times
Students are of a wide age range, but most are in their 20s and 30s. The typical student is a “29-year-old career
changer,” said Liz Eggleston, co-founder of Course Report, which tracks these schools.
Past shifts and surges in the information technology industry — the early Internet boom in the 1990s, the personal
computer revolution in the 1970s and 1980s, and the minicomputer and mainframe eras before — have often
opened doors to job seekers of diverse backgrounds.
Lois Haibt was a freshly minted graduate of Vassar College when she was hired by IBM to join the original team
that created Fortran, a pioneering programming language. Recalling the hiring practices of the late 1950s and
1960s, she said, “They took anyone who seemed to have an aptitude for problem-solving skills — bridge players,
chess players, even women.”
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Students brainstorm with Post-it notes at Galvanize.
CreditMax Whittaker for The New York Times
One sure way to fill job openings in technology these days would be to attract more women. Only 18 percent of
computer science graduates at four-year universities were women in 2013, the most recent statistic. By contrast,
35 percent of students at the specialized coding schools are women.
Savannah Worth majored in English and graduated last year from Colorado College. Jobs that might use her
skills, she says, seem limited to writing marketing materials or blog posts for websites. “The good jobs were all in
computer science,” she recalled.
In college, she had dismissed computer programming as all math and numbers, and not a creative pursuit. But
she dropped into an open house one evening at the Galvanize school in Denver. She found it filled with creative,
smart people — and not at all just dry math.

A unicorn mask at Galvanize, a coding school in San Francisco.
CreditMax Whittaker for The New York Times
Ms. Worth, 22, signed up for the Galvanize 24-week web programming class and excelled. Shortly after
completing the course, she was hired by IBM as a software developer in San Francisco. She helps IBM’s
corporate clients design and build web and mobile applications that run in remote cloud data centers, and she
earns a six-figure salary.
Galvanize’s 24-week web programming course is one of the largest among the coding schools. The average
class length among the schools is just under 11 weeks, and costs $11,000. Galvanize’s web programming course
is also among the most expensive, at $21,000. The company offers scholarships and deferred payment plans,
and has partnerships with online lenders like LendLayer and Earnest.
The job placement rate for Galvanize students is 98 percent. “Graduation here is you get a job,” Mr. Deters said.
Employers are recruiting for immediate needs, but with the future in mind. “What we hire for is the ability to learn,”
said Rachel Reinitz, an IBM distinguished engineer, who is Ms. Worth’s boss. “The technology changes so fast.”
Galvanize is selective, accepting about 20 percent of applicants. The vast majority are college graduates, but
there are exceptions, like Reyna DeLoge. She grew up in northwestern Montana in a working-class family and
logged long hours in part-time jobs throughout high school. She went to Montana State University, but dropped
out after a year, uninspired and in debt.
Ms. DeLoge, 24, worked for years mostly as a barista and assistant manager. She moved to Denver, and a year
ago, got a job at the coffee shop in the Galvanize building there. She found the environs, bustling with aspiring
coders and fledgling start-ups, appealing. She applied to the web-programming course and was accepted.
To help pay for the course, Ms. DeLoge got a $5,000 scholarship and a no-interest loan from Galvanize. She
graduated last month, immediately received a few job offers and decided to take one from Galvanize, as a
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teaching assistant and mentor to new students. In the past, Ms. DeLoge never made as much as $30,000 a year.
Her salary now is nearly $80,000.
In a stroke, she is making more than her father, an experienced machine-tool operator and instructor. “That blows
me away,” said Ms. DeLoge, who sees her new skills as a gateway to

How I learned to Code in 10 Months
2013-07-24, Blog by Riley Hilliard, https://www.linkedin.com/in/rileyhilliard,
Riley’s portfolio of work: http://rileyh.com/,http://rileyh.com/portfolio,
Where Riley works now: UI Engineer at LinkedIn: https://www.linkedin.com/company/1337?trk=prof-0-ovw-prev_pos
from: http://rileyh.com/how-i-learned-to-code-in-under-10-months/ , Note: Should you have questions about learning code, Riley still
answers questions at this, his blog site.

About ten months ago from the time of this writing I decided I would teach myself how to code. At the time I made
this decision I had recently graduated from SDSU with a degree in History, and had been searching for what I
wanted in a ‘career’. Among many factors, I choose to teach myself how to code because I saw the competitive
landscape of the post Great Recession economy and decided I would try learning something that only a small
minority of society even attempts to understand. I had also lightly dabbled in computer programming since I was
in High School, but never spent the time to fully learn the fundamentals. Initially I was just as intimidated as the
average person would be of programming, but I quickly learned that if you just stick with it, learning to code is no
harder than learning a new foreign language. This is not something you can teach yourself in a day, a week, or
even a month, however if you are the kind of self-learner that never gives up, computer science can be an
incredibly rewarding skill to learn. I am now currently 3 months into the start of a great career at an awesome
company, doing challenging and rewarding work that I enjoy. Learning something like computer programming on
your own is not for the average person. You have to really want to learn, and have a border-line obsessive
compulsive determination. If you are just starting to learn how to code and are looking for resources and
motivation to continue your self-studies, I hope that I may be of help with this article.

I started by taking a few courses at my local UC Extensions for basic HTML and CSS. This was by far the most
expensive part of my self-education at around $600+ per course, however I see this initial expense as a benefit. It
forced me to want to attend every class and over-perform on the homework because I really wanted to get my
"money's worth". After taking HTML in particular I realized that I had been WAAAAAY over-thinking the complexity
of building websites. I didn't even realize it, but I knew most of the fundamentals of HTML already by just using
the internet regularly. If there is a first course you should start with, it should be HTML so that you can start to
understand how you are likely over thinking the difficulty of the internet. After taking the UC courses I came to
realize that I could learn any computer language, as long as I spent the time to fully get to know the markup.

I decided that I would try Ruby / Ruby on Rails as my first real programming language after the HTML and CSS
courses. I decided on Ruby because the syntax is (arguably) easier to read and write than other languages. I
started by watching YouTube tutorials, then came across the Lynda.com Ruby on Rails video tutorials (which are
generally OK). I spent about a month watching and following along with a few Lynda.com programs, however
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there seemed to be something missing. I just wasn't picking up the material as fast as I had hoped. This was
about 2-3 months into the process and I was getting a little disheartened, so I decided to really double down and
dive into learning at 110%.

I came across Codecademy; a fairly new learn-to-code startup back when I started using the site. I struggled
through most of their available courses, which at the time were not very well written. Codecademy is now almost a
year older than when I started using it, and their material is much much better. I have recently gone through a
number of their new lessons and can confirm that they have become a pretty good place to learn, especially their
API courses are pretty awesome.

Around the same time I also started working with Treehouse and Code School. Both Treehouse and Code School
catered really well to my personal learning style. I made it most of the way through the Ruby on Rails courses on
both sites, and then started going through the other material including HTML, CSS, and PHP courses. I would say
that while similar, both companies complement the learning process in different ways. Treehouse is especially
outstanding for Beginner - Intermediate level students and their teaching platform is the most stellar of all the
learning sites I've mentioned in this article. In my opinion the Treehouse instructors are the best online, and
interact with students often through the Treehouse Forum; answering questions, and offering help/feedback to
students in a surprisingly timely manner. Code School is more for the Intermediate - Advanced level student.
Initially I found Code School really hard to follow, but after a few months working with Treehouse I came to realize
Code School was a great place to head once I began to generally understand how to program. The Code School
courses fly through material much faster than Treehouse, but the courses are absolutely loaded with great
content to learn. I will go into more depth on both of these companies in a future article, but I think both are a
huge part of the reason I was able to succeed in learning how to code.

By this time I was about 5-6 months into my coding binge, and I was starting to understand web design very well.
Particularly I was able to read and write HTML and CSS efficiently, however I still felt somewhat mystified when
trying to program my ideas out with Ruby on Rails. I am not sure why I was so attached to wanting to learn Ruby
before anything else, but I think that focusing so hard on only Ruby was one of the mistakes I made in the whole
process. Around this time I started taking on some side projects for free for a few of my buddies that had been
starting up their own companies post-college, and those projects started forcing me to use JavaScript and PHP a
little. I was still myopic about Ruby, so I hacked around these languages till I was able to make something work
and then moved on. I slowly started to realize that I was beginning to understand these languages better than I
understood Ruby, and it clicked. In order for me to really learn, I had to start getting outside of the course material
and build something I wanted to build. I had been learning all of the fundamentals, but I had not been applying
them to anything and therefore was not cementing my newly acquired knowledge. This is when I feel I began to
cross the threshold of understanding how to code.
After completing a few projects for friends, I began work on one of my side projects from college. Within a 2 week
sprint I had completely transformed the website into something that was actually starting to resemble a real web
application. I started coming up with ideas, and was able to write them out in code and see them work. This was a
pretty exciting time and was full of many 7am-2am coding sprees. I also began to generate some word-of-mouth
interview offers via friends that I had helped the previous months.
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I decided I also needed a personal websitewhere I could have a place to showcase my previous work, practice
more small programming ideas, and write about my learning progress. One of the projects I started was in
creating a badge widget that automatically pulls my 'progress report' from the online schools I was using to learn
how to code. I still wasn't terribly good at programming, so I started it off in just static HTML and CSS, but the
student community at Treehouse really liked the idea and a collaboration project was started. Treehouse even
opened up their site to enable us to pull our badge information more easily, and after a couple weeks of work we
had a half-decent working widget. I made a small post about it on the Treehouse Form, which Treehouse ended
up featuring on their Facebook and Twitter accounts. All of a sudden I was getting massive traffic to my blog from
all of the Treehouse students stopping by to have a look at the widget!
*As an interesting observation, I also noticed that the feature on Treehouse kicked up my sites organic SEO a ton.

A few weeks later an opportunity presented itself to interview up in Los Angeles. I would say I generally didn't take
the interview all that seriously, mostly because I didn't think there was any chance I'd do too well given my lack of
a Computer Science degree and only about 8 months of self-taught education, but I figured it wouldn't hurt to see
what a "tech interview" was like. I showed them my portfolio of work I had done when helping my friends out, and
the various projects I had been working on myself. Apparently I did alright in the interview, and they offered me a
bigger salary than I asked for. I hadn't even considered moving at the time of the offer, and I had 7 days to let
them know if I'd take the job, so I frantically started trying to figure out what the heck I was going to do. In those 7
days I ended up landing another interview in the Silicon Beach area through a friend, and apparently did well
enough there as well as they matched the other companies offer. Within 7 days I had gone from scraping by,
bootstrapping my self-education, to getting 2 kick-ass job offers. I figured this was a sign that I had to move out of
the San Diego area, and I have been working at one of those companies for almost 3 months now. I won't tell you
which here, but a quick linked-in search might give you a clue. If there were a few things I think I did well in the
interviews that landed me these offers, I think my portfolio of past work and my obvious hunger to learn shown
through as positive assets. I feel incredibly lucky to have my current opportunity to work for a tech company and
start building my experience.
I have still been continuing my coding-education on the side, but working for a company has exponentially
increased my understanding of programming. Being around really bright people that are willing to help has been
an invaluable asset since starting work, and has also forced me to look outside Ruby programming. I now code in
mostly PHP and JavaScript, but sometimes work with other languages. Today, knowing all these other languages,
I wish I had started with JavaScript and in conclusion I'll tell you why:

Initially I decided Ruby was best language for me to learn because of the seemingly simpler syntax, however to
do anything major with Ruby you really need to have a good understanding of programming theory and the Rails
framework as a prerequisite. Especially when not understating programming fundamentals, Ruby on Rails has a
steep learning curve. Some may argue that Ruby on Rails simplifies programming, and gives developers access
to a lot of pre-fab code (Ruby Gems), however I would argue that while Rails does simplify things, if you do not
understand the fundamentals of programming you will quickly get lost. It requires a lot of foundational knowledge
and a decent amount of setup to begin getting Rails to work like you want it to. JavaScript, on the other-hand, is
"the defacto programming language of the web", and with the introduction of HTML5 (which is technically HTML,
CSS/CSS3, and JavaScript), JS has officially been solidified as the main programming backbone of internet.
JavaScript also doesn't require a ton of setup like Ruby, so you can literally start using it in seconds in the
browser console. The jQuery JavaScript library makes it really easy to start basic programming in JS as well, and
if you know a bit of CSS, you'll be able to pick jQuery up pretty quickly. Initially I was intimidated by all the
[{brackets}] and semicolons, but I now realize that this becomes second nature after a few weeks of using the
language. I still think that Ruby on Rails is a generally more powerful (server-side) language and framework, but
when starting out, I think JavaScript would have been the best to start with for my learning-style. I still plan on
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going back to finish learning Ruby on Rails in the future, but now that I actually understand the fundamentals of
programming I do not think that Ruby on Rails will be too hard anymore.
If you are curious about anything mentioned in this article, let me know in the comments below. I will try to answer
any questions you may have in as timely a manner as I can.
Comments:
Remark: Mark Hilliard July 24, 2013
Nice synapsis of your programming journey. I remember many conversations over the course of your learning
where I got the gist of what you were going through and how you were progressing over time, but this helped tie it
all together. I think the biggest attribute that you brought to your learning, was dogged determination to complete
what you had started. You pushed through the roadblocks that would present themselves without getting too
frustrated; not easy to do when working on your own.
The beauty of Code Academy, Treehouse etc. is the ability to work at a pace that doesn't happen in a brick and
mortar educational institution. I had predicted, when you were a little tyke, that your higher education would take
place outside of the traditional college/university setting, online in some form. While your experience at SDSU
was as much social grown as any tangible education, your comment regarding "getting your money's worth", is
worth noting here. The $100's of millions spent by students on traditional higher education, IMHO, is wasted for
most students. We are finally seeing a shift to online education, similar to that of online shopping. Students are
beginning to become suspect of the higher time, expense, and ultimately the value of tradition educational
institutions. This is rapidly being replaced by an online experience that is more time and certainly, more dollars
spent, efficient. It will take some time for businesses to fully recognize the true competencies of future hires who
have exclusively obtained their higher education experience online. Once this acceptance become widespread,
there will be some really cheap bricks and mortar campuses available!
Again, nice blog... And congratulations on finding your passion and pursuing your dreams.
Question: Ian Moe • February 2015
Question: You mention you would pull 7AM to 2AM days of studying. Were you working at this time? or did you
live off savings so you could practice more? About how many hours a week do you think you practiced those 10
months? I've been thinking about living out of my car while i learn to code, otherwise its tough to do with 40-50
hour work weeks.
Answer: Riley Hilliard Mod Ian Moe • February 2015
I had been working as a DJ for a couple years prior, so I was able to work Thurs-Sat and study the rest of the
time, however for the last 6 months that I was learning I stopped DJing and only studied. I did go into a fair
amount of Credit Card debt, of which I am finally paying off the last bit (a year and a half later). It certainly was a
gamble, and it ended up paying off for me. If finances are an issue, I would recommend trying to think of ways
that you can live minimally, maybe even moving home if that is an option. In the mean time, you can use whatever
time you have off to start learning the basics like HTML + CSS. If you work 40-50 hours a week, I would assume
you have 2-ish days off, which you can use to learn. Fill whatever free time you have with learning something.
Learning on your own does take a serious focus, and a lengthy time commitment. The big part there is the time. It
just takes a lot of hours, a lot of trial and error, a lot of getting through not understanding and figuring out how to
understand on your own.
As for the hours, I would estimate that I was spending 8-10 hours a day, 5-6 days a week, especially during the
last 6 months. The 7AM-2AM was not a regular thing, but I certainly had several days that were that long. When
you make an exciting breakthrough and want to apply it to a project, that amount of hours does not seem that
long. You kinda start feeling tired and realize its 2am. I still do that with work now every once-in-a-while.
Question: Puyi Severino • January, 2016
Hi Riley! I got here by searching for advice on how to be job-ready. I've been learning web development for just a
a month on Treehouse and code academy and the the tutorials are great just like your success story which
inspires me to work harder! I'm thinking that I might be doing a lot of tutorial stuff rather than making something
from what I learn. Does it hurt jumbling with a lot of good tutorials or from your experience, would it be better that I
just focus on treehouse and start building stuff from what I learn?
Answer: Riley Hilliard Mod Puyi Severino, January 2016
292

Real-world work will always be outside any course material, what the lessons do is teach you the fundamental
building blocks that you can assemble into future solutions of the problems you encounter. There is no correct
path, that if you learn things in some kind of set order like 1-HTML, 2-CSS, 3-JS, 4-JSFrameworks ... etc.It's not
like, you just have to get to your 10th item in the ordered list and you're done and ready to go build the next
facebook. The more accurate steps would be something more like: 1, 2, 3, 4, 15, 11, 44, 5, ... etc, where the 1-4
would be learning the real basics of what you need to understand what you are trying to do and how to figure out
what you need to know for the particular thing you end up going on to build.
So in short, you should jumble courses and tutorials after you feel you are kinda starting to understand the basics.
Making something outside the course material will force you to start learning other things because you want to
know them for a specific purpose. That is what you will end up doing later as a developer anyway.
Question: Andrew Walters • October, 2015
Hey Riley! Not sure if you still check this, but I was curious about something. Firstly, I would just like to say that
you're a very inspiring person! I hope someday soon I can have a similar success story so long as I love what I
code and what I learn to better myself! I'm excited :) Secondly, I am curious about the industry from the
perspective of someone who is self taught. I'm currently running through the front end track and php dev track in
treehouse and I was wondering - do you think it would be better for a php dev just starting out (to gain an entry
level code job) to learn WordPress instead of going in depth of JavaScript or the other way around? And lastly,
(based on your experiences) would you recommend I shift my focus to solely front end after I finish the php track
or dive more into that? I'm trying to decide what I should specialize in (right now) that would have the best
opportunities for a job! I can't really figure out if a person who knew lots of JS and basic/decent php would be
hired quicker than someone who had a great handle on php (and maybe even Laravel) and just basic JS. It's a
tough world, and you took it by storm! I hope to do the same :) Thanks for any help you can give if you read this,
and thanks for the article! Happy coding!
Answer: Riley Hilliard Mod Andrew Walters • 5 months ago
Hey Andrew,
So while PHP / Laravel / Wordpress are good to know for building a web application, you are still going to need to
know JS to be able to make an interactive website. JavaScript is basically front-end programming, so the interface
that the user interacts with is tied together with JS. PHP is used for the server-side persistence layer, which
means for things like if you want to be able to save something, like a setting in a user profile to be able to be
retrieved later when the user logs back in to the application again. In the context of Wordpress, PHP is the
backbone of the backend wordpress CMS framework, but you can't really "PHP" on the front end. In the wild,
Wordpress is mostly used as a Content Management System, which is a fancy way of saying, "Enabling someone
without too technical a background to be able to add content and maintain a website". Usually with Wordpress
you would setup a basic website for a business to be able to continue to maintain themselves. Wordpress powers
a lot of websites right now, but I would say it has it's limitations. It wouldn't be advised to build a web-application
on wordpress.
So I guess I've started down a bit of a rabbit hole here, but the first framework I learned was wordpress, and it
worked well for the things I was trying to build at that time. That being said, I wouldn't recommend trying to just
learn PHP first, and then JS; you will likely need to know both when building a project that requires a little
customization.
Question: kyle.hutch • 6 months ago
I'm in the progress of teaching myself how to code and I'd like some advice on what kind of pace is needed to find
a job in Web Design in 6 months. For instance: Treehouse's Front-End Web Development course says 60 hours.
How many days should it take me if I'm keeping the right pace?
Answer: Riley Hilliard kyle.hutch • October, 2015
Hey Kyle, So one of the things you will need to be realistic about is just going through an online course is not
going to make you job ready. It will give you understanding of the basic building blocks to begin building things,
but you will need a lot of work outside of the course material before you will be good enough to interview for a
technical position and land a job. The 10 months it took me to learn got me the minimum knowledge and skills
needed to land my first job, and then I hustled incredibly hard for a couple years in that first job to make sure that I
was caught up to fully professional developers.
If you are looking to get a job in Web Design in 6 months, the biggest thing you are going to need is to build
a portfolio. When you have no work history in programming, you need to be able to show your future employer
that you can do the work. For example, I built the base framework for ChillCallwhen I was teaching myself to
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code, and used that extensively as an example of what I can do in most of my interviews that I have gone on in
the last 3 years. I still work on that project on weekends for fun. Find an idea of something you've wanted to
make, and go DO it
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